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Motivation

e Plenty of open source crawlers
o with their own solution

e Share the effort on a common approach?
o Consensus on API?

o Better code

e Distributed / scalable
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URL

Frontier

= http://urlfrontier.net/

DISCOVERY

= Funded by NLNet / NGI O Discovery | ZERO
= Started in December 2020

= Open source - Apache License

= Sub-project of crawler-commons @
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http://urlfrontier.net/
https://github.com/crawler-commons

Modules

= API

Service implementation

= CLI

Test suite
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API

e gRPC

e Define services and messages with Protocol Buffers
e High performance / HTTP2

e Cross language

e Streaming

e Generate client / server code

o Java library in Maven
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Main concepts

e Queues
o Key can be anything (host / domain / IP)

e Periority
o Scheduling explicitly set by date in the future
o e.g. revisit this URL in 2 days

e Politeness

o Tracks number of URLs in flight for a queue
o Enforces reasonable delay
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Functions

service URLFrontier {
rpc ListQueues(Pagination) returns (QueuelList) {}
rpc GetURLs(GetParams) returns (stream URLInfo) {}
rpc PutURLs
rpc GetStat

rpc DeleteQ
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Basic interactions

Crawler

Seed URLs

URL Frontier

-/ PutURLs()

< Fetch
Parse

| GetURLSs()

- PutURLs()
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Service

e Implementation based on RocksDB

e Docker image publicly available

File Edit View Search Terminal Help

julien@JollyNeptunian:~$ docker pull crawlercommons/url-frontier:0.4

0.4: Pulling from crawlercommons/url-frontier

33847f680f63: Pull complete

47d5ef013a61: Pull complete

9f9b3d6a536d: Pull complete

b0fef2b01060: Pull complete

ab5f6a289fee: Pull complete

c847da7fbac2: Pull complete

Digest: sha256:c9200541c8c08db8360817142420a149ebfdb5a248e0b37208c258bef179a483

Status: Downloaded newer image for crawlercommons/url-frontier:0.4

docker.io/crawlercommons/url-frontier:0.4

julien@JollyNeptunian:~$ docker run --rm --name frontier -p 7071:7071 crawlercommons/url-frontier:0.4

[main] INFO crawlercommons.urlfrontier.service.rocksdb.RocksDBService - RocksDB data stored in ./rocksdb

[main] INFO crawlercommons.urlfrontier.service.rocksdb.RocksDBService - RocksDB loaded in 37 msec

[main] INFO crawlercommons.urlfrontier.service.rocksdb.RocksDBService - Scanning tables to rebuild queues... (can take a long time)
[main] INFO crawlercommons.urlfrontier.service.rocksdb.RocksDBService - Recovering queues from existing RocksDB

[main] INFO crawlercommons.urlfrontier.service.rocksdb.RocksDBService - 0 queues discovered in 3 msec

[main] INFO crawlercommons.urlfrontier.service.URLFrontierServer - Started URLFrontierServer [RocksDBService] on port 7071




Command Line Interface

o Simple Java code using the generated stubs

e Not for crawling but seeds injection, debugging etc...

jnioche@node0:~$ urlfrontier -h
Usage: Client [-hV] [-p=NUM] [-t=STRING] [COMMAND]
Interacts w1th a URL Frontier from the command line

| Show this help message and exit.

»-u§5'=NUM URL Frontier port (default to 7071)
nost=STRING URL Frontier hostname (defaults to 'localhost')
"sior Print version information and exit.

Commands:
ListQueues Prints out active queues
GetStats Prints out stats from the Frontier
PutURLs Send URLs from a file into a Frontier
SetActive Pause or resume the Frontier
GetActive Check whether the Frontier has been paused
DeleteQueue Delete a queue from the Frontier




Large scale testing

STORMCRAWLER
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Hardware FED4FIRE

FEDERATION FOR FIRE PLUS

e Sponsored by Fed4Fire+
e Running on cluster on Virtual Wall 2 Testbed (Belgium)

e Apache Storm cluster
o 5 nodes for crawling
o 1 node to host a single URLFrontier instance

e PCGen4 nodes

e I 48GB RAM

. 1x 250GB harddisk
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Experiment Crawvl

A

e Seeds top 1 million hosthame
o According to CommonCrawl’s stats

e https://github.com/DigitalPebble/crawlurlfrontier

e Max depth of 5 from seeds

e Generated Web Archives (WARCs) to be hosted and distributed by
CC later

e WARCs hosted on AWS S3

e Ran crawl for several weeks
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https://github.com/DigitalPebble/crawlurlfrontier

Stats

e Fetched 354M URLs
e 1.2B URLs discovered but not yet fetched
e Size of RocksDB on disk -> 150GB

e WARC files on AWS S3 -> 36.8 TB
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Lessons learned

e Bottleneck?
o sending WARCs to S3

e Fixed nice synchronizations issues
e Optimization of RocksDB config

e But 1.5 billion URLs a bit much for a single node

e Success but space for improvements
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Next steps

e Release 1.0 soon
e Applied for 2nd round of funding with NLNet
e Get more adopters and contributors

e https://aithub.com/crawler-commons/url-frontier/wiki/\Ways-to-help

e Giveitatry!
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https://github.com/crawler-commons/url-frontier/wiki/Ways-to-help

Thank youl!
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