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30 MHz (5 TB/s) of input contains a MHz of signal, while we can 
only store 10 GB/s long-term

LHCb Upgrade in a Single Slide
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30 MHz (5 TB/s) of event building and processing in a data center

DAQ Architecture



3 LHCb Upgrade Dataflow

HLT1 challenge: reduce 5 TB/s to 70-200 GB/s in 
real-time with high physics efficiency



4 HLT1 on GPUs: Allen

5 TB/s

70-200 
GB/s

GPU solution (Allen) selected as 
baseline HLT1; up to 3 GPUs installed
in each event builder server
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https://cds.cern.ch/record/2717938/


5 Reconstruction Performance
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https://cds.cern.ch/record/2693058/?ln=en


6 Selection Performance



7 Throughput Evolution Since TDR

Performance at the time of the TDR;
Approximately linear scaling with theoretical FLOPS
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8 Throughput Evolution Since TDR

Recent Improvement
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9 Summary

● GPU HLT1 (Allen) selected as the baseline 
solution for LHCb

● Work continues to improve performance; 
both physics and throughput

● Shifting to commissioning mode: focus on 
integration, consolidation of codebase and 
tests, tests, tests

● Many thanks for the ongoing support from 
OpenLab and E4

● Exiting times ahead!
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7 Throughput Evolution Since TDR

TDR

Recent
Improvement
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