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ABSTRACT: A 3D track segment seeding engine core based on the Tiny Triplet Finder for a low-
cost FPGA device has been implemented and tested.  The seeding engine is designed to preselect 
and group hits (stubs) from cylindrical detector layers to feed subsequent track fitting stage.  The 
seeding engine consists of a Hugh transform space for r-z view and a Tiny Triplet Finder for r-
phi view to implement 3D constraints.  The seeding engine is organized as a pipeline so that each 
hit is processed in a single clock cycle.  Test results show that the seeding engine operates as 
expected. 
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1. Introduction 

In the track segment seeding + Kalman Filtering tracking approach, the first stage, track segment 
seeding [1-3] (i.e., grouping the first a few detector layer hits belonging to a track) is one of the 
most time or silicon area resource consuming operations (not only in online trigger systems but 
also in offline data analysis).  A track segment finding scheme called Tiny Triplet Finder [4-7] 
featuring small FPGA resource usage was developed for Fermilab BTeV project.  Today, it 
becomes possible to further utilize more compact FPGA resources such as multipliers (instead of 
purely using logic elements) to implement the Tiny Triplet Finder with even better resource usage 
efficiency.   

On the other hand, in high luminosity detectors, segment seeding in 2D (in r-phi or r-z plane 
only) becomes insufficient, since the probability of finding fake segments becomes too high.  To 
reduce fake rate, 3D segment seeding with both r-phi and r-z constraints becomes necessary.  
Since the Tiny Triplet Finder uses significant less resources than typical implementation methods, 
it enables the possibility to implement 3D track segment engines with reasonable sized FPGA.  
The FPGA 3D track segment seeding engines can be used in either online trigger systems or as a 
co-processor for offline analysis acceleration. 

We have exercised implementing a 3D seeding engine core with a 10x256-cell Hugh 
transform space for r-z view and a 128-bin Tiny Triplet Finder for r-phi view in an Altera Cyclone 
5 FPGA (5CGXFC5C6F27C7N) and tested in an evaluation module.  In time domain, the seeding 
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engine uses 225 clock cycles to process an event (BX) with 112 cycles to fetch Layer 1 and Layer 
3 hits into Hugh transform space and next 112 cycles to pass the Layer 2 hits through the Hugh 
transform space and Tiny Triplet Finder for 3D coincidence, plus 1 cycle to reset the engine for 
next event.  Up to 112 hits per layer are allowed for each event and a new event is allowed to 
connect to the previous event seamlessly. (The number of clock cycles, 225 is chosen based on 
18x multiplexing in time domain in current arrangement of CMS TFP assuming core clock runs 
at 500 MHz). 

In this paper, we will discuss schemes for track segment seeding in Section 2 and describe 
the detailed design and implementation of the 3D seeding engine in Section 3.  Test results are 
presented in Section 4 followed with discussions in Section 5. 

2. Track Segment Seeding 

2.1 Challenge of Track Segment Recognition 

In most track segment recognition tasks, either for online trigger or offline dada analysis, the first 
step, i.e., grouping the first a few hits consume large amount of time or silicon area resource.  In 
many detector configurations such as r-z view or r-f view of collider detectors, at least three hits 
from three layers of the detector are required to fulfil the first constraint of the track projection.  
In other words, one must bring the coordinates of at least three hits into an equation so that they 
can be efficiently either accepted or rejected as a track segment candidate.   

In software, the track segment recognition step is usually implemented as nested loops and 
each layer of loops cycles through all hits in the relevant detector area.  The processing time 
resource usage are dominated by the inner most three layers for events with large multiplicities. 

In online trigger systems, trading off between FPGA silicon area, processing time and other 
resources can be arranged, but the total combinatorial candidates that must be checked remain the 
same. 

2.2 Pairing Approach and Its Insufficiency 

A natural approach to start finding a track is pairing, i.e., for each hit in a detector layer, find 
another hit(s) in other layer(s) and feed the candidates into the track fitter.   

A practical pairing engine in FPGA can be implemented with block RAM memories with 
addresses organized by coordinates such as z and f of the detector layers.  In time domain, the 
pairing engine processes an event in two steps.  First, the hits from Layer 1 and Layer 3, for 
example, are stored into the RAM bins indexed by their z and f coordinates.  In the second step, 
each hit in Layer 2 is fetched and the z and f regions (or bin numbers) for possible matching hits 
in Layers 1 and 3 are calculated.  The bin numbers are used retrieve hits stored in RAM blocks 
for Layers 1 and 3 and they are grouped together with the Layer 2 hits for the track fitter to check.  
The pairing engine can be implemented in pipeline style so that each hit is processed using a 
single clock cycle in both the first and the second steps. 

Obviously, the insufficiency of the pairing approach is lack of track condition checking to 
efficiently eliminate fake candidate.  Indeed, when the z and f regions (or bin numbers) for 
possible matching hits in Layers 1 and 3 are calculated, a few very useful cuts for track vertex 
and transverse momentum are applied.  But the searching regions in Layers 1 and 3 are usually 
large. When the event multiplicity is high, random detector hits (usually due to low momentum 
tracks) may form fake track segment candidates with high probability.  Surely the fake candidates 
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will be eliminated by the fitter in the subsequent stage, but it would be more ideal if the large 
portion of fake candidates can be eliminated during the pairing (or seeding) stage. 

There are technical details that must be worked out such as how to store multiple hits in the 
same bin and how to reset the RAM blocks in a single clock cycle rather than overwriting all bins.  
These issues can be solved, and we will discuss them later. 

2.3 Improving from Pairing Approach to Tiny Triplet Finder 

To eliminate fake track segment candidates during the seeding process using coarse track 
conditions, checking coincidence is a convenient approach.  The patterns of hits from the detector 
layers are sent into the coincidence checking block and only the hits belonging a track segment 
road are chosen for further fitting processes. 

As the detector granularity becomes finer, the product terms increase rapidly.  Therefore, 
without careful planning, the coincidence checking block may become too big and may consume 
too large amount of silicon resource causing coincidence checking unreasonable.  The Tiny 
Triplet Finder is a scheme to fulfil the coincidence checking with acceptable FPGA silicon area 
resource usage. 

The key idea of the Tiny Triplet Finder is to implement a subset of the track segment roads, 
instead of roads in full detector region, which saves significant amount of silicon resource.  While 
checking coincidence for each Layer 2 hit, the patterns of hits from the Layers 1 and 3 are brought 
in, shifted to align with the coincidence checking block so that the hits registered on the hit 
patterns belonging to the same track roads chosen.  The shifters are the dominating silicon 
resource usage blocks but are much smaller than otherwise implementing track segment roads for 
full detector region.  With today’s FPGA, the shifters can be implemented using more compact 
resources such as multipliers and RAM blocks (instead of purely using logic elements), which 
further reduces silicon resources usage.  We will discuss the detailed implementation in the later 
sections. 

3. Design and Implementation of the 3D Track Segment Seeding Engine 

In this section, we describe the design and implementation of an FPGA core used as a 3D track 
segment seeding engine.  The core uses generic resources that most FPGA families have such as 
logic elements, block RAM and ROM memories and multipliers, which allows easy porting 
among FPGA families. 

To test the performance and to help users understand the scheme, a detector geometry is 
assumed and hit data are generated based on the geometry.  However, the primary features of the 
seeding engine are independent of the geometry to certain extend.  Most geometry and alignment 
dependent design aspects are absorbed into ROM blocks and/or coincidence maps which can be 
generated using simulation or even detector events at low luminosities.  This provides flexibilities 
of porting the seeding engine for different detector and different purposes. 

3.1 System Overview 

An idealized detector model with cylindrical symmetry is chosen and a typical event in this 
detector is shown in Fig. 1.  The collision points are along the axis and a solenoidal magnetic field 
is applied as in most collider environments. 

A sector of the detector with 10 degrees in phi and full length (up to 240 cm) in z are handled 
by a seeding engine core.  For each event in the 10-degree sector, 10 tracks with high transverse 
momentum (> 2GeV/c) along with up to 100 other random hits per layer (from low momentum 
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tracks) are generated.  This allows an array of the seeding engine cores to handle an event as 
complex as >3k hits per layer in the full detector.  A collision region of +- 10 cm along z direction 
and a region of impact parameter of +- 2 mm away from the z-axis are included in the simulation 
of hit generation. 

 
The geometry and other parameters of the detector are shown in Table 1, in which the radii 

and lengths of the detector layers and other configurations are the same as the three CMS Outer 
Tracker SP layers, but the tilting of the SP module is not included for simplicity. 

 
The bin sizes in z and phi directions shown above are used in the engine core.  The track 

parameters z0 and z375 are used to define a track projection in r-z view, where z0 is the z 
coordinate of the track intersecting the z-axis while z375 is the z-coordinate when the track 
passing a virtual cylinder surface with radius 375 mm. (In fact, z-coordinate of a hit on Layer 2 
is close enough to be considered as z375). 

The block diagram of the 3D seeding engine core implemented in an Altera Cyclone 5 FPGA 
is shown in Fig. 2. 

 

 
Fig. 1.  A typical event in the model detector. 
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Table. 1.  Parameters of the model detector 
Magnetic Field, 
Minimum PT 

4T 
2 GeV/c 

Layer 1 R1: 0.250 (m); L1: 2.4 (m); Phi: 10+-2.2 => 14.3 (deg.) 
Layer 2 R2: 0.375 (m); L2: 2.4 (m); Phi: 10 (deg.) 
Layer 3 R3: 0.525 (m); L3: 2.4 (m); Phi: 10+- 2.6 => 15.2 (deg.) 
Bin size of z375 (and also z1 and z3) 1 cm 
Bin size in phi 
Layer 1 
Layer 2 
Layer 3 

0.125 (deg.), 128 bins over 16 degrees 
0.545 (mm) 
 
1.145 (mm) 

Bin size of z0 2 cm 
 

 
Fig. 2.  Block diagram of the seeding engine core 
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The block diagram is a direct screen capture of the design software graphic interface.  Hit 
data from three layers of the detector are fed into the seeding engine from left.  Coincidences of 
the hits in three layers that satisfy the track roads are sent to subsequent fitting stage from the 
output ports at right side.  The entire seeding engine is driven by a system clock at 250 MHz and 
each hit is processed in a single clock cycle.  The detail functions of each block will be discussed 
in the following subsections. 

3.2 Hit Storage Organized with Hugh Transform in r-z View 

The incoming hit data from Layers 1 and 3 are first stored in RAM blocks so that they can be 
retrieved later for track road coincidence checking.  The positions/addresses/bins of a hit to be 
stored is generated by the r-z coordinate transform blocks.  The hit storage blocks are shown in 
Fig. 3.   

 
For each of the detector Layer 1 and Layer 3, there are 10 RAM blocks to store the incoming 

hits, which corresponding to 10 z0 bins, and the depth of the RAM is 256 to cover 240 cm range 
in z direction with 1 cm bin size.  Each hit in Layer 1 with coordinate nZ1 (nZ1 is an integer after 
binning of the z coordinate) may belong to a track in a bundle of 10 possible tracks, each passing 
through a nZ0 bin and a corresponding nZ375 bin.  These 10 possibilities corresponding to the 10 
different addresses of the RAM blocks, which are pre-calculated and stored in a set of ROM 
blocks.  Each hit represents a curve (or a straight line in special cases) in the nZ0 and nZ375 plane 
which can be viewed as a parameter plane in a well-known Hugh transform in r-z view. 

Each cell in the Hugh transform plane, i.e., the memory location is a multi-bit word, and 
each bit represents a bin of the phi coordinate of the hit.  In our implementation, we use 128 bits 
to cover a 16-degree range in phi plus a few more additional bits for the internal functions of the 
“register-like” single clock operations [7-9]. 

During the coincidence checking phase, all RAM blocks are addressed with the hit 
coordinate from Layer 2, nZ2 and 128-bit words are output from the storage blocks, 10 words 
from Layer 1 and 10 from Layer 3.  These 20 128-bit words are sent to subsequent stages for track 
road coincidence checking.  Note that only the words from Layers 1 and 3 with the same nZ0 
(plus boundary coverage) are to be checked which equivalent to applying the straight-line 
condition of a possible track in r-z view in Hugh transform tracking approaches. 

3.3 Hit Pattern Shifters 

Now for each of Layer 1 and Layer 3, we have 10 sets of 128-bit words with each bit representing 
a bin in phi coordinate, i.e., each hit in a detector layer sets a bit to 1 according to its phi.  To 

 (a)  (b) 
Fig. 3.  The hit storage blocks 
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check the possible track road coincidence, we would have to implement large amount of 
combinatorial logic product terms. 

The main idea of the reducing logic product terms in Tiny Triplet Finder approach is to shift 
the hit patterns to align them to the coincidence road checking maps, rather than implementing 
all roads for the entire detector range.  The principle of the Tiny Triplet Finder is shown in Fig. 
4. 

 
Assume that we implement only roads for tracks passing bin 32 in Layer 2, for example, in 

a coincidence checking block covering inputs 0 to 63 for Layers 1 and 3.  The roads may join hits 
from Layers 1 and 3 around bin 32 over a range depending on the minimum transverse 
momentum.  Clearly this is a small subset of the track roads in the detector. 

In the coincidence checking phase, for a particular Layer 2 hit with nPhi2, the bit patterns 
for Layers 1 and 3 are shifted by nPhi2-32 bins and fed into the coincidence checking block.  This 
shifting operation allows checking entire detector range using a subset of the coincidence map. 

The actual implementation of the shifter in our firmware uses a combination of logic 
elements and multipliers.  The input width of the shifter is 128 bits, and it supports full range 
shifting (any of 0-127 bins) in a single clock operation.  The shifted patterns are fed to the 
coincidence checking block in the subsequent stage.  Each core in our implementation needs 20 
shifters, and the resource consumption is within an acceptable range. 

3.4 The Coincidence Maps 

As mentioned earlier, the track coincidence checking blocks in our implementation support hit 
patterns with up to 64 input bits each from Layer 1 and Layer 3, centred at bin 32.  A track road 
joins two hits in Layer 1 and 3 around the Layer 2 hit at bin 32.  For example, hit in Layer 1 at 
bin 29 and hit in Layer 3 at bin 35 (plus the Layer 2 hit at bin 32) may form a possible track 
segment. 

Due to imperfectness of the track condition such as binning errors, non-zero impact 
parameters, multiple scattering, etc., boundary coverage must be implemented into the 
coincidence checking block.  The boundary coverage is simply the OR operations of several 
nearby input bits before the AND operation.  The coincidence map and the VHDL code of the 
coincidence checking block in our implementation is shown in Fig. 5. 

 
Fig. 4.  The Tiny Triplet Finder. 



 
 

– 7 – 

 
The coincidence map and corresponding VHDL code is highly depend on the detector 

geometry and detector alignment.  To accommodate these possible variations, we use a C program 
to generate the coincidence map and the VHDL code base on the simulation results.  The 
coincidence block is arranged in pipeline style, as other blocks in the design, so that hit patterns 
can be checked in single clock cycle operations.  

4. Test Results 

The 3D seeding engine core described in early sections has been implemented in an Altera 
Cyclone 5 FPGA (5CGXFC5C6F27C7N) and tested in an evaluation module.  The evaluation 
module loaded with the test firmware and the raw output of the test is shown in Fig. 6. 

 
Simulated hit data are transmitted from a notebook computer via one of the USB cables on 

the evaluation module to the FPGA.  The track road coincidence results generated by the seeding 
core are sent back to the notebook computer and stored in a file for further analysis.  We will 
discuss the test results in the following subsections. 

4.1 Robustness of Operations 

The seeding engine is intended to operate restlessly, wasting no clock cycles.  The seeding engine 
must process an event in a given time period and process the next event immediately after 
finishing the previous one. In actual operation, different events and different layers may have 

 (a)   (b) 
Fig. 5.  Track road coincidence checking map and VHDL code. 

 (a)  (b) 
Fig. 6.  Photograph of the test module (a) and raw test outputs (b). 
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different number of hits so that not all clock cycles are fully occupied.  In some extreme cases, 
the seeding engine may need to idle indefinitely and to start processing an event promptly. 

To exercise and verify robustness of the seeding engine under these working conditions, the 
operating timing in our test are designed in burst fashion as shown in Fig. 7. 

 
During the test, the hit data are transmitted from notebook computer to FPGA and stored 

into a set of internal buffers.  After four events are stored, a state machine conducts processing of 
these events.  For simplicity, the state machine allocates fixed number of clock cycles to process 
an event, although the seeding engine can tolerant variable event length.  Each event uses 225 
clock cycles with 112 cycles for filling the hits from Layers 1 and 3 and another 112 cycles to 
check coincidence for the Layer 2 hits, plus one clock cycle to reset the hit storage blocks.  (The 
RAM blocks are implemented using the “register-like” scheme [7-9] so it takes only a single clock 
cycle to effectively clean up the RAM contents).  With this particular arrangement, each layer 
may have up to 112 hits in an event but is allowed to have fewer. 

After processing a burst of four events, the seeding engine stays idling indefinitely until the 
next burst of four events.  No errors are seen in the test results under the test condition described 
above. 

4.2 Effects of the Bin Widths in Phi 

To understand optimal choice of the seeding engine parameters, the effects of the bin widths in 
phi coordinate are studied.   

The tests are performed using events with same complexity: 10 good tracks plus 90 random 
hits per layer in the 10-degree detector sector.  In the binning stage, various bin widths from 0.75 
to 0.125 degrees are chosen which can be viewed dividing a 16-degree detector section into 21 to 
128 bins.  The ratios of good track acceptance and fake hit rejection at different bin widths are 
plotted in Fig. 8. 

 
In various aspects of the seeding engine design such as boundary coverage, cares are taken 

to ensure high good track acceptance and our test results show that the acceptance is better than 
99% for all bin width conditions.  The fake track segments are created as random hits fall into 
track roads in the coincidence checking block.  Therefore, the finer the bin widths, the less likely 
fake segments are generated which can be seen in the plot above. 

  
Fig. 7.  Operating timing 
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Fig. 8.  The effects of the bin widths in phi coordinate 
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One may image that should the number of bins in given detector sector further reduce down 
to 1, this bin would cover entire phi region and the 3D seeding engine would reduce to a 2D 
engine checking only the constraint in r-z view.  Clearly the fake rate of the 2D engine would 
have too high so that it would not be satisfactory.  On the other hand, it should also be pointed 
out that the number of bins in given phi range cannot increase indefinitely due to limitation in 
FPGA resource.  Also, due to non-zero impact parameter, the r-phi view constraint is only an 
approximation so that finer granularity in phi coordinate will not help much in track segment 
seeding process.  Therefore, the strategy of implementing 3D engine with relatively coarser bins 
in z and phi coordinates is more rational than one that purely rely on finer bins in 2D engines with 
r-z view or r-phi view only. 

4.3 Effects of Event Complexity 

As mentioned earlier, the fake track segments are created as random hits fall into track roads in 
the coincidence checking block.  Therefore, more complex events will cause more fake track 
segments in any track segment finding scheme. 

To study the effects due to event complexity, we generated events with 10 good tracks plus 
10 to 102 random hits per layer in the 10-degree detector sector.  For this test, the bin width in 
phi coordinate is 0.125 degrees or 128 bins per 16-degree sector, and the test results are shown in 
Fig. 9. 

 
It can be seen that good tracks are selected well by the seeding engine for all complexity 

conditions, while number of fake track increases as the number of total hits increases.  The track 
segment output from the seeding engine, no matter good or fake, will be passed to the subsequent 
fitting stage for full resolution process and therefore the total number of tracks (green square) is 
a value that concerns.  The horizontal dash line is the limit of the number of track segment that 
the later stage can accept if a track segment is to be processed using 4 clock cycles.  (Recall that 
the seeding engine uses 225 clock cycles to process an event and it is a natural requirement for 
the fitter stages to process all track segments generated by the seeding engine in the same amount 
of time).  The vertical dot-dash line is the multiplicity for each detector layer to have 3000 hits 
per event, which is approximately the CMS Outer Track PS layers might see.  The design goal of 
the seeding engine is to accept good tracks and supress fakes as much as possible so that the total 
number of segments can be processed by the fitting stage, and our test shows that it is possible. 

A processing yield under one complexity condition (10 good track plus 90 fake hits per 
layer) is shown above in Fig. 9(b).  It can be seen that most good tracks are accepted and most of 
fake hits are rejected after the selection of the seeding engine. 

  (a)  (b) 
Fig. 9.  Performance of the seeding engine for different event complexities (a) and a typical output yield 
(b). 
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5. Discussions 

A 3D track segment seeding engine core has been implemented and tested in a low-cost FPGA.  
The detector model in this exercise is based on the CMS Outer Tracker PS layers since it is a 
difficult seeding task.  However, the detailed detector geometry and hit distribution is not exactly 
identical to the true configuration due to limitation of authors’ resource availability.  Additional 
work is needed in these aspects. 

The timing of the seeding engine is based on the time-multiplexing (x18) scheme of the 
Track Finding Processor (TFP) for the CMS Outer Tracker trigger system.  With x18 
multiplexing, each event (BX) of 25 ns will have 450 ns, or 225 clock cycles at 500 MHz, to 
process.  The target FPGA device (Xilinx UltraScale+) in the TFP is far bigger and faster than the 
Cyclone 5 FPGA we used in this exercise so it shouldn’t have problem to fit 4 cores to sever its 
40-degree sector and operates at 500 MHz, given that the core runs at 250 MHz in Cyclone 5. 

The seeding engine is also flexible enough to accommodate other detector geometries for 
online and offline applications.  Surely, additional work is needed for a specific application, but 
the low resource usage Tiny Triplet Finder scheme encapsulated in the 3D seeding engine allows 
users to fulfill their track seeding requirement within reasonable sized FPGA.  
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