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Discrete independence testing

Suppose we observe independent copies of (X,Y ), where P (X = xi) = qi for
i = 1, . . . , I , and P (Y = yj) = rj for j = 1, . . . , J .

We can summarise a random sample (X1, Y1), . . . , (Xn, Yn) in a contingency
table with I rows and J columns, where the (i, j)th entry oij is the observed
number of data pairs equal to (xi, yj).

Middle school High Bachelor’s Master’s PhD
or lower school or higher

Never married 18 36 21 9 6
Married 12 36 45 36 21
Divorced 6 9 9 3 3
Widowed 3 9 9 6 3

Source: https://www.spss-tutorials.com/chi-square-independence-test/.
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Pearson’s chi-squared test

Writing pij = P (X = xi, Y = yj) for the probability an observation falls in the
(i, j)th cell, X and Y are independent if and only if pij = qirj for all i, j.

Let oi+ denote the number of observations falling in the ith row and o+j denote
the number in the jth column.

Pearson’s famous formula can be expressed as

χ2 =
I∑
i=1

J∑
j=1

(oij − eij)2

eij
,

where eij = oi+o+j/n is the ‘expected’ number of observations in the (i, j)th
cell under the null hypothesis.

For a test of approximate size α, the χ2 statistic is compared to the (1− α)-level
quantile of the chi-squared distribution with (I − 1)(J − 1) degrees of freedom.

For the marital status data, χ2 = 23.6, with corresponding p-value of 0.0235.
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Origin’s of Pearson’s test

Pearson’s statistic arises as an approximation to the generalised likelihood ratio
test, or G-test:

G = 2

I∑
i=1

J∑
j=1

oij log
oij
eij
.

The statistic G is compared to the same chi-squared quantile as Pearson’s
statistic.

Recall that the chi-squared divergence between two probability distributions
P = (pij) and P ′ = (p′ij) is:

χ2(P, P ′) =

I∑
i=1

J∑
j=1

(pij − p′ij)2

p′ij
.

Pearson’s statistic estimates the chi-squared divergence between the joint
distribution P = (pij) and the product P ′ of the marginal distributions (qi)
and (rj).
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Drawbacks of Pearson’s test and the G-test

I The tests do not in general control the probability of Type I error at the
claimed level.

I If there are no observations in any row or column of the table, then both
test statistics are undefined.

I The power properties of both Pearson’s chi-squared test and the G-test are
poorly understood.
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Poor size control

Fix a sample size n and 0 < λ < n1/2, and let p = λ/n1/2. Consider the cell
probability table

p2 p(1− p)
p(1− p) (1− p)2

Then the asymptotic distribution of Pearson’s statistic is that of

(Z − λ2)2

λ2
,

where Z has a Poisson distribution with parameter λ2.

This is not the same as the χ2
1 distribution!
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Asymptotic size of Pearson’s test
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The G-test doesn’t help

The asymptotic distribution of G in this example is that of

2Z log
( Z
λ2

)
− 2(Z − λ2),

where Z has a Poisson distribution with parameter λ2.
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Small cell counts

[Pearson’s chi-squared test statistic] approximately follows the
chi-square distribution . . . provided that (1) all expected frequencies are
greater than or equal to 1 and (2) no more than 20% of the expected
frequencies are less than 5 (Sullivan, III, 2017, p. 623; Cochran, 1954).

The X2 statistic has approximately a chi-squared distribution for
large sample sizes. It is di�icult to specify what “large” means, but
{µij ≥ 5}∗ is su�icient (Agresti, 1996, p. 28).

Middle school High Bachelor’s Master’s PhD
or lower school or higher

Never married 11.7 27 25.2 16.2 9.9
Married 19.5 45 42 27 16.5
Divorced 3.9 9 8.4 5.4 3.3
Widowed 3.9 9 8.4 5.4 3.3

Expected frequencies eij for the marital status data.

∗{eij ≥ 5} in our notation.
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Explanation

Let P denote the set of all possible distributions on 2× 2 contingency tables
that satisfy the null hypothesis of independence.

Write cα for the (1− α)-level quantile of the χ2
1 distribution.

For each P in the set P , we have

PP (χ2 > cα)→ α X

as n→∞.

But this convergence is not uniform over the class P :

sup
P∈P

∣∣PP (χ2 > cα)− α
∣∣9 0 7

as n→∞.

This is what allows us to find, for each n, a distribution Pn in P for which the
Type I error probability PPn(χ2 > cα) is not approaching α as n increases.
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Zero cell counts

I If there are no observations in any row or column of the table, then
Pearson’s test and the G-test are undefined.

This would typically be handled by removing rows or columns with no
observations.

If oI+ = 0, but qI > 0, then we are only testing the null hypothesis that
pij = qirj for i = 1, . . . , I − 1 and j = 1, . . . , J .

This is not su�icient to verify that X and Y are independent.
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A be�er measure of dependence

When eij is small, Pearson’s test statistic can be unstable to small perturbations
of the observed table.

A more natural (squared) distance measure than the χ2-divergence is

D(P, P ′) =

I∑
i=1

J∑
j=1

(pij − p′ij)2.

When p′ij = qirj , we can therefore define a measure of dependence by

D =

I∑
i=1

J∑
j=1

(pij − qirj)2.

Note that D is zero if and only if the null hypothesis of independence is
satisfied, and moreover it is symmetric.

The USP test 13/37



A be�er measure of dependence

When eij is small, Pearson’s test statistic can be unstable to small perturbations
of the observed table.

A more natural (squared) distance measure than the χ2-divergence is

D(P, P ′) =

I∑
i=1

J∑
j=1

(pij − p′ij)2.

When p′ij = qirj , we can therefore define a measure of dependence by

D =

I∑
i=1

J∑
j=1

(pij − qirj)2.

Note that D is zero if and only if the null hypothesis of independence is
satisfied, and moreover it is symmetric.

The USP test 13/37



A be�er measure of dependence

When eij is small, Pearson’s test statistic can be unstable to small perturbations
of the observed table.

A more natural (squared) distance measure than the χ2-divergence is

D(P, P ′) =

I∑
i=1

J∑
j=1

(pij − p′ij)2.

When p′ij = qirj , we can therefore define a measure of dependence by

D =

I∑
i=1

J∑
j=1

(pij − qirj)2.

Note that D is zero if and only if the null hypothesis of independence is
satisfied, and moreover it is symmetric.

The USP test 13/37



A be�er measure of dependence

When eij is small, Pearson’s test statistic can be unstable to small perturbations
of the observed table.

A more natural (squared) distance measure than the χ2-divergence is

D(P, P ′) =

I∑
i=1

J∑
j=1

(pij − p′ij)2.

When p′ij = qirj , we can therefore define a measure of dependence by

D =

I∑
i=1

J∑
j=1

(pij − qirj)2.

Note that D is zero if and only if the null hypothesis of independence is
satisfied, and moreover it is symmetric.

The USP test 13/37



Estimating D

Suppose for simplicity that X can take values from 1 to I , and Y can take
values from 1 to J . Consider

h
(
(x1, y1), (x2, y2), (x3, y3), (x4, y4)

)
=

I∑
i=1

J∑
j=1

(
1{x1=i,y1=j}1{x2=i,y2=j} − 2 · 1{x1=i,y1=j}1{x2=i}1{y3=j}

+ 1{x1=i}1{y2=j}1{x3=i}1{y4=j}
)
.

Then

Eh
(
(X1,Y1), (X2, Y2), (X3, Y3), (X4, Y4)

)
=

I∑
i=1

J∑
j=1

(
p2
ij − 2pijqirj + q2

i r
2
j

)
=

I∑
i=1

J∑
j=1

(pij − qirj)2 = D,

so h
(
(X1, Y1), (X2, Y2), (X3, Y3), (X4, Y4)

)
is an unbiased estimator of D.
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The UMVUE of D

This calculation motivates the estimation of D using a U -statistic:

D̂ =
1

4!
(
n
4

) ∑
i1,i2,i3,i4 distinct

h
(
(Xi1 , Yi1), (Xi2 , Yi2), (Xi3 , Yi3), (Xi4 , Yi4)

)
.

This ‘simplifies’ as follows:

D̂ =
1

n(n− 3)

I∑
i=1

J∑
j=1

(oij − eij)2 − 4

n(n− 2)(n− 3)

I∑
i=1

J∑
j=1

oijeij

+

∑I
i=1 o

2
i++

∑J
j=1 o

2
+j

n(n−1)(n−3)
+

(3n−2)(
∑I
i=1 o

2
i+)(

∑J
j=1 o

2
+j)

n3(n−1)(n−2)(n−3)
− n

(n−1)(n−3)
.

Theorem. The statistic D̂ is the unique minimum variance unbiased estimator
of D.
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Empirical performance of D̂
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Figure: Violin plots of the values of D̂ with I = 5, J = 8 and with n = 100 (le�) and
n = 400 (right) for di�erent values of ε. Here, D = 4ε2 is shown as a red line.
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The USP test

For n ≥ 4, define the USP test statistic

Û =
1

n(n− 3)

I∑
i=1

J∑
j=1

(oij − eij)2 − 4

n(n− 2)(n− 3)

I∑
i=1

J∑
j=1

oijeij .

To carry out the USP test:

I Compute Û = Û(T ) on the original data T = {(X1, Y1), . . . , (Xn, Yn)}.

I For b = 1, . . . , B, generate an independent permutation σ(b) of {1, . . . , n},
uniformly at random among all n! possible choices.

I Compute the USP statistic Û (b) = Û(T (b)) on the permuted data set
T (b) = {(X1, Yσ(b)(1)), . . . , (Xn, Yσ(b)(n))}.

I Reject H0 if Û is at least the α(B + 1)th largest of Û , Û (1), . . . , Û (B),
breaking ties at random.
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Why does the test work?

I The row and column totals oi+ and o+j are identical for the permuted data
sets as for the original data.

I Hence the rank of Û among Û , Û (1), . . . , Û (B) is the same as that of D̂
among the corresponding permuted statistics D̂, D̂(1), . . . , D̂(B).

I Moreover, under the null hypothesis, Û , Û (1), . . . , Û (B) are exchangeable,
so the rank of Û is uniform on {1, . . . , B + 1}, and the USP test has exact
size α.
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so the rank of Û is uniform on {1, . . . , B + 1}, and the USP test has exact
size α.

The USP test 18/37



Optimality of the USP test

Theorem. (a) Given any ε > 0, we can find C = C(ε) > 0, such that for any
joint distribution P with D ≥ C/n, the sum of the two error probabilities of the
USP test is smaller than ε.

(b) Given any ε > 0 and any other test, there exists c = c(ε) > 0 and a joint
distribution P with D ≥ c/n, such that the sum of the two error probabilities of
this other test is greater than 1− ε.

The USP test 19/37



Optimality of the USP test

Theorem. (a) Given any ε > 0, we can find C = C(ε) > 0, such that for any
joint distribution P with D ≥ C/n, the sum of the two error probabilities of the
USP test is smaller than ε.

(b) Given any ε > 0 and any other test, there exists c = c(ε) > 0 and a joint
distribution P with D ≥ c/n, such that the sum of the two error probabilities of
this other test is greater than 1− ε.

The USP test 19/37



So�ware

To run it on the marital status data:

> Data = matrix(c(18,12,6,3,36,36,9,9,21,45,9,9,9,36,3,6,6,21,3,3),4,5)

> USP.test(Data)

The default choice of B for the USP.test function is 999, but it can be
increased:

> USP.test(Data,B=9999)

On the marital status data, we find p = 0.001, while the G-test p-value is
0.0205.
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Numerical results: sparse alternatives

With I = 6, J = 6, define

pij =
2−(i+j)

(1− 2−I)(1− 2−J)
,

for i = 1, . . . , I and j = 1, . . . , J .

Now fix ε ≥ 0 and define modified cell probabilities

p
(ε)
ij =

 pij + ε if (i, j) = (1, 1) or (i, j) = (2, 2)
pij − ε if (i, j) = (1, 2) or (i, j) = (2, 1)
pij otherwise.

Here, D = 4ε2.
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Sparse alternative power curves
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Figure: Power curves of the USP test (black), compared with Pearson’s test (le�) and the
G-test (right) (n = 100, α = 0.05). Chi-squared quantile versions of these other tests are
in blue (le�) and purple (right); permutation versions are in red (le�) and green (right).
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Why does Pearson’s test fail so badly?

I The departures from independence occur in the four top-le� cells.

I We hope that the contributions to the test statistic from these cells would
be large, to allow us to reject the null hypothesis.

I But these are the high probability cells, so the denominators eij in the test
statistic should be large for these cells.

I This dampens the contributions to the test statistic relative to the USP test
statistic.

I In fact, the denominators in Pearson’s statistic mean it is designed to have
good power against alternatives that depart from independence only in low
probability cells.

I The irony is that such cells will typically have low cell counts, meaning that
the usual (chi-squared quantile) version of the test cannot be trusted!
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Dense alternatives
For I = 6, J = 8 and ε ≥ 0, set

p
(ε)
ij =

1

IJ
+ (−1)i+jε.
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Figure: Power curves of the USP test (black), compared with permutation versions of
Pearson’s test (red) and the G-test (green); n = 100, α = 0.05.
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Multiplicative dense alternative
For I = J = 4 and ε ≥ 0, set

p
(ε)
ij =

1 + (−1)i+jε

Cε · 2i+j
,

where Cε =
∑I
i=1

∑J
j=1

1+(−1)i+jε
2i+j is normalisation constant.

0.0 0.1 0.2 0.3 0.4 0.5 0.6

0.0

0.2

0.4

0.6

0.8

1.0

ε

Po
we

r

Figure: Power curves of the USP test (black), Pearson’s test (red) and the G-test (green)
with n = 100.
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General framework

Let (X ,A, µX) and (Y,B, µY ) be separable, σ-finite measure spaces.

Both L2(µX) and L2(µY ) are then separable Hilbert spaces, so there exist
orthonormal bases (pXi )i∈I and (pYj )j∈J respectively, where I and J are
countable indexing sets.

Writing µ := µX ⊗ µY for the product measure, the set L2(µ) is also a
separable Hilbert space, with orthonormal basis given by (pij)i∈I,j∈J , where
pij(·, ∗) := pXi (·)pYj (∗).
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Densities

Let F denote the set of all densities in L2(µ).

Given f ∈ F , we may define marginal densities fX and fY by

fX(x) :=

∫
Y
f(x, y) dµY (y), fY (y) :=

∫
X
f(x, y) dµX(x).

We restrict a�ention to F∗ := {f ∈ F : fX ∈ L2(µX), fY ∈ L2(µY )}, though
F∗ = F when µX and µY are finite measures.
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General dependence measure

For f ∈ F∗, i ∈ I and j ∈ J define coe�icients

aij :=

∫
X×Y

fpij dµ, ai• :=

∫
X
fXp

X
i dµX , a•j :=

∫
Y
fY p

Y
j dµY .

Then
f =

∑
i∈I

∑
j∈J

aijpij , fX =
∑
i∈I

ai•p
X
i , fY =

∑
j∈J

a•jp
Y
j .

We may therefore define the general dependence measure

D(f) :=

∫
X×Y

{
f(x, y)− fX(x)fY (y)

}2
dµ(x, y)

=
∑

i∈I,j∈J
(aij − ai•a•j)2.
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Infinite-dimensional hardness

In infinite-dimensional problems with probability measures as base measures,
no valid test of independence can have uniformly non-trivial power against
alternatives of the form {f ∈ F : D(f) ≥ ρ2}, at least for ρ > 0 su�iciently
small.

We therefore impose additional smoothness restrictions: for an array
θ = (θij)i∈I,j∈J ∈ [0,∞]I×J , define

Sθ(f) :=
∑
i∈I

∑
j∈J

θ2
ij(aij − ai•a•j)2.

For ξ = (θ, r, A) ∈ [0,∞]I×J × (0,∞)× [1,∞) =: Ξ, and for ρ > 0, we will
consider the space of alternatives given by

Fξ(ρ) :=
{
f ∈ F : D(f) ≥ ρ2, Sθ(f) ≤ r2, ‖f‖∞ ∨ ‖fX‖∞ ∨ ‖fY ‖∞ ≤ A

}
.
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Minimax separation radius

Let P0 denote the set of all distributions on X × Y of pairs (X,Y ) such that
X ⊥⊥ Y . For α ∈ (0, 1), the set of valid size-α independence tests is

Ψ(α) :=

{
ψ ∈ Ψ : sup

P∈P0

EP (ψ) ≤ α
}
.

Given n ∈ N, α ∈ (0, 1), ξ = (θ, r, A) ∈ Ξ and ρ > 0 we define the minimax risk

R(n, α, ξ, ρ) := α+ inf
ψ∈Ψ(α)

sup
f∈Fξ(ρ)

Ef (1− ψ).

Moreover, given a desired probability of Type II error β ∈ (0, 1− α), the
minimax separation radius is

ρ∗(n, α, β, ξ) := inf
{
ρ > 0 : R(n, α, ξ, ρ) ≤ α+ β

}
.
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The general USP test

For a truncation setM⊆ I × J to be chosen, define the U -statistic kernel

h
(
(x1, y1), (x2, y2), (x3, y3), (x4, y4)

)
:=

∑
(i,j)∈M

{pij(x1, y1)pij(x2, y2)− 2pij(x1, y1)pij(x2, y3)

+ pij(x1, y2)pij(x3, y4)
}
.

For n ≥ 4, the USP test statistic is

D̂n :=
1

4!
(
n
4

) ∑
(i1,...,i4) distinct

h
(
(Xi1 , Yi1), . . . , (Xi4 , Yi4)

)
,

with a critical value generated via the same permutation approach.
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General upper bound from the USP test

Theorem. Fix α, β ∈ (0, 1) such that α+ β < 1 and let ξ = (θ, r, A) ∈ Ξ.
Then there exists C = C(α, β,A) > 0 such that when n ≥ 16, we have

ρ∗(n, α, β, ξ) ≤ C inf
M⊆I×J

max

{
r

inf{θij : (i, j) /∈M}
,
‖h‖1/2∞ ∧ |M|1/4

n1/2
,

1

n1/2

}
.

I We want ρ2 to dominate the sum of the bias of the test statistic and its
standard deviation under the null.

I The first term represents this bias, which arises from the truncation toM.

I The second term arises from bounding the variance of our U -statistic in
terms of the (symmetrised) kernel; it uses the fact that D̂n is a degenerate
U -statistic under the null.

I The third term is the parametric rate.
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Choice ofM

We should chooseM to balance the first two terms in the maximum.

Let ω : N→ I × J be such that θω(1) ≤ θω(2) ≤ . . ., and write

m0(t) := min
{
m ∈ N : m1/2θ2

ω(m) > t
}
.

Corollary. Fix α, β ∈ (0, 1) such that α+ β < 1 and let ξ = (θ, r, A) ∈ Ξ.
Assume that the sets {(i, j) ∈ I × J : θij ≤ T} are finite for each T ∈ (0,∞).
Then there exists C = C(α, β,A) > 0 such that when n ≥ 16, we have

ρ∗(n, α, β, ξ) ≤ C inf
m∈N

max

{
r

θω(m)
,
m1/4

n1/2

}
≤ Cm0(nr2)1/4

n1/2
.
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Sobolev example

Let X = [0, 1]dX and Y = [0, 1]dY , equipped with dX -dimensional Lebesgue
measure µX and dY -dimensional Lebesgue measure µY . Set

I :=
{

(a,m) : a ∈ {0, 1},m ∈ NdX0

}
\ {(1, 0[dX ])}

J :=
{

(a,m) : a ∈ {0, 1},m ∈ NdY0

}
\ {(1, 0[dY ])}.

Orthonormal Fourier basis functions for L2
(
[0, 1]dX

)
are given by pX0,0 := 1 and

for m = (m1, . . . ,mdX ) 6= 0[dX ],

pXa,m(x1, . . . , xdX ) := 21/2Re

(
e−aπi/2

dX∏
`=1

e−2πim`x`

)
. (1)

The Fourier basis functions {pYa,m : (a,m) ∈ J } for L2
(
[0, 1]dY

)
are defined

similarly, but with dY replacing dX .
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Sobolev example (cont.)

For i = (aX ,mX) ∈ I , j = (aY ,mY ) ∈ J and sX , sY > 0, define

θij :=

{
‖mX‖sX1 ∨ ‖mY ‖sY1 if i 6= 0[dX ] and j 6= 0[dY ]

∞ otherwise,

and let θ = {θij : i ∈ I, j ∈ J }.

Then, with d := dX + dY , s := d/(dX/sX + dY /sY ) and ξ = (θ, r, A), there
exists C = C(dX , dY , α, β,A) > 0 such that if n ≥ 16 and nr2 ≥ 1, then

ρ∗(n, α, β, ξ) ≤ C
(
rd/2s

n

)2s/(4s+d)

.

A matching lower bound shows that this rate is optimal whenever rd/2s/n is
decreasing at a polynomial rate.
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Conclusions

I For independence testing with categorical data, Pearson’s test and the
G-test have serious drawbacks.

I The USP test has exact size, no issues with small (or zero) cell counts, and is
able to detect distributions that violate independence in only a minimal
way.

I The framework extends to independence testing with absolutely
continuous or even functional data.

Main references:
I Berre�, T. B. and Samworth, R. J. (2021) USP: an independence test that improves on Pearson’s

chi-squared and the G-test. https://arxiv.org/abs/2101.10880.

I Berre�, T. B., Kontoyiannis, I. and Samworth, R. J. (2021+) Optimal rates for independence

testing via U-statistic permutation tests. Ann. Statist., to appear.
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