GNN for Water Cherenkov Detector

Various Studies and Thoughts

* Tackling unstable training

* Performance of hit probability prediction

* More sophisticated log likelihood based loss
function

Junjie Xia, 10.8.2021



Unstable Training Loss

* |t’s been a long standing issue that the loss function will explode at some point,
or has some large fluctuation
* This issue also appears in the new SK MC when we try to add more peaks in the
PDF
* Various hypotheses being tested:
* Removing end caps
* Limiting event energy

* Try to find a method that doesn’t “destroy” the input.
* Intuitively the fluctuation or explosion of loss is probably due to some anomaly
in the parameter gradient/weight -> try to suppress or avoid this.

From https://github.com/PyTorchLightning/pytorch-lightning/issues/4956 there
seems to be some method to avoid abnormal gradient:

However this will disable the whole layer

def on_after backward(blob) -> None: instead of a single neuron, and it doesn’t
valid gradients = True have to be a NaN or inf grad to make
for name, param in blob.net.named parameters(): trouble.
if param.grad is not None: It doesn’t keep the loss rolling but stop
valid gradients = not (torch.isnan(param.grad).any() or the training before it explodes.
torch.isinf(param.grad).any()) But it can still be a interesting candidate
if not valid gradients: if we can pick out the single neuron
param.zero_grad() that’s causing the trouble and have the

optimizer overlook it.


https://github.com/PyTorchLightning/pytorch-lightning/issues/4956
https://github.com/PyTorchLightning/pytorch-lightning/issues/4956
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Unstable Training Loss

* Another method widely used is to put some constraints on the parameter/

gra_dlent' def gradient clipper(model: torch.nn.Module, val: float) -> torch.nn.Module:
e A Slmp|e example for parameter in model.parameters():

parameter.register hook(lambda grad: grad.clamp (-val, val))

return model

Free gradient (max by norm in one iteration) of an exploded training with 3
correlated Q-T peaks.

Peak 0 _Peak 1 (222 goes up to 250) ) Peak 2

P-Hit Grad al2 P-Hit Grad a2l P+t Grad a22
Time mean alz Time mean al2 Time mean al2
2 - ) - X 1 . - .
1] Coeff & all Coeff aae all Coeff
Charge mean Charge mean harge mean
1 15
- N
- X
- ~
&; &n
= 1w o 10
o o
= e
‘.
2 Q
51 2 5 2
. .
- -
u <
2 ] o 1
C‘ 4 e . . - ———— — ———— - —— — —— e ———— - R e T E 0 > —~ - —v— LY WS D SN 3 e T
- ’
U] - /
- o '
= - 4
1 ~-10
T T T 15 T r T 15 T T T T T
10 15 20 25 30 0 5 10 15 20 P 30 0 5 10 15 20 25 30
Iteration iteration Iteration

Also noticeable that the hit probability gradient keeps increasing before the explosion.



Max Gradient Norm of peak 0

Unstable Training Loss

* Another method widely used is to put some constraints on the parameter/

gradlent. def gradient clipper(model: torch.nn.Module, val: float) -> torch.nn.Module:

e A Simple example for parameter in model.parameters():
parameter.register hook(lambda grad: grad.clamp (-val, val))

return model

Constrained gradient at 0.01 (max (by norm) in one iteration)
Keeps going (keyboard interrputed at 137 iterations)
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 However the training efficiency will significantly drop (max grad from 250 to
0.01). And this method doesn’t guarantee a explosion-free training, for example
if set the boundary to (-1, 1) the training explodes as quick as free grad case.



Unstable Training Loss

* Tested this on the old problematic SK geometry (barrel+caps, no E cut):

def gradient clipper(model: torch.nn.Module, val: float) -> torch.nn.Module:

for parameter in model.parameters():
parameter.register hook(lambda grad: grad.clamp (-val, val))

return model

1-peak Q only, exploded
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Max Gradient Norm of peak 0

Unstable Training Loss

* Maybe a better (suggested) approach?

def backward(blob) :
bhob.optimizer.zero_grad()
#blob.loss.register hook(lambda grad: print(grad))
blob.loss.backward()
#print('layer 0 gradient', blob.net[0].weight.grad)
#print (blob.punhit)
#print(f"Gradient of prediction w.r.t to loss: {blob.prediction.grad}")
torch.nn.utils.clip grad.clip grad norm (blob.net.parameters(), 1)
blob.optimizer.step()

e Grad constrained by the norm of all - keep the relative ratio among parameters?
e Seems to work well for the correlated case, but not so good in charge only or
uncorrelated.
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Max Gradient Norm of peak 0

Loss

Unstable Training Loss

* Checking what’s causing the explosion if set individual grad clipping to (-1, 1)
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Looking into Hit Probability

Fraction of True Hit

Residual (x + y- 1)

* In the likelihood scan of a single PMT, also tried to check the hit probability
prediction in each events (regardless of whether the target PMT has a hit)

2 correlated change&time gaussian peaks
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e If looking at all PMTs, the
linearity between true hit
fraction and un-hit
probability looks good.

 However, if breaking by the
division of true hit/un-hit
PMT we see worse
reconstruction, especially in
the true hit PMTs.



Looking into Hit Probability

* Try to check the confusion matrix of a single PMT, number of peak doesn’t have
an effect (as it should)

PMT 5304 PMT 7787
True Hit = 2584 True Unhit = 17045 True Hit = 2624 True Unhit = 17005

Reco Hit
Reco Hit

Reco Unhit
Reco Unhit

* The overall FPR or TNR is low, so we are unlikely to fake a hit. But in true hit
events the efficiency seems to be low.

e Currently the hit probability loss is done by including all PMTs, maybe add a
penalty term like avg(hitProb_(truehit) - 1) to put extra weights on those PMTs
with true hits?
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Thoughts on The Loss Function

* From Cris’s slides last week on the fit of PMT responses in different regions (in a
ring, on the edge, or out of a ring), it seems to be necessary to have a smarter
PDF for those different regions.

* This brings up the idea | had a few months ago: having the number of peaks to
use in a PDF not as a hyper parameter but let the NN decide.

* Preliminary thought:

e Set an upper limit of the peak number

* When calculating loss, try to add in contributions from each set of peaks and
determine where to stop (like if the change in log likelihood is less than a
small value after throwing in one more set)

* Having another parameter recording the number of peaks we determined
thru the process above and propagate it back together with the other
parameters.

* After backward, first try to set the N_peak to this number from last iteration,
and then do the same procedure again to compare the results of 2 N_peak’s.
Then add this comparison into the loss by a penalty or something else.

* Potential pitfall:

* Something might have to be done to decide the order of peaks in charge/
time, or fix certain peaks at certain charge/time value (which sounds
dangerous).

* | think we can also try combine different functions like gaussian+lognormal (|
think we can set N_lognormal > N_gaussian given the long tail in the time
response of out-of-ring PMTs). And for charge it seems like lognormal only is
good enough. But mixing things up will probably cause more trouble.



