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In the QCD sector the uncertainties on 

Parton Distribution Functions  (PDFs) limit 

our knowledge of ALL cross sections at 

the LHC, whether SM or BSM

where X=W, Z, D-Y, H, high-ET jets, prompt-γ

and     is known to some fixed order in pQCD 

and EW or  in some leading logarithm 

approximation (LL, NLL, …) to all orders via 

resummation

pA

pB

fa

fb

x1

x2

̂ X
Our knowledge of PDFs in the LHC 

kinematic region originally came from 

evolving the results from HERA and other 

Deep Inelastic Scattering experiments  in 

Q2 using the QCD DGLAP formalism

The Standard Model is not as well known as you might think



Where was the information coming from? DIS structure data

Charged lepton proton and deuteron data relates to both Valence and Sea partons, but 

in different flavour combinations

x

Valence information at small x can be extracted from neutrino beam data

The gluon comes indirectly from scaling violations dF2 /dlnQ2

These are LO expressions to give an idea of which flavours contribute. Beyond LO its all 

more complex, but completely calculable

You just need to know what the PDFs are at a starting scale Q2
0 – and QCD will tell you 

what they are for any scale Q2 > Q2
0

Assuming u in proton 

= d in neutron –

strong-isospin

Low energy γ-exchange only formulae, HERA went beyond this



How do you know what the PDFs are at the starting scale?

You don’t, you have to parametrise them 

Where Pi(x) can be ordinary polynomials of x, or √x, or Chebyshevs, Bernstein 

polynomials, typically ~20-30 parameters,or even a neural net

qi

Some parameters are fixed through momentum and number sum rules  - others by 

model choices-

Model choices Form of parametrization at Q2
0, value of Q2

0,, flavour structure of sea, cuts 

applied, heavy flavour scheme 

Use QCD to evolve these PDFs to Q2 >Q2
0

Construct predictions for the measurable structure functions in terms of PDFs for 

~2000 data points across the x,Q2 plane

Perform χ2 fit to the data– we will come back to this!

The fact that so few parameters allows us to fit so many data points established 

QCD as the THEORY OF THE STRONG INTERACTION and provided the first 

measurements of αs(MZ) (as one of the fit   parameters)



Now we have many more 

measurements from the LHC itself 

But there are some caveats

The factorisation theorem is only proven 

for DIS and DY

There may be new physics at high scale 

that we ‘fit away’

The nature of the DIS data and the 

LHC data is very different

The HERA data (orange) has been 

combined to form a single data set 

with a common set of correlated 

systematic uncertainties across the 

whole kinematic plane

The LHC data not only come from 

different collaborations, but also 

different groups within those 

collaborations. There is nowhere near 

as much consistency of systematic 

uncertainties  from one measurement 

to another
From NNPDF



There is a second point to appreciate in going from low to high scale data.

As we reach higher Q2 the influence of the initial parametrisation becomes smaller 

and smaller and the PDFs are increasingly determined by QCD evolution itself

This is good BUT

It means that higher scale measurements have to be more accurate in order to have 

the same impact as low scale measurements

In making precise measurements at the LHC our main problem is the systematic 

uncertainties which dominate the statistical uncertainties at all but the very highest 

scales



Formulation of the χ2 :treatment of correlated systematic uncertainties

χ2 = Σi [ Fi
QCD (p) – Fi 

MEAS]2

(i
STAT)2+(Δi

SYS)2 

Errors on the fit parameters, p, evaluated from Δχ2 = 1, 

THIS IS NOT GOOD ENOUGH if experimental systematic uncertainties are correlated 

between data points- e.g. Normalisations

BUT there are more subtle cases- e.g. Calorimeter energy scale/angular 

resolutions can move events between bins and thus change the shape of 

experimental distributions 

χ2 = Σi Σj [ Fi
QCD(p) – Fi

MEAS] Vij
-1 [ Fj

QCD(p) – Fj
MEAS]

Vij = δij(бi
STAT)2 + Σλ Δiλ

SYS Δjλ
SYS

Where Δiλ
SYS is the correlated error on point i due to systematic error source λ

It can be established that this is equivalent to

χ2 = Σi [ Fi
QCD(p) – Σλ slDil

SYS – Fi
MEAS]2 + Σλ sl

2

(i
STAT) 2

Where sλ are systematic uncertainty fit parameters of zero mean and unit variance, 

often called ‘nuisance parameters’ 

This has modified the fit prediction by each source of systematic uncertainty

Historically

Yes of course there can be statistical 

bin to bin correlations that comes later



How do experimentalists proceed: one possibility the OFFSET method

0.   Perform fit without correlated errors (sλ = 0) for central fit, and propagate 

statistical errors to the PDFs

< б2
q > = T  Σj Σk ∂ q  Vjk ∂ q

∂ pj ∂ pk

Where T is the χ2 tolerance, T = 1.

1. Shift measurement to upper limit of one of its systematic uncertainties (sλ = 

+1)

2. Redo fit, record differences of parameters from those of step 1

3. Go back to 2, shift measurement to lower limit (sλ = -1)

4. Go back to 2, repeat 2-4 for next source of systematic uncertainty

5. Add all deviations from central fit in quadrature (positive and negative 

deviations added in quadrature separately)

6. This method does not assume that correlated systematic 

uncertainties are Gaussian distributed

Fortunately, there are smart ways to do this (Pascaud and Zomer LAL-95-05, 

Botje hep-ph-0110123)



How do experimentalists proceed: the HESSIAN method                                                        

(covariance method)

Allow sλ parameters to vary for the central fit. The total covariance matrix is 

then the inverse of a single Hessian matrix expressing the variation of χ2 wrt

both theoretical and systematic uncertainty parameters.

Effectively the theoretical prediction is not fitted to the central values of published 

experimental data, but allows these data points to move collectively according to 

their correlated systematic uncertainties

The fit determines the optimal settings  for correlated systematic shifts such 

that the most consistent fit to all data sets is obtained. 

The resulting estimate of PDF errors is much smaller than for the Offset 

method for Δχ2 = 1

We must check that |sλ| values are not >>1, so that data points are not shifted 

far outside their one standard deviation errors - Data inconsistencies!

This does assume that systematic uncertainties are Gaussian and in most 

cases that they are 100% correlated

This is the usual method used today. There are also smart was to do this

CTEQ hep-ph/0101032,hep-ph/0201195



BUT with many input data sets there is 

potential for data inconsistency

As an example, the  χ2  for the global fit is 

plotted versus the variation of a particular 

parameter (αs (MZ)).

The individual χ2e for each experiment is also 

plotted versus this parameter in the 

neighbourhood of the global minimum. Each 

experiment favours a  different value of. αs

PDF fitting is a compromise. Can one evaluate 

acceptable ranges of the parameter value with 

respect to the individual experiments?

This leads to the concept of a χ2 tolerance 

such that 68% CL uncertainties are NOT set 

by Δx2 = 1 but by Δx2 =T2 , where T is the 

tolerance

This has evolved over the years. At first a 

constant tolerance for the whole fit was 

imposed. Now we have dynamic tolerances 

different for each eigenvector….so what’s an 

eigenvector? From MRST



The PDF fit results in a set of parameters p with errors.

The PDF shapes are functions F of these parameters so the uncertainties on the 

PDFs:

The cross sections / structure functions are more complex functions of the PDFs 

and their errors can be similarly evaluated.

• PDF groups diagonalise Cjk and refer to PDF eigenvectors – which are just 

suitable combinations of parameters- so that the calculation of uncertainties is 

much simpler. The eigenvectors are what is provided to us on LHAPDF

Or you can use the asymmetric version adding up +ve and –ve deviations from the 

central predictions  in quadrature separately – see back-up--better when 

uncertainties are non-Gaussian

For illustration let’s take a look at how the MSHT group determine their 

dynamic tolerances. This has been the same since MSTW08 arXiv:0901.0002

Where Cjk is the 

Hessian error 

matrix of the 

parameters

Cjk



12

Diagonalise the error matrix of the parameters, C. Its eigenvalues are the squares of 

the errors on the eigenvector combinations of parameters

eigenvector pairs for each eigenvector k

Conventionally T =1

And here I show χ2 global vs t, for shifts up and down the eigenvectors 1 and 2

The red curve is an exact parabola and the black points show the results of 

evaluating the chisq for shifts t=1 to 10 for the MSTW08 fit
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And here I show χ2 global vs t, for shifts up and down a few more eigenvectors 

eigenvectors. High numbered eigenvectors are those corresponding to the 

largest errors. 

For the quadratic approximation, T = √Δχ2 = t

The red curve  shows an exact parabola and the black curve shows what we are 

getting, for a representative few eigenvectors

NOT TOO  BAD.…up to 20 parameters is OK ..also NOT PERFECT..no motivation 

to add more parameters. 

NOTE: This was for MSTW2008, in MSHT20 there are 32 parameters 

But the quadratic approximation is not always so well behaved



14

In an ideal world we would take T=1, why do we not?

There seem to be data set inconsistencies which must nevertheless be considered 

acceptable, even if strict statistical criteria are not met, since the conditions for the 

application of strict statistical criteria, namely Gaussian error distributions are also 

not met.

One does not wish to lose constraints on the PDFs by dropping data sets, but the 

level of inconsistency between data sets must be reflected in the uncertainties on 

the PDFs.

Instead we appeal to the ‘hypothesis-testing criterion for setting Δχ2, treating each 

separate eigenvector as an alternative hypothesis.

A fit is judged to be good if each contributing data set, n, with N data points, has 

χn
2 ~ N ±√2N. More precisely a 68% CL  limit can be calculated from the probability 

density function

Such that the 68 percentile, ξ68, is obtained by solving 

ξ68

0.68

And the most probable value ξ50 ~ N 
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Ie MSHT do not apply the criterion  Δχ2 

< √ (2N) for their hypothesis testing 

criterion, instead they apply   Δχ2 < ξ68 –

ξ50,

BUT there is more –since the fits are not 

perfect the application of this uncertainty is 

WEIGHTED……

To illustrate this consider the N=163 points for BCDMS F2, for which ξ50 =162.3,

ξ68 = 171 , ξ90 = 186.5 and N+√ 2N = 180.4

The 68% CL region for each data set is actually defined by 

ξ68

SO  for example for BCDMS data set N=163, the 68%CL limit on χn
2 is χn

2 < ξ68, 

Where  ξ68 =170

BUT the χ2 of the fit for this data set is actually 182.2 NOT the ideal value of 162.3 so 

instead we require  Χn
2 <  (182.2/162.3 ) ξ68 = 191

And similarly for 90% CL limits



16

ξ68 

So what do we actually do?

We plot the change in χn
2 for each data set from its value at the global minimum χn,0

2

When moving up and down each eigenvector direction 

in units of  √Δχ2 global from 0 to 10 

Here are some illustrative figures for eigenvector 13

For each eigenvector, record where the minimum comes, and where ξ68 and ξ90 come 

for each data set

For NuTev the global minimum and the data set minimum are close, 68% (90%) CL limit 

comes at +7 (+12) upwards and -9 (-14) downwards along the eigenvector

For Chorus the best fit for the data set is a long way from the global minimum, the 

upward limits are off the plot, but the 68% (90%) CL limit downwards comes at -3(-8)

Now plot the information on the minimum and upward and downward limits for each 

data set, for each eigenvalue…
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The tolerance is set by the data set 

which cannot tolerate any larger 

variation and still be fitted within its 

68%CL

Then summarize the results for all 

eigenvectors.

For MSTW the 68% tolerance is ~5 

and 90% ~7. Historically the MRST 

group used T~7 fixed for 90%

And CTEQ have even used T~10.

More recently 68% tolerance values 3-

5 have become more typical

For each eigenvector plot these positions for each data set—here for 

eigenvector 13

Chose the tolerance T= √Δχ2
global

according to the most constraining 

data set(s) (it can be different up and 

down along the eigenvector) Such that 

all data sets are inside their 68% 

limits



Offset method Hessian method  T=1

Further considerations:

Recall that the Hessian method assumes that the systematic uncertainties are 

well behaved Gaussian errors, whereas the offset method does not

Hessian method T=7

Compare gluon PDFs for Hessian and Offset methods a fit to ZEUS data.

The Hessian method gives comparable size of error band as the Offset method, 

when the tolerance is raised to T ~ 7

(For the ZEUS global fit √2N=50, where N is the number of degrees of freedom)



Further considerations: model/parametrisation choices

We  trust QCD– but are we sure about every choice which goes into setting up the 

boundary conditions for QCD evolution? 

There are many choices, such as the form of the parametrization at Q2
0, the value of 

Q0
2 itself, the heavy quark masses, the heavy quark scheme, the minimum Q2 of 

data entering the fit…etc., which might be considered as superficial changes of 

hypothesis, but the χ2 change for these different hypotheses often exceeds Δχ2=1, 

while remaining acceptably within the range the hypothesis testing criterion for the 

global fit ~N ±√2N. 

In this case the model uncertainty on the PDF parameters –taking the difference 

between each  variation and the central assumptions and adding them in quadrature-

-- can exceed the experimental uncertainty on the PDF, if this has been evaluated 

using T=1, with the Hessian method. This can give another reason to increase 

tolerance to ‘cover’ these variations…

First let’s look at a ‘toy’ exercise     ZEUS and H1 data have many sources of correlated 

systematic uncertainty. These data can be combined in two different ways:

1. Let QCD be the theory and let the systematic uncertainties of each float in a common QCD 

fit

2. The ‘theory free’ assumption that the cross sections MUST be the same at the same 

x,Q2..Let the systematic uncertainties float to achieve this and put out a new combined data 

set, with the best estimate of the cross section from both. Then perform a QCD fit to this 

combined set



HESSIAN PDF fit to HERA 

combined data
HESSIAN PDF fit to H1 and ZEUS 

separately

A comparable experimental error results BUT the shapes of the gluon and 

valence are significantly different. For the PDF fit to the HERA combined data the 

nuisance parameters of the separate data sets were already shifted in the fit which 

combined the data. The PDF fit does not make further significant shifts. For the 

separate H1 and ZEUS data the nuisance parameters of the separate data sets are 

shifted in the PDF fit itself. 

hessian

Now compare Hessian fitting to the HERA combined data to Hessian fitting to 

separate H1 and ZEUS data sets.



Fitted systematics    Combination fit          NLO QCD PDF fit
20  zd1_e_eff                             0.2940                                1.2284

21  zd2_e_theta_a                     0.6286                               -0.8520

22  zd3_e_theta_b                    -0.0871                              -1.40265

23  zd4_e_escale                      0.4240                               -0.0090

24  zd5_had1                             0.6210                               -0.9657

25  zd6_had2                           -0.1757                               -0.4113

26  zd7_had3                           -0.0167                                0.6413

51  h1670e8                              0.4860                               0.5295

52  h1670e9                             -0.3290                               -0.0793

53  h1670e10                            1.0718                               -0.7934

54  h1670e11                            0.0833                                0.8154

55  h1670e12                           -0.5428                                1.2503

56  h1670e13                            0.0820                                 0.0484

62  h195-00e10                         -1.1148                                1.6024

63  h195-00e11                         -0.0917                               0.3942

64  h195-00e12                         -0.5950                               0.8569

65  h195-00e13                          0.2882                              -0.2562

66  h195-00e14                         -0.1547                              -1.3632

67  h195-00e15                         -0.4395                               0.4583

68  h195-00e16                          0.1103                              -1.2396

69  h195-00e17                          0.5173                              -1.8413

Agreement on 

Systematic shift

BAD 

GOOD 

Middling

When you put the separate data sets into a PDF fit it floats the nuisance 

parameters of the data sets to different values than the ‘theory free’ combination 

fit. Representative examples below

So whereas you might think that the QCD PDF fits are already doing the job of 

combining the HERA data- they are not getting the same answer as the HERA 

combination fit.  



Compare HESSIAN 

fitting to HERA 

combined data

To HESSIAN fitting to H1 

and ZEUS separately

The differences between fitting the combination and fitting the separate data 

sets are covered by the model and param uncertainties-

and would also be covered by a larger Δχ2 tolerance 

To Hessian fitting to 

HERA combined data 

PLUS model and 

param. errors
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What do we mean by parametrisation uncertainty?
First: WHEN TO STOP? Beware of fitting noise, if fitting too many parameters.

Split data into two (within each data sample) D1 and D2 

Fit separately to ensemble of parameters a1, a2 taking account of chisq decrease as 

number of parameters increases.

Look at χ2 for D1 using parameters a2 determined for D2 and vice-versa

Beyond a certain number of parameters the χ2 increases again because one was starting 

to fit noise in the original sample D1, which is not the same noise in D2

This happens more or less at the point where the χ2 decrease fitting D1 with its own 

parameters a1 has ‘saturated’ –ie it is not decreasing significantly anymore.

But sometimes adding a few extra parameters can change PDF shapes even if χ2 does 

not improve, OR a different functional form can give somewhat different shapes for the 

same number of parameters.  An envelope can be constructed from these differences 

and added in quadrature to the Hessian and model uncertainties.

From Nadolsky, Soper, Kovarik

1905.06987
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We are now writing the statistical uncertainties as a matrix, since unfolding 

procedures can correlate the number of events in neighbouring bins.

Any uncorrelated systematic uncertainties can be added to the diagonal

Correlated uncertainties are usually supplied as fractional, γ, and can be applied as 

fractions of either data D or theory T, by using nuisance parameters b, which are 

ideally zero but vary ~± 1 for 1σ variations. These parameters are fitted along with 

the parameters which describe the PDFs that are input to the predictions. 

(This part of the fit is usually done analytically.)

Experimentalists spend YEARS determining the systematic uncertainties of our 

data. We do the best we can.

But the formalism above assumes systematic uncertainties are well behaved 

Gaussian errors

They aren’t

Some examples from ATLAS data…

100% correlation of systematic uncertainties?
Let us remind ourselves of the form of the χ2
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Here’s the full statistical error matrix

Often only the block-diagonal terms are provided

First let’s consider statistical uncertainties.

For example, the most constraining t-tbar distributions are pT
t , yt yttbar, mttbar and they 

mostly constrain the high-x gluon

But they can only be fitted simultaneously for maximal information if statistical 

correlations between (as well as within)  the spectra are provided

pT
t ,                           yt yttb mttb

pT
t

yt

ytt

mtt

Note to experimentalists to provide off diagonal information
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Now let’s consider systematic uncertainties. 

MANY of these are correlated bin to bin both within and between spectra.

In particular, some systematic uncertainties are what are referred to as 

‘2-point systematics’

This means they are determined by running one Monte-Carlo data simulator, say 

PYTHIA,  and another, say HERWIG,  and taking the difference as the systematic 

uncertainty. This is a reasonable estimate, it is not a Gaussian error.

Unfortunately, such uncertainties are often the largest systematics--- more than a few 

percent.

The formalism also assumes correlated systematic uncertainties are 100% correlated

point to point throughout the data set to which they apply.

100% may not be realistic.

AND it has become common practice to assign more and more systematics.

AT HERA we had 169 for ~1200 data points

AT LHC we often have >~300 for <~300 data points (in some cases MUCH less data)

So we had better be treating them right.

AN example: 

ATLAS 8 TeV data on t-tbar differential distributions 

in the lepton+jets channel 
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First consider one spectrum at a time, within a PDF fit which also includes HERA data 

and ATLAS 7 TeV W,Z data

The χ2 for the HERA and ATLAS W,Z are similar to when they are fitted without t-tbar 

—there is no tension

χ2 for pT
t and 

mttbar are good

Both pT
t and mttbar spectra harden the gluon in comparison to a fit using just 

HERA and ATLAS W,Z data (labelled epWZ)
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The χ2 for the HERA and ATLAS W,Z are similar to when they are fitted without t-tbar 

—there is no tension.

χ2 for yt and 

yttbar are not 

good.

First consider one spectrum at a time, within a PDF fit which also includes HERA data 

and ATLAS 7 TeV W,Z data

Both yt and yttbar spectra harden the gluon in comparison to a fit using just 

HERA and ATLAS W,Z data (labelled epWZ)



29

This Table shows fits to (pT
t and yt) and (pT

t and mtt) simultaneously.

In all cases the correlated systematics between the spectra are included.

The correlated statistical uncertainties are used by default but are also switched off to 

assess their impact.  This makes it clear that the statistical correlations are NOT the 

source of the bad χ2

None of these top χ2 is satisfactory BUT the pT
t + yt χ2 is only a bit larger than the 

added sum of the pT
t and yt separate fit χ2 = 26.2, so the main problem here is the 

poor fit to yt

whereas the pT
t +mttbar χ2 is much larger than the sum of the pT

t and mttbar separate 

χ2 = 11.3

This is surprising since the fits to the individual spectra are good

NOW try fitting 2 spectra at a time: (pT
t and yt) and (pT

t and mttbar ) 

-------------------------look at the χ2 for these fits 
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Since the source of the poor χ2 is NOT the statistical correlations we look at the 

systematic correlations. Should they ALL be correlated between the spectra?

Three particularly LARGE systematic uncertainties are the sys isr/fsr (~8%) and the sys-

ps_model (~5%) and the hard scattering model (~4%). These are ‘2-point systematics’.

Let’s look at the fitted values of the nuisance parameters, b,  for these 3 systematic 

uncertainties, when they are fitted separately

The treatment of correlated systematics as nuisance parameters means that they can 

introduce correlated shifts in the predictions. Examining the shifts due to these 3 sources 

shows that the mttbar spectrum induces an opposite shift to the other three spectra, when 

the spectra are fitted separately. When fitting together the shifts are forced to be the 

same ---if 100% correlation is assumed between the spectra.  E.g. the common 

nuisance parameter for the Parton Shower uncertainty when fitting pT
t and mttbar 

together is -0.32 ± 0.10, which suits neither spectrum.
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Let’s investigate decorrelating these sources of systematic uncertainty between 

the spectra, while preserving bin-to-bin correlations within the spectra.

First decorrelate all 3 sources simultaneously and then decorrelate one at a time.

This shows us that it is the decorrelation of the parton shower systematic which is the 

most significant (with the isr/fsr uncertainty a close second)

The effect of decorrelation is marginal for the pT
t and yt spectra, as expected since the 

shifts induced by these spectra are similar when they are fitted separately. The 

resultant χ2 is closer to the sum of the χ2 of the separate fits (26.2) but is not changed 

much

The effect of decorrelation is dramatic for the pT
t and mttbar spectra, now that the shifts 

are allowed to be different. (The separate nuisance parameters are -0.47 for pt and +0.10 for 

mtt). The resultant χ2 is close to the sum of the χ2 of the separate fits (11.3)

The resultant shape of the gluon barely changes when these systematics are 

decorrelated- the main effect is the improvement in χ2
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The freedom to do this is WHY we want the information on systematic 

uncertainty separated into its many sources with preserved bin to bin 

signs….

Compare epWZ+t-tbar parton 

shower uncertainty correlated/ 

decorrelated correlated/decorrelated

The resultant shape of the gluon barely changes when these systematics are 

decorrelated- the main effect is the improvement in χ2

MSHT go further and decorrelate the 

parton shower uncertainty as a a function 

of rapidity within the rapidity spectra

This is a very modest effect Here the effect becomes larger 

and is more important than the 

change NLO to NNLO
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What is the most useful way to present the information on correlated 

uncertainties? 

As fractional systematic uncertainties for each source of systematic 

Example of good practice

The uncertainties don’t HAVE 

to be asymmetric as in this 

example, BUT they do HAVE to 

be SIGNED to be useful

Correlations BETWEEN the 

different t-tbar spectra; pt
T, mtt

etc, are easily dealt with 

because the systematic 

uncertainties carry the same 

names– However, please pay 

attention to consistency of sign

Information in this form is much more useful than a covariance matrix 

when there is an issue with systematics—and there often is.

It enables us to identify the source of the trouble
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There is a further problem of relating the source of systematic uncertainty 

between two different types of data. Could we have a naming convention?

e.g. Using ATLAS W+jets from 1711.03296 and Z+jets from 1907.06728

For Z+jets we have uncertainties called ‘ATL_unfold_Data’ and ‘ATL_unfold_MC’

For W+jets these are called                     ‘UnfoldReweight’  and ‘UnfoldOtherGen’

This is not so hard --one can talk to the authors, one can read the papers carefully BUT 

as time goes on memory is lost. 

WORSE STILL, the more data we add the more correlations we need to consider

For example consider V +jets final states and t-tbar in the lepton+jets channels

There could be correlations in the jet systematics between these channels and of both of 

these channels to the inclusive jets. 

And the JET systematics are the largest

These inter-data-set correlations are not taken into account in any PDF fits. 

We experimentalist could try to be more helpful in providing inter-data-set correlations in 

a readily understandable form. 

If we want to achieve 1% accuracy on PDFs this matters!
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And as usual we ask DOES IT MATTER?

Here is an example of PDFs a fit to HERA+ATLAS W,Z and W+jets data

With and without the correlations ATL-PHYS-PUB-2019-106

It is not a big effect BUT it is visible– and worrying if we want 1% precision



PDF4LHC combination

PDF4LHC15 was a combination of the three global PDF sets CT14, MMT14 and 

NNPDF3.0 intended to make life easier for experimentalists  wishing to get a 

conservative estimate of PDF uncertainties by considering all three.

The combination was done by first generating 300 MC replicas to span the uncertainty

Variations of each and then compressing the resulting 900 replicas into 100 

representing the full uncertainty. A Hessian eigenvector set equivalent to these 100 

replicas was also generated.

We now wish to update this to combine CT18,MSHT20 and NNPDF3.1 (not 4.0)

But first we look at the differences between these.



PDF4LHC combination

Compare the three global PDFs from 2015 to the present 

2015 2021







And similarly for CT18, NNPDF3.1



Better compatibility of the reduced fits than the full fits



• Differences in NuTeV agreement investigated and traced to a difference in the 

c→µ branching ratio

• The difference in fit quality to small data sets has also been understood as deriving 

from effective double weight when data are used only in training and not in validation





Very preliminary combination

Where the 3 groups agree (x~0.01)the PDF4LHC21 uncertainty 

is inbetween their uncertainty estimates

Where there is more disagreement (x~0.2) the PDF4LHC21 

uncertainty is the maximum of their uncertainty estimates

preliminary
preliminary



What are PDFs?
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PDF4LHC benchmarking PDF4LHC15/21



Back-up



The result is not simply encapsulated in 

a single number for a raised tolerance

For the valence distributions  the 

Hessian method gives comparable 

size of error band as the Offset 

method, when the tolerance is raised 

to  T ~ 1→ 3, but it depends on x

Offset method

Hessian method  T=1 For the gluon and sea distributions  

the Hessian method still gives a 

comparable size of error band as 

the Offset method, when the 

tolerance is raised to T ~ 7

Hessian method  T=1

Offset method

Offset method

gluon

sea

uv

dv



96/97 e+p NC 30 pb-1 2.7 < Q2 < 30000 GeV2                    10                       2     242

94-97 e+p CC 33 pb-1 280. < Q2 < 30000 GeV2                    3                                26

98/99 e-p NC 16 pb-1 200 < Q2 < 30000 GeV2                     6                       1       90

98/99 e-p CC 16 pb-1 200 < Q2 < 30000 GeV2                     3                                29

99/00 e+p NC 63 pb-1 200 < Q2 < 30000 GeV2                     8                       1       92

99/00 e+p CC 61 pb-1 200 < Q2 < 30000 GeV2 3                                30

The large NC 96/97 sample has correlated systematic errors ~ 3 times larger 

than statistical errors at low-x → low-x gluon and sea PDFs

The high-Q2 CC samples have larger statistical errors at mid/high-x →mid-x 

valence PDFs

The interplay of these samples in a PDF fit is complicated

Now use ALL inclusive cross-section data from HERA-I 112 pb-1

point to point correlated errors: normalizations: data pts

It depends on the relative size of systematic and statistical error in the 

data samples which most directly determine the PDF



• All with asymmetric errors

rather than



Fortunately, there are smart ways to do this (Pascaud and Zomer LAL-95-05) 

Define matrices          Mjk = 1 ∂2 χ2 C jλ = 1 ∂2 χ2

2 ∂pj ∂pk 2 ∂pj ∂sλ

Then M expresses the variation of χ2 wrt the theoretical parameters, 

accounting for the statistical errors, and C expresses the variation of χ2 wrt 

theoretical parameters and systematic uncertainty parameters. 

Then the covariance matrix accounting for statistical errors is Vp = M-1 and the 

covariance matrix accounting for correlated systematic uncertainties is            

Vps = M-1CCT M-1. The total covariance matrix Vtot = Vp + Vps is used for the 

standard propagation of errors to any distribution F which is a function of the 

theoretical parameters 

< б2
F > = T  Σj Σk ∂ F  Vjk 

tot  ∂ F

∂ pj         ∂ pk

Where T is the χ2 tolerance, T = 1 for the OFFSET method.

This is a conservative method which gives predictions as close as possible to 

the central values of the published data. It does not use the full statistical 

power of the fit to improve the estimates of sλ, since it chooses to distrust that 

systematic uncertainties are Gaussian distributed.



Technically, fitting many sλ parameters can be cumbersome

CTEQ gave an analytic method CTEQ hep-ph/0101032,hep-ph/0201195

χ2 = Σi [ Fi
QCD(p)  – Fi 

MEAS]2 - B A-1B

(i
STAT) 2

where   

Bλ = Σi Δiλ
sys [Fi

QCD(p) – Fi
MEAS]   , Aλμ = δλμ + Σi Δiλ

sys Δiμ
sys

(i
STAT) 2 (i

STAT) 2

such that the contributions to χ2 from statistical and correlated sources can be 

evaluated separately. 

The problem of large systematic shifts to the data points now becomes manifest 

as a large value of BA-1B – the correlated systematic error’s contribution to the χ2. 

A small overall value of χ2 can be obtained by the cancellation of two large 

numbers.

Is this acceptable? What can be done about this?

One could restrict the data sets to those which are sufficiently consistent that 

these problems do not arise. But one loses information since partons need 

constraints from many different data sets – no-one experiment has sufficient 

kinematic range / flavour info.
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Second example ATLAS 8 TeV inclusive jets

These are jet pT spectra in bins of jet rapidity

It is well known that individual rapidity bins can be fitted well but that when the 

rapidity bins are all combined the fits deteriorates.

This is true for ATLAS jets at 7, 8 and 13 TeV

Separate rapidity bin fits

All rapidity bins together

Same problem whatever PDF, 

whatever radius, whatever jet scale

Same problem in new PDF fits

This is from arxiv:1706.03192 the data 

paper. Done at NLO

BUT IT IS NOT BETTER AT NNLO

So should we consider breaking correlations between rapidity bins

Just for some of the larger ‘2-point systematics’??
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What could we decorrelate? ATLAS has considered

JES Flavour Response           JES=Jet Energy Scale

JES MJB Fragmentation         MJB = Multi-Jet background

JES Pile-up Rho Topology……….best not to ask

Non perturbative corrections—Hadronisation, underlying event

There are various options for the decorrelations. The decorrelations are not 

done abruptly between rapidity bins, but as smooth functions of rapidity and pT.

Here are just of few of the possibilities considered, where the function

L ( x, min, max)= (x-min)/(max-min) for min< x < max, =0 for x<min, =1 for x> max

In each case the original uncertainty is split in 3, two as above and the 3rd to make up te size 

of the orginl uncertainty when added in quadrature

Under such treatment the χ2/NDP that were ~ 350/159, reduce to 

~250/159 
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And does this sort of thing make a difference to the PDFs.

MSHT (arXiv: 2012.04684) have studied this on the 7 TeV jets with various 

decorrelation scenarios (similar to but not the same as those recommended by ATLAS)
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Some nice work on cross data set correlations was done for ttbar/Z ratios in 

1612.03636

Here we see the size of the systematic                  Here the letters tell us what is correlated to 

what 

But this was for the total cross sections and these systematics are not the largest 

that we have to deal with…
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Further work on differential distributions was done for 2101.05095

A PDF fit using ATLAS W,Z and W,Z+jets data

HERE’s a complete list of what is correlated to what

Would you have 

known that these 

contributions to the 

JES are the same from 

looking at their names 

on HEPDATA?

OR any of these 

below?

You have to ask the 

experimentalists..

OR RATHER perhaps 

we have to be more 

helpful !

There is a further issue if we are going for ultimate precision

What about correlations between different data sets?











Small data sets ATLAS t-tbar (lepton+jets)

• NNPDF3.1 had little Jet data compared to CT14 and MMHT14

• NNPDF also effectively weights the t-tbar data by a factor of 2 since it is all put 

into training rather than ½ into validation- because it is a small dataset


