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OVERVIEW
‣ Targeted systems: hardware-based, edge devices, on-sensor, including FPGA, ASIC, or other 

technology used for monitoring, instrument control, data selection, or data processing often in 
real-time or with very low latency.


‣ Heterogenous systems: CPUs + coprocessors, high-throughput data processing, may include 
HPCs, cloud resources, asynchronous communication, as-a-service.


‣ This section will give a brief overview of the different systems we target in HEP, neuroscience, 
and MMA with a look toward how we can develop common tools and techniques. Each talk 
will address:


‣ What the targeted/heterogeneous systems look like (hardware specifications, constraints, 
etc.)


‣ How we currently "program" these targeted systems (including the use of AI algorithms and 
tool flows like hls4ml)


‣ Thoughts for improving workflows, infrastructure, which can be developed in common
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LHC EVENT PROCESSING 3
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Challenges:  
Each collision produces O(103) particles 
The detectors have O(108) sensors  
Extreme data rates of O(100 TB/s)

FPGAs CPUs CPUsASICs

Targeted Heterogeneous
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HEP 5

Level-1 Trigger (FPGA) + On-
Detector Readout (ASIC)

Daniel Diaz 
University of California San Diego


A3D3 Kick-off Meeting

9th November, 2021
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Philip Harris, Jeffrey Krupa, Zhijian Liu, Patrick McCormack, Dylan Rankin, Simon Rothman (MIT)
Maria Acosta Flechas, Tejin Cai, Yongbin Feng, Ken Herner, Burt Holzman, Kevin Pedro, Steven 
Timm, Nhan Tran, Michael Wang, Tingjun Yang (FNAL)
Miaoyuan Liu, Stefan Piperov (Purdue)
Javier Duarte (UCSD)
Chun-Yu Lin (NCHC)
Shih-Chieh Hsu, Elham Khoda, Alex Schuy (UW)

Services for Optimized Network 
Inference on Co-processors
A3D3 kick-off meeting, November 9

Implementation
• Latency budget: 12.5μs


• Board allotment: 729 FPGAs


• Individual algorithms typically need 
to be <1μs.


• Individual algorithms


• Typically occupy <1 board


• Typically need to be run on all 
FPGAs to meet timing 
requirements.
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CMS L1 Trigger system overview for the HL-LHC

Use NVIDIA triton inference server for 
GPU + Customized GCP Kubernetes 

Wrote our own FPGA 

gRPC inference server

Client 
(eg. CMS node)

Coprocessor 
(eg. FPGA, GPU, …)Server 

(eg. Cloud machine)

PCIe

gRPC

gRPC

• For fast inference we focus on remote procedure call (gRPC) protocol 

• Triton inference server for inference on NVIDIA GPUs

• Developed custom FPGAs-as-a-Service Toolkit (FaaST) for FPGA 

1. Client formats inputs and 
sends call to server


3. Coprocessor runs 
the inference and 
returns the result

2. Server receives request 
and schedules inference 
on coprocessors

Tools
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SONIC
Services for Optimized Network Inference on Coprocessors



MMA 6

Deep Learning in the Cloud for 
Gravitational Wave Physics

Alec Gunny1,*, Dylan Rankin1, Jeffrey Krupa1, Saleem 
Muhammed2, Tri Nguyen1, Michael Coughlin2, Philip 

Harris1, Erik Katsavounidis1, Steven Timm3, Burt Holzman3

* - Presenter
1 - Massachusetts Institute of Technology
2 - University of Minnesota
3 - Fermi National Accelerator Laboratory

Noise, MMA, and Real-time 
requirements
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● Environmental noise can degrade the perfect 
destructive interference of the lasers

● Leads to spurious photon detection, leads to noisy 
strain measurements

● Makes it difficult to pick out signals with amplitude less 
than noise, limits detection range

● Auxiliary sensors measure noise for removal

Meszaros et. al. https://arxiv.org/pdf/1906.10212.pdf

● Multi-messenger astrophysics offers 
promising insights by comparing different 
cosmic messengers from same phenomena

● LIGO + VIRGO critical for detecting and 
locating events to alert other observers

● Noise subtraction and downstream 
algorithms need to work in real-time to 
capture as much data as possible during 
O4 data collection

Next steps

Production deployment of online DeepClean pipeline for 
O4 data collection
● Automated training and validation pipelines 

deployed on cloud

Short term:
● Researching and validating 

fixes to issues with online 
DeepClean deployment on 
large amounts of data

● Using BBHnet and anomaly 
detection methods to search 
for new events in O2 and O3 
data

Longer term:



NEUROSCIENCE 7

Sleep Spindles as a 
Driver of Low Latency, 
Low Power ML in 
HLS4ML & TinyML

Hardware Development: Xiaohan Liu, Aidan Yokuda, Scott Hauck, Shih-Chieh Hsu
Neural Interfaces: Michael Nolan, Leo Scholl, Amy Orsborn
Neural Processing Algorithms: Trung Le, Eli Shlizerman

Current & Future System Setup

Future System Setup

+

Image resources: Amy Orsborn’s Lab, www.shutterstock.com.

Current System Setup

+

Goal: Fully implemented FPGA add into the 
head-mounted device



HETEROGENEOUS APPROACHES

‣ Systemic Approaches


‣ Hardware


‣ Software


‣ Pipelines


‣ Data types

‣ Stationary (Spatial)


‣ Dynamic (Temporal)


‣ Multidimensional and Dynamic (SpatioTemporal) 
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EXISTING APPROACHES

HEP


‣ FPGA and AISC


‣ SONIC


MMA


‣ HEP Cloud


‣ HERMES
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CROSS-CUTTING 10

‣ Many common themes throughout HEP, MMA, and neuroscience that institute 
can develop


‣ Targeted: hls4ml and similar transpilation tools & dedicated tools for 
deployment


‣ Heterogeneous: SONIC, Triton, tools for accessing HPCs


