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Slack channel (please join): #a3d3-engagement

A3D3 Front Door

We agreed that we would have a single point of contact for potential collaborators
to contact us through a3d3-engagement@a3d3.ai

We will add some language on the web page (https://a3d3.ai/contact.html) that we
welcome collaborators and the can reach out to us at the above email address

This email address will be a google group on the “back end” so that we can add a
list of ABD3 members (e.g. Pls, management) and Mark will be responsible for
making sure the information is routed appropriately and responded to


mailto:a3d3-engagement@a3d3.ai
https://a3d3.ai/contact.html
https://fastml.slack.com/archives/C02LC00PKL3

A3D3 Informed Evolution

We agreed it is important that we to have meetings on specific topics,
developments and opportunities both inside and outside of our core science
domains toward our goal of being a nexus of fast ML for science and intellectual
hub in this area.

Area leads or other ASD3 members are encouraged to suggest topics of interest
and | can work with them to coordinate a meeting (e.g. during the off-collogium
slots) or mini-workshop/event



Community Empowerment Laboratory (CEL)
We want to formalize the concept of resources available for R&D and scaling tests
by our A3D3 members and “external” collaborators

Collect and expose available expertise and technical capabilities (e.g.
infrastructure, compute, accelerator hardware, software, etc) for algorithm
development, optimization and benchmarking

— This will aid in our establishing contacts and attracting collaborators

We had three talks in our breakout session on infrastructure available for A3D3
(next slides)

Feel free to send me any information on resources you have able for this purpose,
even if just a placeholder — | will work to organize this collection soon



Community Empowerment Laboratory (CEL)

m Resources: HAL at NCSA's Innovative Systems Laboratory O1om | 2~
Speaker: Volodymyr Kindratenko (U niversity of lllinois at Urbana-Champaign)

m Resources: XACC Cluster at lllinois Coordinated Sciences Laboratory ®10m | @ ~

Speaker: Deming Chen (University of lllinois at Urbana-Champaign)

m Resources: Cloud ®15m | Q2 ~

Speaker: Philip Coleman Harris (Massachusetts Inst. of Technology (US))

Next slides include some selected highlights from these talks. See:
Viad's talk

Deming's talk
Phil's talk


https://indico.cern.ch/event/1092699/contributions/4607932/attachments/2342703/3994201/caii_dl_tech.pdf
https://indico.cern.ch/event/1092699/contributions/4607933/attachments/2342682/3994165/UIUC_XACC.pdf
https://indico.cern.ch/event/1092699/contributions/4607944/attachments/2342696/3994188/PCH_Cloud_09_11.pdf
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\
»

16 IBM AC922 nodes
( ' s «  IBM 8335-GTH AC922 server
CI u Ste r ¢ i - 2x 20-core POWERY CPU @

. 2.4GHz
Hardware Accelerated Learning . 256 GB DDR4

D b - -

- 3 12 |8 * 4x NVIDIA V100 GPUs

S 2 E| B + 5120 cores
Main software stack = & |z |2 + 16 GB HBM 2
+ RHEL 8.4 ey ;i i » 2-Port EDR 100 GB IB ConnectX-5 Adapter
+ CUDA 11.1.2, cuDNN ] Ll & 3 2 * DDN GS400NVE Flash Array

8.1.1, NCCL 2.8.3
* NVIDIAHPC-SDK

* 360 TB usable
* NVME SSD-based storage

H i | R
21.5 i ' ¥ + Spectrum Scale File System
« IBMXLC, IBM ; S (j | A +  Login node
XLFORTRAN e e ) oile + Data Transfer Node
» Advance toolchain i k i H ! E E « OnDemand web interface node
for Linux on Power E iManagerl:em and 'ccess N:btwork (1Gb) E : : " H20-Al
+ WMLCE 1.7.0 1 | i ! i i « Jupyter Notebook
+  OpenCE 1.3.1 o i ; & *  Jupyter Lab
* SLURM & Open ! i bl + TensorBoard
OnDemand i ! ¢ | 0
" =
E P8 ~/// ~ IBM Power9 AC922
! i Lg 3
DDN GS400NVE Flash E g i inmaon |
1 ] T S _—
Array - ; Rz
1 1 ® 1
T | il
P r<m | e
V i 1 1 ]
PP sy i b+ e

®
Compute & Storage Network (EDRy




Community Empowerment Laboratory (CEL)

NVIDIA DGX-A100

e 8x NVIDIA 100 GPUs
* 40 GB RAM/GPU
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Community Empowerment Laboratory (CEL)

FPGA Hardware

* CAPI 2.0
* IBM AC922 node
e Nallatech 250s+ FPGA card

* OpenCAPI
* IBM IC922 node
e AlphaData ADM-PCle-9H3 board

* PCle
* x86 nodes
e Xilinx u250
e Xilinx KCU1500
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UIUC XACC Infrastructure

» 6 primary machines:
- 10 Alveo FPGA cards
2 SN1000 SmartNICs
1 Titan RTX
2 Tesla V100
3 Versal VCK190 (Local development)

» 100G networking between all nodes

» SLURM job manager to flexibly share
resources

» Unique features:

- Heterogenous: U250+U280; FPGA+GPU
High speed: 100 GbE switch and link
Flexible: job on single FPGA or networked FPGAs
Smart: NIC & SmartNIC across multiple nodes
Adaptive!
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Community Empowerment Laboratory (CEL)
UIUC XACC Usage

» 69 Users
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Community Empowerment Laboratory (CEL)
¢ We demonstrated that we could run large scale production
Cloud

- For ProtoDUNE, we re-reco’d their full data set

» That equated to 5 PB of data through the cloud
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A Map of what we used for Cloud
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e Most of our time is spent on small scale R&D

e Alot of this is for training and networks

e Sometimes its for doing small scale hardware tests



Engagement with Communities and External Projects

Shih-Chieh will contact the leads of the other HDR Institutes and will work with
them and Mark to arrange a meeting with them

We want to reach out to our LOC writers

We want to reach out to other related projects that we will find synergy with (list is
evolving on our session live notes)



