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Adam parameters
● Learning rate

○ Scales the weight updates
■ We've been using 2e-4
■ Default: 1e-3

● Betas
○ Scale the first and second moment running 

average updates
■ We've been using the default beta1 = 0.9, 

beta2 = 0.999
● Epsilon

○ Stabilize the denominator in weight updates
■ We've been using the default 1e-8
■ From TensorFlow documentation: "The 

default value of 1e-8 for epsilon might not 
be a good default in general. For 
example, when training an Inception 
network on ImageNet a current good 
choice is 1.0 or 0.1."

● Weight decay
○ L2 regularization on weights.

■ We've been using the default 0.



Training runs

● All training with 0.002 learning rate (one order of magnitude larger than our original value)
○ Can train up to 10 epochs with eps >= 0.1



Compare with average event
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Summary
● Adam parameters have a large impact on training.

○ Trade-off between learning "speed" and loss function explosion.
○ Increasing the eps parameter by many orders of magnitude stabilizes the loss 

function, but makes learning very slow.
■ Will try to train for 20 or 30 epochs over the weekend.

● Multi-Gaus loss function describes charge distribution very well for hits outside of the 
Cherenkov ring using 3 or 4 Gaussians.
○ Signs of overfitting with 4 Gaussians?
○ Network has trouble describing the charge distribution for the high-charge hits in 

the ring.
■ Does training for longer help?
■ Lognormal probably does a better job, but difficult to implement.


