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Management and Coordination Plan
Accelerated AI Algorithms for Data-Driven Discovery (A3D3) activities will be executed by a
set of collaborating senior personnel from 9 organizations, including the lead PI, co-PIs, and all
people listed as senior personnel. A single senior investigator per organization is designated as the
“Institute PI” for the formal and reporting responsibilities required from that organization; however,
the intellectual and research output of A3D3 will come from this full set of senior personnel and
their groups.

1 Specific roles
We have assembled an elite multi-organization group of scientists and engineers, with experience
developing and deploying AI in their research.Our team is balanced across the four domains within
this project including 4 scientists in computer science, 5 in high energy physics (HEP), 5 in multi-
messenger astrophysics (MMA), and 3 in Neuroscience.
PI/co-PIs: The PI/co-PIs of the Institute will have project responsibilities as defined by NSF. The
PI of this proposal is Hsu (Washington, HEP), with co-PIs Coughlin (UMN, MMA), Han (MIT,
CS), Neubauer (UIUC, HEP), and Scholberg (Duke, MMA).
Institute PIs: The Institute PIs of this proposal are PI/co-PIs with Liu (Purdue, HEP), Duarte
(UCSD, HEP), Hanson (Wisconsin, MMA), Graham (Caltech, MMA).
Other Senior Personnel: The other senior personnel funded by this proposal are Chen (UIUC, CS),
Harris(MIT, HEP), Katsavounidis (MIT, MMA), Hauck (Washington, ECE), Shlizerman (Wash-
ington, Neuro), Orsborn (Washington, Neuro), Li (Purdue, CS), Makin (Purdue, Neuro).

2 Project Management
Our management and integration plan is driven by the goals and rationale described in detail in
the Project Description. We believe it is critical to give all senior personnel a voice guiding the
directions of A3D3. At the same time, we know that each significant activity must have a dedicated
coordinator responsible for its success. Furthermore, A3D3 itself needs a strong leadership team
and well-defined operational structure (shown in Figure 1) to achieve its goals.
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Figure 1: A3D3 organization chart.
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in the IB meeting. The IB will also advise the Management on any urgent actions that may
need to be taken, e.g., due to Code of Conduct violations.
Executive Board (EB) is composed of Management, Equity & Career and Coordination.
Management is composed of Director, Deputy Director, and Project Manager. They have over-
all responsibility for managing all A3D3 activities and are in charge of all day-to-day decisions.
The Management is advised by the Institute Board (IB), the internal Steering Board (SB), and
the External Advisory Board (AB). The Director and Deputy Director are 2 year appointments
and will be re-elected by the IB. The Director leads external communications with AB and NSF
program manager and coordinates with (co-)PIs for the NSF review. The Deputy Director leads
internal institute communication and execution. The starting Director and Deputy Director are
selected to be Hsu and Harris based on their experience with the NSF Advancing Science with
Accelerated Machine Learning (ASAML) project and expertise in real-time AI. We plan to hire
a full-time Project Manager responsible for: coordinating the financial planning; establishing the
annual budget and expenditure reports in coordination with the UW Physics fiscal office; preparing
reports for the NSF; and helping coordinate our education, workforce development, and broadening
participation efforts.
Coordination serves as the executive body to coordinate and/or supervise daily activities of proposal
participants on all major activities. The coordinators are responsible for ensuring that A3D3 suc-
cessfully achieves its major goals in all areas as defined in the Project Description. The starting co-
ordinators are designated to be: Targeted Systems (Duarte), Heterogeneous Systems (Shilzerman),
Hardware and Algorithm Codevelopment (Li), High Energy Physics (Liu), Multi-Messenger As-
trophysics (Coughlin), Neuroscience (Orsborn), Empowerment & Knowledge Transfer (Neubauer)
and Education, Workforce Development & Outreach (Graham). Each coordinator is a two year
term and will be appointed by the Management advised by SB and IB.
Equity & Career (EC) is responsible for executive aspects related to early career researchers and
diversity. The EC oversees the well being and environment of A3D3 members. The EC hosts the
post-baccalaureate fellow selection committee, and monitors their integration into A3D3.
Steering Board (SB) provides an internal review of the Executive Board every 3 months. The
management is responsible for providing a quarterly report to SB 2 weeks prior to the SB meeting.
The SB is composed of one senior personnel from each science domain, a junior scientist (1 postdoc
and 1 graduate), and 1 external reviewer as an observer.
Advisory Board (AB) will convene once per year to provide feedback to the A3D3 regarding
the overall goals and evolving plans of the project. It will consist of external experts in each of
the coordination areas and AI experts from industry. The AB will have a set of fixed members
(for continuity) plus a few invited members that may change based purely on the type of feedback
that the A3D3 project itself feels that it requires. The fixed external members of the AB will
be: Michaela Blott (Xilinx), Patrick Brady (SCIMMA), Paolo Calafiura (LBNL), Eric Chung
(Microsoft), Alec Habig (SNEWS), Manolis Kellis (Bio), Maurizio Pierini (Fast ML), Dimitrios
Psaltis (EHT), Mitra Taheri (MSE). Nhan Tran (Fast ML), Frank Wüerthwein (OSG).

3 Coordination mechanism and integration
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Figure 2: A3D3 Integration.

The coordination mechanism and scientific integration of A3D3 ac-
tivities are shown in Figure 2. The Heterogeneous and Targeted
Systems coordinators will keep track of the cross-disciplinary in-
tegration. Each science domain coordinator will keep track of the
cross-organization activities. Each activity will be monitored by
two coordinators, 1 system coordinator and 1 domain coordinator,
to ensure shared common knowledge across the institute. Every
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Figure 3: A3D3 Timeline

activity will meet in either the Heterogeneous or Targeted Systems
weekly meeting. Every month, there will be a joint meeting.

4 Metrics for success and timeline
The products of the A3D3 will be journal articles, conference pre-
sentations, posters, proceedings, software packages. The number
and impact of these products will measure our success. We will monitor the effectiveness with spe-
cific metrics including: (i) the adoption of our AI models by LHC, LIGO, Neutrino, Neuroscience
in production run analyses, (ii) number of LIGO’s and MMA’s open public alerts in which our AI
algorithms are used, (iii) number of publicly released transient discoveries by ZTF using the DL
models, (iv) number of AI algorithms operated in ATLAS/CMS L1 trigger, (v) total speed up of
ATLAS/CMS HLT reconstruction time on a fixed set of events, (vi) total speed-up of ATLAS/CMS
Offline reconstruction time on a fixed set of events, (vii) number of researchers, not funded by this
project, that download, open issues, and make commits to our repositories, (viii) number of views
and downloads of the tutorials we will publish, (ix) Github Stars for a our released repository, and
(x) other metrics will be developed to quantify the generation of the multidisciplinary collabora-
tions such as counting products involving collaborations that would have otherwise been extremely
unlikely.

To demonstrate the effectiveness of our outfacing mechanisms: (i) we will closely monitor the
path of our post-baccalaureate researchers. (ii) we will count the number of undergraduate student
researchers, (iii) the number of students enrolled in our data science classes, (iv) the enrollment at
our bootcamps, (v) the number of downloads of our “data streams”, (vi) the number of high school
students involved, (vii) the number of local media events, and adjust our approaches and activities,
as needed. (viii) the number of students placed into industrial internships, (ix) number of research
collaborations with industry partners, and (x) number/scope of spin-out companies created.

A timeline for specific projects, including the four interlinked phases of AI design, hardware co-
design, deployment, and finally discovery, is shown in Fig. 3. The projects shown are representative
of the scope of projects we plan to execute. We will fully staff our institute in the first year with
steady-state institute operation starting year 2.

5 Budget line items
A3D3 provides financial support and opportunities to work with A3D3 teams and their collabora-
tors. Travel for subsequent annual Collaboration meeting is included in the sub-awardee budgets for
A3D3 personnel and participant support costs for external AB members and collaborators in the
Washington budget. A3D3’s Post-baccalaureate program targets under-represented populations
(self-identified, so including first generation college, as an interesting example). Technical Staff is
budgeted to maintain a common software toolkit and offer technical support for institute members.
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6 Strategic plan for integration
A3D3 will leverage existing programs to integrate the research, education, broadening participation,
and knowledge transfer activities across all levels. A3D3 can work with groups like Data Carpentry
to organize workshops using HEP data to introduce high school and college students to data science.
A3D3 will identify specific models and partners for encouraging participation of under-represented
populations in its outreach and education program.

7 Detail Plans

7.1 Hardware and Algorithm Co-development
Artificial intelligence techniques have got unprecedented development in the past decade. Beyond
their wide use in industrial applications, AI techniques also hold great potential in scientific dis-
coveries. To mention a few, the AI techniques have significantly improved protein 3D structures
reconstruction accuracy based on their DNA sequences [45], seasonal forecasting for the Earth
system [39], detecting exotic particles in high-energy physics [12] and discovering physical laws in
cosmology [19] and so on.

The success of scientific AI could not have happened without the recent advancement of com-
puter science and engineering. In particular, advanced AI algorithms allow for an organic combina-
tion of Human’s understanding and the modern computational tools, which paves a more reliable
way to novel scientific discoveries. Robust and dedicated hardware support, on the other hand,
significantly speeds up AI algorithms that enable the analysis of a huge amount of data in a real
time. The joint development of both algorithms and hardware further expand such advantages.

The research on AI algorithms primarily lies in four aspects: model expressivity, generalization,
optimization and algorithm scalability. Model expressivity describes the upper limit of the task
complexity that an AI model can handle given sufficient training data. Generalization, on the other
hand, characterizes the potential degeneration of the AI-model performance when only a limited
amount of data is available. Optimization studies accelerating the procedure of AI learning while
mostly from the numerical computation perspective. Algorithm scalability focuses on the speed of
the entire data pipeline that also includes data preparation, management and model serving.

Scientific AI problems pose challenges to the above four aspects of AI algorithm research. First,
scientific data is typically of scarce labels, while a large amount of labeled simulating data or
unlabeled data may be available. So, it is crucial to build the models that can extract trans-
ferrable/generalizable patterns from the simulating/unlabeled data to apply to real experiments.
Simultaneously, due to the tradeoff between transferability/generalization and the model expressiv-
ity, how to achieve good generalization while keeping model expressive enough is always a challeng-
ing question. The possible solution might rely on a combination of scientific experts’ knowledge and
the AI algorithms. Another issue of scientific problems is that scientific data is often non-lattice-
structured [14, 23, 47]. Data irregularity produces challenges in the optimization and algorithm
scalability of AI algorithms, because irregular data is hard to be processed in parallel. Efficient
optimization algorithms and parallel irregular data preprocessing approaches are in need.

Hardware research focuses on the deployment of AI algorithms to benefit real-world applica-
tions. The recent AI wave revolutionizes the entire design stack from the architecture level, the
system level to the compiler level. The architecture-level research investigates new AI-specific pro-
cessors such as new GPU/TPU/NPU and FPGA design to achieve better data reuse and memory
footprint reduction. Dedicated computing units are also designed so as to support large tensor
multiplication and convolution. The system-level designs study multi-core processing and het-
erogeneous computing, which appear extremely important in balancing the workload among data
collection, preparation and the AI-model computation. The compiler-level supports automate effi-
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cient hardware implementation of AI-models, which aims to decrease the workload of practitioners
to deploy modern AI algorithms under certain system/hardware constraints.

Scientific AI applications actually have even stricter demands on the AI hardware design. The
aforementioned data irregularity asks for a substantial change of the previous architecture-level
design of AI algorithms for regular data processing, as for the need of intensive memory random
access. The difficulty gets enhanced further by having extremely low-latency, low-power require-
ment in real-time scientific experiments. Moreover, design automation tools are crucial, which
can effectively reduce the workload of scientific domain experts to develop dedicated hardware to
support their AI algorithms.

Most AI algorithm research focuses more on designing expressive, generalizable and algorithm-
efficient models while less on model deployment. Most hardware research, on the other hand,
focuses on accelerating canonical AI models while generally ignores their limitation in the targeted
scientific applications. To fill this gap, algorithm & hardware co-design for scientific applications
is particularly in need. Through coordinating the modeling algorithm and its hardware support,
data-driven scientific problems may be solved in the optimal sense.

A3D3 HAC consists of artificial intelligence (AI) experts and hardware experts. The goal of
HAC is to create and design efficient AI algorithms and their hardware support that most efficiently
exploit scientific data. Once developed, these unifying algorithms and techniques can be applied
to each scientific domain lead by respective experts including high energy physics (HEP), multi-
messenger astrophysics (MMA), and neuroscience. In particular, we aim to

• design expressive and interpretable AI algorithms for irregular data, such as points/graph
data .

• develop hardware accelerating supports of AI algorithms for irregular data, such as point
cloud sparse convolution, ultra fast graph neural networks.

• develop compilers that automates hardware design for AI algorithms with system constraints,
such as better and scalable high-level synthesis tools.

7.1.1 Ultra-fast Graph Neural Networks
Ultra-fast graph neural networks (GNNs) with nanosecond-level inference speed are in emerging
demand in many scientific applications such as high energy physics and particle simulations, while
the state-of-the-art GNN accelerators are still in milliseconds [56]. To tremendously boost the
GNN efficiency, the goal of this project is to develop a GNN algorithm-accelerator pipeline that
can deliver ultra-fast GNN algorithms as well as FPGA accelerators, aiming to achieve micro- and
even nanosecond latency with at least 1000x speedup comparing with existing accelerators. The
challenges come from two aspects: irregular graph structure and massive computation over graph
nodes and edges.

In this project, we propose brain-inspired approaches to address the two challenges. The inno-
vative techniques behind are in two folds: (1) graph processing without graph construction, and (2)
inference without numerical computation. Specifically, first, we will avoid explicit graph construc-
tion as it is hard to be parallelized. We propose to manipulate physical coordinates to implicitly
build graph structures for fast computation. Second, we propose to use brain-inspired hyperdimen-
sional (HD) [31] representations for node and edge computation, which only requires elementwise
and/or and does not involve any numerical operations and thus is extremely hardware-friendly.
Third, we will co-design GNN algorithms to enable HD training on implicit graphs.

This project requires both hardware and algorithm innovations. Specifically, we have three
sub-tasks:

(1) Graph processing without graph construction. For the irregular data with physical coordi-
nates, such as point cloud data, the critical bottleneck of GNN computation comes from building
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graphs based on those physical coordinates. We are inspired by the algorithmic insights that the
graph connection determining computation flows essentially corresponds to a kernel over physical
coordinates. We may directly use physical coordinates to decide the computation flow of graph
neural networks without explicitly building graphs. The manipulation of physical coordinates in-
cluding sorting, ranking, bucketization and local sensitive hash allows for fast determining the
commutation flow.

(2) Inference without numerical computation. The second challenge comes from massive compu-
tation of node and edge embeddings. Multi-layer perceptron (MLP) is a commonly used structure,
which requires multiple levels of computation (e.g., the last layer result must wait for the comple-
tion of previous layers) and thus is not suitable for ultra-low latency. Therefore, we propose to
incorporate brain-inspired hyperdimension (HD) computing, where each embedding is no longer a
real-valued vector but only includes -1 and 1 values. We also binarize the weights, whereas both the
vectors and weights can be represented by 1 bit per element. The computation of HD vectors only
requires elementwise and/or operation in a single clock cycle and no multiplications and additions
are needed, which is extremely hardware-friendly with easily achievable massive parallelism.

(3) Algorithm-accelerator co-design. The proposed hardware architecture requires immense
algorithm innovations to compensate for potential accuracy loss. First, training over the physical-
coordinate-based implicit graphs will fundamentally change the original GNN learning pipeline.
New training strategies need to be designed accordingly. Moreover, how to balance the overhead
induced by the physical-coordinate manipulation and the model inference over the implicit graphs
needs to be further investigated. Second, traditional HD computing training is extremely simple by
updating the sample vectors only once, which may degrade the GNN performance. Therefore, we
expect to iterate sampling-based training to update the binarized weights progressively. We expect
that the novel graph construction and training of HD computing can largely boost the algorithmic
robustness.

Deliverable The success of this project will significantly improve GNN practicality in a wide
range of scientific computing applications by delivering at least 1000x faster GNN inference engine.

Milestones and Timelines

• FY2022 Q2- FY2022 Q3: Evaluate GNNs with implicit graph construction and benchmark the
accuracy performance tradeoff between different physical-coordinate manipulation strategies.

• FY2022 Q4 - FY2023 Q1: Implement the GNNs obtained in the previous stage on FPGAs
and benchmark the computation performance tradeoff between different physical-coordinate
manipulation strategies.

• FY2023 Q2: Finalize the first version of GNNs over implicit graph construction and the
hardware implementation.

• FY2023 Q3- FY2024 Q2: Design HD computing training strategy for GNNs. The main goal
is to build generalizable GNNs with good testing performance. Expressive power and model
generalization properties will be analyzed.

• FY2024 Q3-Q4: Implement and evaluate GNNs with HD computing obtained in the previous
stage on FPGAs.

7.1.2 Interpretation Neural Networks for Point Cloud Data

Interpreting for machine learning models on point cloud data has not been explored since most
researchers focus on point cloud data from computer vision, where the model interpretation is often
directly observable and thus trivial. However, the interpretation of models that digest scientific
point cloud data is significant. The reasons is as follows. First, the physical processes to generate
the point cloud data are generally too complex to be visualized and understood directly. Second,

6



interpreting the crucial features that lead to the prediction of the models are crucial for scientific
discovery.

Indeed, machine learning models with interpretations are more trustworthy for scientific re-
search. They can provide us with insights regarding the datasets used. For example, given a model
trained on HEP anomaly events “τ → 3µ decays” with additional pileup interactions, if the inter-
pretation result shows that the signal muon hits have a great impact on model predictions, then it
may indicate that the model has learned the true signals and thus the model is more trustworthy
for deployment; yet if the interpretation result does not match our prior knowledge, it could indi-
cate that there are other signals in the datasets. In this case, on one hand, researchers can further
study the unexpected signals to tell whether novel physical processes are therein. On the other
hand, researchers need to refine their datasets or the model architectures to make more trustworthy
predictions. In either case, model interpretation is beneficial for scientific discovery.

In this project, we have two research missions.
First, we will group and benchmark several datasets in scientific applications that are based

on point cloud data analysis and interpretation. Although many scientific applications ask for
point cloud data interpretation, their datasets are not well collected and typically need a lot of
preprocessing. This introduces significant challenges for AI experts to design and evaluate the
algorithms. We will work with scientific domain experts to group and benchmark those datasets,
with a specific focus on model interpretation.

Second, we will develop interpretable AI algorithms for the point cloud data analysis. We will
address four technical problems here. First, we will develop dedicated interpretable NN architec-
tures for point cloud data. While some recent works on GNN interpretation could be adopted for
point cloud data interpretation, such as GNNExplainer [57], PGExplainer [34], and GraphMask [41],
and more recent works [33, 58], they all focus on selecting edges that form graph structures. This
might be useful to interpret that edge-centric relational data, such as molecular classification and
node structural role prediction. But it is less irrelevant to point cloud data interpretation, be-
cause point cloud data interpretation emphasizes more on selecting points, where if represented as
graphs, the edges are built simply according to physical adjacency. Therefore, a dedicated node-
centric algorithmic framework for point cloud data needs to be designed. Second, point cloud data
is naturally associated with physical locations which have never appeared in traditional graph data.
Those physical locations may be crucial for downstream applications. Hence, an interesting aspect
of point cloud data interpretation is to investigate how those physical locations affect the output.
The next two technical problems are more general. The third research problem is related to a
general mistake made by previous works. Previous works typically first train a predictor based on
data. Then, they perturb the data by training another explainer or directly using masks. They
use the change of the output of the predictor as an indicator of the model interpretation. However,
this is theoretically incorrect. The predictor should be retrained or co-trained during the model
perturbation stage. We would like to study this problem in a principled way and provide the
model interpretation with rigorous theoretical justification. Lastly, previous works mostly focus on
classification problems, while a lot of scientific applications requires to perform regression. How to
develop model interpretation strategies for regression problem also needs to be investigated.

Deliverable The success of this project will provide a principled model interpretation strategy
for neural networks trained over point cloud data in scientific applications.

Milestones and Timelines

1. Acquire synthetic and real simulation datasets for different scientific applications and real
simulation datasets for event-level tasks

• FY2022 Q1 - FY2022 Q2: Acquire event-level HEP datasets, e.g. using ACTs software.
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• FY2023 Q1 - FY2023 Q2: Acquire node/edge level HEP datasets.

• FY2024 Q1 - FY2024 Q2: Acquire HEP regression datasets.

• FY2025 Q1 - FY2025 Q2: Acquire MMA classification datasets.

• FY2025 Q1 - FY2025 Q2: Acquire MMA regression datasets.

2. Benchmark the current methods

• FY2022 Q2: Traditional GNN-explainer models, such as GNNExplainer, PGExplainer,
GraphMask

• FY2022 Q3: Benchmark the combination of traditional explainer methods and point
cloud networks, such as PointNet.

• FY2023 Q2- FY2023 Q3: Benchmark domain-dedicated models in HEP, such as GravNet.

• FY2025 Q2- FY2023 Q3: Benchmark domain-dedicated models in MMA.

3. Develop interpretable models

• FY2022 Q3 - FY2023 Q4: Propose point-cloud interpretable strategy to first address
the theoretical issue in the previous explainers and evaluate them over the event-level
HEP datasets.

• FY2023 Q3 - FY2023 Q4: Apply and refine the previous strategy to node/edge-level
HEP datasets.

• FY2024 Q2 - FY2023 Q4: Develop the point-cloud interpretable strategy for regression
tasks.

• FY2025 Q2 - FY2023 Q4: Apply and refine the previous interpretable strategy to MMA
prediction tasks.

7.1.3 ScaleHLS: A New Scalable High-Level Synthesis Framework on Multi-Level
Intermediate Representation

High-level Synthesis (HLS) has been widely adopted as it significantly improves the hardware design
productivity and enables efficient design space exploration (DSE). HLS tools can be used to deliver
solutions for many different kinds of design problems, which are often better solved with different
levels of abstraction. While existing HLS tools are built using compiler infrastructures largely
based on a single-level abstraction (e.g., LLVM), we propose ScaleHLS, a next-generation HLS
compilation flow, on top of a multi-level compiler infrastructure called MLIR, for the first time.

By using an intermediate representation (IR) that can be better tuned to particular algorithms
at different representation levels, we are able to build this new HLS tool that is more scalable and
customizable towards various applications coming with intrinsic structural or functional hierarchies.
ScaleHLS is able to represent and optimize HLS designs at multiple levels of abstraction and
provides an HLS-dedicated transform and analysis library to solve the optimization problems at
the suitable representation levels. On top of the library, we also build an automated DSE engine
to explore the multi-dimensional design space efficiently. In addition, we develop an HLS C front-
end and a C/C++ emission back-end to translate HLS designs into/from MLIR for enabling the
end-to-end ScaleHLS flow.

Milestones

• IP Integration:

– Represent, integrate, and parameterize existing hardware IPs within ScaleHLS.

– Generate new hardware IPs through the ScaleHLS compilaion flow.
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• Design Space Exploration:

– Predict the performance and resource utilization using machine learning (ML) model.

– Deploy the ML model to guide the design point proposal and use ScaleHLS transform
library to generate the proposed design.

• Design Verification:

– Verify the correctness of ScaleHLS conversions, optimizations, and code generation.

– Design a program reduction algorithm to locate bugs in the targeted program.

• RTL Code Generation:

– Design the data-path and FSM IR to represent HLS designs at the hardware level.

– Connect ScaleHLS and CIRCT project in order to directly generate RTL code in MLIR.

Timelines

• Development (2021-2023): Implementation of IP integration, design space exploration, design
verification, and RTL code generation.

• Deployment (2023-2024): Evaluate ScaleHLS on A3D3 applications and HLS benchmarks,
such as Polybench, CHStone, and Rosetta.

• Operation (2024-2025): Integrate ScaleHLS into the design flow of large-scale FPGA systems.

7.1.4 PyLog: Algorithm-Centric FPGA Programming with Python

PyLog is a high-level, algorithm-centric Python-based programming and synthesis flow for FPGA.
PyLog is powered by a set of compiler optimization passes and a type inference system to generate
high-quality hardware design. It abstracts away the implementation details, and allows designers to
focus on algorithm specification. PyLog takes in Python functions, generates PyLog intermediate
representation (PyLog IR), performs several optimization passes, including pragma insertion, design
space exploration, and memory customization, etc., and creates complete FPGA system designs.
PyLog also has a runtime that allows users to run the PyLog code directly on the target FPGA
platform without any extra code development. The whole design flow is automated.

The planned future research activities for PyLog include the following: (a) Support multiple
kernels in PyLog and allow the compiler to choose between different kernel-device mapping op-
tions, eg., within a single FPGA, across multiple FPGAs, or even multiple compute nodes in the
computer clusters or in the cloud. (b) Support high-level interface abstractions so both algorith-
mic specification and interconnection specification can be done at Python level. (c) Evaluate the
performance and resource usage numbers for a large amount of design points in the design space.
(d) Develop new optimization algorithms to optimize the heterogeneous system design. (e) Scale
up the heterogeneous systems by considering systems with multiple types of accelerators and each
type has more than one device.

Milestones

• Multiple-kernel Support with High-level Interface Abstractions:

– Compiler to choose between different kernel-device mapping options, e.g., within a single
FPGA, across multiple FPGAs, or even multiple compute nodes in the computer clusters
or in the cloud.

– Generate corresponding and appropriate communication channels for high performance.

– Support workload partitioning across multiple FPGA devices.

• Design Space Exploration:
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– Develop accurate performance and resource usage models within PyLog IR.

– Deploy the models for effective design space exploration.

• New Optimization Algorithms:

– Develop hardware/software co-design method to optimize the heterogeneous systems
design solutions.

– Deploy such solutions unto both edge or cloud-scale FPGAs, e.g., leveraging Xilinx
PYNQ environment.

• Large-scale Solution:

– Scale up the heterogeneous systems by considering systems with multiple types of accel-
erators and each type has more than one device.

Timeline

• Development (2021-2023): Complete the implementations for all the algorithms, synthesis
flows, and runtime support environment.

• Deployment (2023-2024): Evaluation on various benchmarks and deployment for A3D3 ap-
plications.

• Operation (2024-2025): Using PyLog to provide FPGA-as-a-service.

7.1.5 Algorithm-System-Hardware Co-Design for Efficient Point Cloud Processing

3D point cloud neural networks are widely used in calorimetry clustering. However, they are 10×
more computationally expensive than 2D CNNs. Moreover, the sparse and irregular nature of
the point cloud makes them less favored by general-purpose hardware (such as CPU, GPU, and
TPU): conventional voxel-based and point-based neural networks suffer from either large memory
footprint or huge irregular overhead, leading to low hardware utilization. Our research aims to
achieve accurate and efficient point cloud processing through algorithm, system, and hardware
co-design.

• (Algorithm) Based on our previous SPVCNN model, we plan to extend it from semantic seg-
mentation to panoptic segmentation, which is very useful for calorimetry clustering. We also
plan to explore other primitives for modeling 3D point cloud, such as point cloud transformer.

• (System) We will develop a high-performance inference engine to accelerate the computation
of sparse point cloud convolution (which is the basic building block of SPVCNN) on GPUs
by reducing the data movement cost and eliminating the irregular computation. We will also
explore how to accelerate other point cloud primitives (such as PointNet++ and point cloud
transformer).

• (Hardware) Beyond GPU, we also plan to develop a specialized hardware accelerator for
efficient point cloud processing. We will also prototype our hardware design on FPGA.

Our long-term goal is to accelerate the scientific discovery of high-energy particle physics with our
accelerated full-stack machine learning solutions.

Milestones

• Algorithm:

– Develop SPVCNN for efficient panoptic segmentation.

– Evaluate SPVCNN on CS (SemanticKITTI/NuScenes) and physics (HCAL/HGCAL)
datasets.
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• System:

– Develop the GPU-based inference engine (TorchSparse) for efficient sparse convolution.

– Evaluate TorchSparse on CS benchmarks (SemanticKITTI/NuScenes).

– Deploy TorchSparse for particle physics applications.

• Hardware:

– Develop the specialized accelerator (PointAcc) for efficient sparse convolution.

– Evaluate PointAcc on CS benchmarks (SemanticKITTI/NuScenes).

– Prototype PointAcc on FPGA.

– Deploy PointAcc for particle physics applications.

Timeline

• Development (2021-2022): Prototype of SPVCNN, TorchSparse and PointAcc.

• Deployment (2022-2024): Evaluation on CS benchmarks and deployment for particle physics.

• Operation (2024-2025): Software integration.

7.2 High Energy Physics
Particle physics, whose goal is to elucidate the subatomic structure and interactions of matter,
is on the precipice of a new era of intensified particle beams, improved detector resolution, and
burgeoning data rates. The CERN Large Hadron Collider (LHC) is the world’s most energetic
particle collider where, in 2012, the Higgs boson was discovered by the ATLAS and CMS Collab-
orations [2, 16] leading to the 2013 Nobel Prize in Physics. Now, precisely measuring the Higgs
boson is critical to improving our understanding of the origin of mass for elementary particles and
the mechanism of electroweak symmetry breaking that shaped our universe one picosecond after
the Big Bang. Studying it may also revolutionize our understanding of dark matter and other
unexplained phenomena. Characterizing the Higgs boson, searching for dark matter, and exploring
unconventional new physics phenomena [10] comprise three interlinked science drivers outlined by
the Particle Physics Project Prioritization Panel (P5) [40] that our institute will transform through
advanced, real-time AI methods [30] applied to HEP data. With the scheduled upgrades in 2025,
the data rate at the LHC will approach a petabit per second, far exceeding the storage and anal-
ysis capacity of any device in the world. Maximizing the discovery potential in this avalanche of
data, demands the design and use of real-time methods throughout the data stream [9]. At the
LHC, data acquisition and reduction is done in three tiers: the level-1 trigger (L1T), the high-level
trigger (HLT), and offline computing, spanning processing latencies of less than 10µs, hundreds of
milliseconds, and seconds, respectively. Each successive tier selects ∼ 1/100 of the most interesting
collisions for further analysis. With A3D3, we will continue with our current work by developing
solutions that are applicable to all three tiers of reconstruction: real-time L1T and HLT systems,
and offline data processing in ATLAS and CMS. We will also extend AI applications in unconven-
tional approaches of searching for new physics with anomaly detection methods, as well as new
data streams such as the scouting system in CMS. Specifically, we will

1. Develop and implement AI-based reconstruction in L1T. Harris, Hsu, Neubauer, Duarte,
and Liu will continue with existing successful programs in advancing calorimeter, tracking,
particle flow, muon reconstructions in the hardware trigger systems of ATLAS and CMS,
to improve current algorithms, realize their implementation on FPGAs with HLS4ml, build
demonstration systems to prepare for the HL-LHC.
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2. Integrate heterogeneous computing in HLT and Offline computing with SONIC. Harris,
Hauck, Hsu, Neubauer, Duarte, and Liu demonstrated a proof-of-principle study of deploying
heterogeneous computing platforms, such as GPU and FPGA co-processors in HEP software
with an innovative “as-a-service” approach. The Services for Optimized Network Inference on
Coprocessors (SONIC) software framework was developed and released as open source code
[94]. With A3D3 we will continue with existing efforts of integrating SONIC in CMS exper-
iment software stack, offline and HLT data processing, as well deployment with the ATLAS
experiment software, AthenaMT.

3. Anomaly detection, scouting systems.

AI algorithms in L1 trigger The stringent latency and resource constraints imposed by the
L1T make it an ideal target for applying innovative AI methods to embedded systems. A3D3
HEP members actively pursue AI techniques to boost the discovery potential with LHC data, for
advanced identification of fundamental force particles [73–78], and AI-based object reconstruction
and simulation. Our efforts span different stages of reconstructions, e.g. local reconstruction in
several different detector systems including tracking, calorimeter, muon systems, as well as event
reconstruction at a global level. The milestones on various activities are listed below:

1. FY2022Q1,Q2,Q3: Continue to develop and benchmark GNN and fully connected NN
based τ → 3µ algorithms. Implement and benchmark performances of developed τ → 3µ on
FPGAs with hls4ml.

2. FY2022Q4: Investigate/demonstrate feasibility of porting algorithms to CMS HLT and/or
scouting system.

3. FY2022Q4 & FY2023: Extend approach to other physics signatures and evaluate perfor-
mances with CMS HLT-LHC L1 trigger demonstration.

AI acceleration with heterogeneous system for HLT and offline computing The “as-a-
service” approach of integrating heterogeneous systems in “Big Data” science computing provides
scalability, low software maintenance cost, and maximized hardware flexibility. SONIC has been
integrated into the CMS experiment software stack, and data processing workflows offloading co-
processor accelerated algorithms have been developed for testing and prototyping. Our team is also
working on deployment with the ATLAS experiment software, AthenaMT [95]. We aim at deploy
a fully functional heterogeneous AI accelerated offline and HLT using SONIC in CMS by 2024, and
the associated milestones are listed below.

1. FY2022Q1 SONIC miniAOD and HLT workflow prototype tests at USCMS tier2 sites such
as the one at Purdue, identify SONIC service infrastructure development needs.

2. FY2022Q2 SONIC initial tests on HPCs.

3. FY2022Q3 Integrate and test HLT Muon reconstruction on GPUs in CMSSW with SONIC.

4. FY2022Q4 Start integrating SONIC workflow in CMS offline and computing production
system. Demonstrate performance of fully SONIC based HL-LHC HLT system with facilities
at USCMS tier-2 sites.
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7.3 Multi-Messenger Astrophysics
The advent of global networks of detectors exploiting a variety of potential messengers, including
photons, gravitational waves (GWs), and neutrinos, are invigorating MMA. The nascent field of
MMA uses complementary observations of the same object or event, potentially across a variety
of wavelengths and particle types, to probe different aspects of the astrophysical system to paint a
complete picture. Extracting this information is complex as compact binary coalescences (CBCs)
are rich in physical phenomena that span most of physics’ sub-disciplines, including gravitational,
nuclear, computational, particle, and atomic physics. Similarly, the connection between astrophys-
ical observations/nuclear-physics and laboratory experiments adds another point of view that helps
to unravel the nature of dense strongly interacting matter.

In the last few years alone, IceCube’s detection of a high-energy neutrino consistent with a
blazar in an active state [3], the observation of two colliding neutron stars in gravitational wave
(GW) and electromagnetic by Laser Interferometer Gravitational-Wave Observatory (LIGO) and
Virgo [4,5] and potential counterparts to candidates from both messengers by the Zwicky Transient
Facility (ZTF) [26, 50] are transforming astrophysics. Neutron star mergers have heralded the use
of GWs as “standard sirens” for measuring the expansion rate of the Universe [44] and as neutron-
star collisions explore the highest densities in the Cosmos, they allow us to probe matter and
strong nuclear interactions under the most extreme conditions, measuring the equation of state for
neutron stars [21]. Beyond these sources, a nearby core-collapse supernova will be a multi-messenger
extravaganza on a range of timescales [36,43]; core-collapse supernovae within the observable range
for neutrinos and GWs are expected every several decades—rare enough that every effort must
be made to capture and correlate all possible data. Fig. 4 illustrates the MMA landscape within
A3D3’s scientific efforts.

At its core, MMA relies on rapid identification and characterization of astronomical objects
across messengers to make transformative discoveries. Time is of the essence, as rapid evolution
of the dynamics of many of the systems means that the possibility to acquire crucial data will
be lost without it. This includes not only those observatories which disregard data that is not of
immediate interest, such as radio surveys, but also those where targeted observations are required,
such as multi-wavelength follow-up of interesting MMA sources.

Coupled with the need for low-latency alerts for transient events of astrophysical interest, the
design and deployment of systems for the observatories require operation at as high efficiency as
possible. To address this, we will be implementing real-time data analyses, including low-latency
computational infrastructure, within the GW, neutrino, and optical astronomy communities. We
will be porting existing algorithms within each community to hardware accelerators to work within
the low-latency infrastructures, critical for MMA needs. Given the growing data volumes and the
requirement of real-time classification, observatories now demand a paradigm shift to cope with
the scale and rate of discovery: the combination of AI algorithms with hardware accelerators is
poised to meet these demands. Reducing the resource footprint of these tasks by offloading them
to an accelerator will also allow researchers to deploy more resource-intensive algorithms, such as
directional reconstruction for neutrino observatories or parameter estimation for GWs. Specifically,
we will:

1. implement the directional reconstruction algorithms on hardware accelerators and apply them
in-situ for IceCube and for Deep Underground Neutrino Experiment (DUNE) to allow faster
follow-up to alerts (e.g., via SNEWS [8,11,42]) and better characterization of events to avoid
false positives.

2. deploy our AI algorithms within the front-end alert system to provide public astronomical
alerts for GW detections, including those algorithms with knowledge of the environmental
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monitoring sensors to reliably establish the fidelity of astrophysical events.

3. apply AI networks, knowledgeable of both multi-messenger information such as localization
maps and electromagnetic models, to provide candidate prioritization for the ZTF alert sys-
tem.

Neutrinos
DUNE, a neutrino experiment under construction, whose liquid-argon time-projection chambers
are capable of precision reconstruction of neutrino interactions [6] from supernova neutrinos [7] as
well as other sources, will be finalizing designs during the NSF award for the A3D3 Institute. For
DUNE, we aim to:

1. Develop accelerated ML-based astrophysical event selection and direction reconstruction al-
gorithms, focusing on the <100 MeV regime.

2. Interface with the Supernova Early Warning System for low-latency alert implementation.

IceCube is now in its second decade of operations with an extremely stable history of data-taking
(duty cycle typically in excess of 99.5%), filtering, and data processing. The IceCube Upgrade is
currently under construction with an expected installation of 7 additional densely-instrumented
strings in 2024-2025. Machine learning and in particular deep learning event reconstruction tech-
niques are already outpacing conventional algorithms. Furthermore, we aim to employ ML/AI at
all levels of the data pipeline from sensors to high-level analysis by:

1. FY2022Q3, Porting, to FPGA or GPU accelerators, pulse unfolding algorithms that extract
pulses from PMT waveforms (POC Joshua Peterson).

2. FY2023Q1, Port existing ”simple and fast” reconstruction code to accelerators

3. FY2023Q2, Compare evaluation of algorithms in 1 and 2 on FPGA vs. GPU

4. Implement ML-based ”fast” reconstruction for FPGA and/or GPU execution

Gravitational waves
LIGO and Virgo, recently also joined by KAGRA, use km-scale interferometry for the detection
of gravitational waves. They will be entering their fourth observing run (O4) in late Fall of 2022.
O4 will be a 1-year run, following which a 1-year commissioning break is currently envisioned.
The fifth observing run is currently planned to commence at the end of 2024 and it will include
the full network of ground interferometers which by 2024 will include KAGRA and LIGO-India in
addition to LIGO (in US) and Virgo. AI networks are performing comparatively in both detection
and inference for binary black hole systems [24, 25, 46]. We have designed and demonstrated the
use of AI-based denoising algorithms to increase the sensitivity of the LIGO instruments in real-
time [37]. We have also built “inference as-as-service” prototypes [27] based on the Services for
Optimized Network Inference on Coprocessors (SONIC) toolkit developed within Fast Machine
Learning (FML) [1]. Such computational frameworks allow the use of innovative hardware and
software solutions that enhance the speed of AI algorithms, are easy to scale and allow streaming
applications in GW noise regression and detection.

We will:

1. FY2022Q2, POC Alec Gunny: Extend and implement the IaaS prototype for use in the
upcoming fourth observing run of LIGO-Virgo-KAGRA on dedicated hardware at the GW
detectors.
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2. FY2022Q2, POC Saleem Muhammed: Demonstrate prototype on the GW collabora-
tions’ online Mock Data Challenge which will confirm the use of the system as appropriate for
collaboration use (including demonstration of statistically significant detections of the events
in the simulated injection stream).

3. FY2022Q3, POC Tri Nguyen: Demonstrate CBC detection prototype on the GW col-
laborations’ online Mock Data Challenge.

4. FY2022Q2/Q3/Q4 R&D in order to achieve improvements of the aforementioned individual
services.

5. FY2023Q1, POC William Benoit: Achieve improvements of the individual services:
inclusion of a wider variety of instrument channels into noise-regression algorithms like the
one we have provided so far, DeepClean.

6. FY2023Q2: Provide implementation of the aforementioned individual services onto dedi-
cated hardware. Services will be deployed and running for the LIGO-Virgo O4 observing
run.

Optical
ZTF, a wide-field optical survey, covers the visible sky every few nights, generating nightly tera- to
petascale event streams; it is a precursor to the Vera Rubin Observatory [28], and the techniques
being developed for parsing the more than 100,000 alerts being produced every night by ZTF,
will be essential to make use of the order of magnitude more data produced by the Vera Rubin
Observatory. The potential for scientific breakthroughs described above opens the possibility to
revolutionize how we search for GW counterparts.

Moving from searching for a relatively unknown needle-in-the-haystack to a well-characterized
set of objects will fundamentally change how we look for them. Given the use of significant telescope
time to search and follow-up EM counterparts, we need to efficiently schedule those observations.
The GW counterpart search problem, with the γ-ray burst and neutrino counterpart searches
closely related [18], is unique in the community, given the search regions requiring coverage; it is
not uncommon for regions to be 100× larger than the field of view of the telescope. For this reason,
the number of candidates identified for follow-up far exceed the availability of suitable resources,
and the rapid decay of the transients yields a situation where time is of the essence. To address
this, the AI network required to make candidate prioritization for the ZTF alert system requires
knowledge of astrophysical modeling such as nuclear physics input with a catalogue of simulations
sampling over probable neutron star equation of state models [54], kilonova models [15, 35], and
models for ejecta based on numerical relativity merger simulations [22]. This is an essential step
forward given the hundreds of thousands of transient alerts in current optical surveys.

We will:

1. FY2022Q2, POC Niharika Sravan: Design a system that determines the optimal follow-
up strategy to identify kilonovae from other fast transients given several tens of candidate
light curves.

2. FY2022Q2, POC Tyler Barna: Use AI to speed up inference on each potential counterpart
object, including when performing the GW and EM! (EM!) inference.

3. FY2022Q4, POC Niharika Sravan: With this framework as a backend, augment the
system to simultaneously target maximizing constraints for specific parameters [49], in our
case, H0 and the neutron star EoS, and discriminate between theoretical models, in our case,
binary neutron-star and black-hole neutron-star merger scenarios.

15



Kilonova

GRB

Global	astrophysical	modeling

A3D3	
Framework

Gravitational	waves	

Expansion	
rate	of	the	
Universe

Equation	
of	state	of	
a	neutron	

star

Compact	
Binary	

Coalescences

Dedicated	instrumentation

Cosmology

Nuclear	Physics

Machine	Learning

Object	
Classification

Inference	as	a	service

Online	
Platforms

Figure 4: Technical and scientific framework for multi-messenger astronomy with gravitational
waves, neutrinos and light, which includes the multi-messenger observables (gravitational wave,
gamma-ray burst and kilonova) of binary neutron star coalescences and multi-domain physics (nu-
clear physics, r-process nucleosynthesis, astrophysical modeling, gravitational-wave modeling and
cosmology). Together with astrophysical modeling, these resources are combined with online infer-
ence as a service platforms to create real-time data analyses, including low-latency infrastructure,
within the GW, neutrino, and optical astronomy communities. There are a myriad of science re-
turns for this prospective framework: measurement of the expansion rate of the Universe and the
measurement of the EOS of neutron stars [21].

4. FY2024Q1: POC Michael Coughlin Integration of this framework with public platforms
used for ZTF and LSST follow-up such as SkyPortal, a publicly developed and available
web application that stores and interactively displays astronomical datasets for annotation,
analysis, and discovery [55]

7.4 Neuroscience
The goal of systems neuroscience is to understand what computations are performed by neurons and
how these computations are implemented in brain networks. Experiments dissect these relationships
by inferring relationships between behavior and neural recordings, and by performing interventions
to causally link neural activity and behavior. Progress in neuroscience was historically impeded
by low data rates; however, neural recordings are now scaling with Moore’s law-like growth [52],
allowing electrophysiological and optical measurements from hundreds to thousands of sensors
simultaneously [17,29,48,51,53] for long periods of time [17] in complex environments [13,32,59].

With increased measurement capabilities, the challenge has shifted from data collection towards
data analysis and interpretation to make meaningful insights. Modern AI methods to process, or-
ganize, and analyze massive neural datasets will enable novel neuroscience research [20,38]. Within
A3D3 we aim to develop, test, and disseminate AI methods that are high-throughput and low-
latency to enable significant advances in our understanding of brain function.

Neuroscience data and experiments span a wide range of measurement modalities and use-cases.
To build broadly impactful tools, our efforts will span a range of data types and experimental
conditions. Specifically, we will address two key challenging domains:
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1. Low-latency AI algorithms to detect neural features of interest that enable real-time experi-
mental manipulations.

2. High-throughput AI algorithms to identify relevant neural and behavioral features, and rela-
tionships between neural and behavioral data.

Low-latency algorithms
Real-time, ”closed-loop” interventions, where experimental parameters are varied based on detected
neural activity, are powerful scientific tools. For instance, the relationship between a particular
neural feature and behavior can be explored by causally intervening (e.g. stimulating the brain)
when that feature is detected and observing the impact on behavior. Such closed-loop manipulations
have helped shed light on how neural activity patterns like ”sleep spindles” relate to learning and
memory [?]. Closed-loop, real-time interventions also allow for more precise and effective neural
therapies, for instance improving deep-brain stimulation approaches [?].

Most existing approaches used for closed-loop neuroscience experiments have limited temporal
accuracy, for instance detecting the onset of key events like a sleep spindle and then stimulating
once it has already started [?]. We aim to develop methods that can accurately predict the future
occurrence of neural events and enable truly real-time manipulations. The majority of existing
closed-loop methods also use bulky hardware (e.g. wired recordings and desktop computers), limit-
ing the range of experimental applications. We aim to co-design software with hardware design to
build compact platforms that could, for instance, be worn by an animal research subject. Together,
these efforts will build powerful AI tools to enable new neuroscientific discovery.

We will develop a hardware and software system for low-latency detection and/or prediction of
Sleep Spindles in electrophysiological recordings from animal subjects. The Sleep Spindle detection
algorithm will be developed by Prof. Shlizerman’s lab in collaboration with Prof. Orsborn. Prof.
Hauck and Prof. Hsu’s joint efforts will be on creating an efficient hardware platform that interfaces
with an existing neural recording system (White Matter Research), and an HLS4ML/TinyML
implementation of the detection algorithm. This system will then be deployed and evaluated on
the testbed within Prof. Orsborn’s lab. Specifically, we will:

1. 2021-22 Develop a low-latency implementation of a neural signal prediction auto-encoder
network, tested in a wired non-wearable data-streaming setup.

2. 2021-22 Develop and validate an offline spindle detection algorithm

3. 2022-23 Implement a low-latency spindle detection algorithm and test in a wired data-
streaming setup.

4. 2022-24 Develop and test a wired non-wearable system that detects spindles and controls
neural stimulation.

5. 2024-25 Develop and test a wearable form-factor, wired (data-streaming) system that detects
spindles and controls stimulation

6. 2025-26 Develop and test a fully wearable system that detects spindles and controls stimu-
lation

High-throughput algorithms
One of the challenges in understanding how neural activity underlies flexible behavior within the
sensory and motor systems is being able to consolidate and interpret large datasets of neural activity
recorded from neurons across many brain areas. Recent major advances have been made in this
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area by building artificial neural networks (ANNs) that mimic the structure and connectivity of
the true nervous system, co-training the natural and artificial neural networks, and probing these
artificial networks to help understand the function of the natural system [?].

In order to understand the neural circuits underlying flexible, adaptive motor behaivor in the
brain, Prof. Dadarlat will collaborate with Profs. Liu and Li at Purdue, in addition to non-A3D3
AI experts at Purdue, in order to collect and analyze large neural datasets spanning many brain
areas during complex sensory and motor behavior. Specifically, we will:

1. 2021-22 Collect simultaneous neural and behavioral animal data, relating animal motiva-
tional states, locomotive patterns, and sensory environment with neural data within brain
areas such as the motor, somatosensory, and parietal cortices.

2. 2021-22 Develop and validate an offline ANN that maps neural activity across cortical areas
into behavioral and sensory parameters. Map artificial neural network data onto

3. 2022-23 Record behavioral and neural representations of novel wheel textures, and the sub-
sequent adaptation dynamics.

4. 2022-24 Develop and test a real-time ANN that predicts changes in behavior state.

5. 2024-25 Manipulate sensory-motor environment in real-time to probe for predictive coding
in the motor system, by forcing discrepancies between neural predictions and the real world.

6. 2025-26 Develop a large-scale ANN integrating predictive coding data to complete a model
of sensorimotor coding and adaptation in the mouse nervous system.

7.5 Heterogeneous and Targeted systems

7.5.1 Overview

This section will give a brief overview of the different systems we target in HEP, neuroscience, and
MMA with a look toward how we can develop common tools and techniques. First, we define
the two separate, but overlapping, areas of interest for the two subgroups. The two subgroups will
be led by Javier Duarte (Targeted) and Eli Shlizerman (Heterogenous).

• Targeted systems: Hardware-based, edge devices, on-sensor, including FPGA, ASIC, or
other technology used for monitoring, instrument control, data selection, or data processing
often in real-time or with very low latency.

• Heterogeneous systems: CPUs plus coprocessors, high-throughput data processing, may
include HPCs, cloud resources, asynchronous communication, as-a-service.

Important considerations related to these groups is how the targeted or heterogeneous systems
look (hardware specifications, constraints, etc.), how we currently “program” these systems (in-
cluding the use of AI algorithms and tool flows like hls4ml), and thoughts for improving workflows,
infrastructure, which can be developed in common.

7.5.2 Development Strategy

Our focus will be to promote development of

• Systemic Approaches

• Hardware

• Software

• Pipelines
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Figure 5: Examples of Targeted and Heterogeneous systems approaches at the LHC.

• Data types

– Stationary (Spatial)

– Dynamic (Temporal)

– Multidimensional and Dynamic (SpatioTemporal)

7.5.3 Existing approaches

• HEP: In HEP, real-time applications include the LHC level-1 trigger (FPGA-based), on-
detector data reduction (ASIC-based). In addition, SONIC is used for as-a-service coprocess-
ing

• MMA: HEPCloud

• HERMES

• Neuroscience: Sleep spindles

7.5.4 Targeted Systems Plan

The group will have biweekly meetings aligned with the FastML “hls4ml” meeting. Several appli-
cations for the LHC Level-1 trigger will be developed, including jet tagging and missing transverse
momentum regression. A hands-on tutorial for deploying algorithms in hardware will be held.

7.5.5 Heterogeneous Systems Plan

The group will have biweekly meetings aligned with the FastML “coprocessor” meeting.

7.5.6 Timeline of goals?

• Integration of MMA and Neuroscience algorithms into hls4ml

• Tools for easier deployment on real hardware like VCU118 development board

• SONIC deployed for MMA and Neuroscience use cases

7.6 Engagement
7.7 Education and Outreach
A3D3 represents a significant body of experience and resources in education, workforce develop-
ment, and outreach. All partner organizations already have well-established programs covering
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many different aspects in these areas, many the result of prior NSF funding. Although these tend
to be in specific science domains, we want to leverage them where possible rather than reinventing
the wheel. The key, as with many activities within A3D3, is thus to identify commonalities across
the disciplines and then develop specific programs around them.

Our overall strategy is to focus on six specific areas: undergraduate participation, curriculum
development, training, support for citizen science, QuarkNet, and local outreach events and social
media. A crucial initial task is to have a comprehensive understanding of the resources at our
disposal across the partner institutes. We are conducting an Education Resource Census to catalog
the course materials that individual members have produced for data science classes, bootcamps,
and workshops, as well as hardware and infrastructure that can be used to support education and
outreach efforts. We plan to implement this using the ERuDIte metadata standard for data science
training resources (from the biomedical community) which extend the utility of the catalog beyond
just A3D3 use but also will allow it be interfaced with other community science resources expressed
in similar form.
A3D3 Seminar Series: Prior to the A3D3 Kickoff meeting in early November, we held a series of
four internal seminars, one in each of MMA, HEP, HAC, and Neuroscience, to provide a common
knowledge base for subsequent planning and discussions. Building on this, we will hold a monthly
A3D3 Seminar with a six-month cycle of topic: for four months, we will draw on a speaker from
one of our science areas; for a fifth month we will select a speaker from a non-A3D3 science area,
possibly from another HDR Institute; and for the six month we will invite a leading figure as a A3D3
Distinguished Speaker. Speakers can be proposed by any A3D3 member via their institute/science
coordinator and will then be finally selected by the PI. All seminars will be recorded and made
available on the A3D3 Youtube channel.
Community Awareness: We believe that the development of curricula and other education materials
is most effective in partnership with education professionals, of which a growing number regularly
attend annual and biannual meetings of professional science organizations. In fact, dedicated
tutorials, workshops, and meetings-within-a-meeting aimed at this particular audience are now a
common component of such conferences. An A3D3 presence in these venues will help us to solicit
feedback on areas where we may want to focus as well as establish new contacts with potential
collaborators in these audiences. We plan to have such a presence at the annual FastML for
Science workshop in 2022 and are identifying other meetings where a similar presence would be
productive, e.g., American Astronomical Society meetings, and American Association of Physics
Teachers meetings.
Local Outreach and Social Media: A3D3 reflects a diverse background of institutions and orches-
trating a program of local outreach activities across these does not seem effective. We will instead
adopt a grassroot approach relying on individual institutions to employ existing networks to pro-
mote A3D3-related material, either as the specific focus of a public lecture, say, or as a contribution
to an exhibition at a library, museum, or planetarium, for example. A3D3 will keep track of these
and provide assistance where requested. For those wanting to develop new activities or expand
existing ones, we will leverage in-house expertise within A3D3 institutions, e.g., the MIT Office
of Open Learning, to partner with specific groups to do so. In addition to the YouTube chan-
nel already mentioned, we are also planning a A3D3 podcast and seeking interested A3D3 junior
members to participate.
Curriculum Development: Given the extensive materials that already exist in the community, we
need to identify specific areas where A3D3 resources and products can have the most impact on
curricula and how this can be achieved. The ERC will provide with us with the basis for further
discussions by outlining where we have existing support. It may well be the case, however, that
we need to adopt a domain-specific approach here rather than a generic one in addressing areas
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of targetted development. Again feedback from community liaisons will also be helpful here and
developing an overall strategy will be an initial focus.
Citizen Science Support: The development of a public repository of resources in support of citizen
science projects around A3D3 products is planned for 2023 onwards.

7.8 Equity and Career
An Equity and Career committee with 10 members, including professors, postdocs, and graduate
students will be formed, coordinated by Javier Duarte and Mia Liu. Members will rotate on on a
yearly basis. The charge of the committee includes:

• Coordinating and organize the postbacc program

• Reviewing postbacc applications

• Coordinating postdoc mentoring

• Reviewing and revising the code of conduct

• Conducting the merit review of the Equity, Diversity, and Inclusion (EDI) for the institute

The committee will be formed in January 2022 based on nominations received in December
2021.

The postbacc program advertisement will be made public by the end of December 2021, and
distributed to the mailing lists of the National Society of Back Physicists, National Society of
Hispanic Physicists, Undergraduate Women in Physics, Black in AI, Latinx in AI, and Women in
ML. The deadline for applications to be received will be March 2022, and applicants will be selected
by April 2022, with a start date anticipated in June or July 2022. A standardized rubric for holistic
review will also be created for to evaluate applicants.

Postdoc mentoring activities will begin in January 2022, with an assignment of mentors as one
of the first tasks of the committee.
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Templ, S., Thomas, B., Torró-Pastor, E., Trocino, D., Trojanowski, S., Trovato,
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