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Traditional deployments

A server that hosts applications:
• Tomcat
• WebLogic
• …

Shared system resources or 
virtualization on a single physical 
machine.



Source https://kubernetes.io/docs/concepts/overview/



Traditional vs. Virtualized deployment

If multiple applications run on a physical server, there can be instances where 
one application would take up most of the resources, and as a result, the other 
applications would underperform.

Virtualization allows better utilization of resources in a physical server and 
allows better scalability because an application can be added or updated 
easily, reduces hardware costs, and much more. 



Container deployment

Containers are like VMs, but they have 
relaxed isolation properties to share the 
Operating System (OS) among the 
applications. Therefore, containers are 
considered lightweight.



Container runtime

The container runtime is the software 
that is responsible for running 
containers.

These are several common container 
runtimes:

• Docker Engine

• containerd

• CRI-O

• Mirantis Container Runtime



Containers and Images

A Docker image is built up from a series of layers. 
Each layer represents an instruction in the image’s 
Dockerfile. 

The major difference between a container and an 
image is the top writable layer. All writes to the 
container that add new or modify existing data are 
stored in this writable layer. When the container is 
deleted, the writable layer is also deleted. The 
underlying image remains unchanged.



Some of the containers’ advantages

• Agile application creation and deployment: increased ease and efficiency of container 
image creation compared to VM image use.

• Environmental consistency across development, testing, and production: Runs the same on 
a laptop as it does in the cloud.

• Loosely coupled, distributed, elastic, liberated micro-services: applications are broken into 
smaller, independent pieces and can be deployed and managed dynamically – not a 
monolithic stack running on one big single-purpose machine.

• Resource isolation: predictable application performance.

• Resource utilization: high efficiency and density



When there’s too many containers…

Containers are a good way to bundle and run your applications. In a production 
environment, you need to manage the containers that run the applications 
and ensure that there is no downtime. For example, if a container goes down, 
another container needs to start. 

Wouldn't it be easier if this 
behaviour was handled by a 
system?



Kubernetes

Kubernetes provides you with a framework to run distributed 
systems resiliently. It takes care of scaling and failover for your 
application, provides deployment patterns, and more.

• Service discovery and load balancing Kubernetes can 
expose a container using the DNS name or using their own 
IP address.

• Storage orchestration Kubernetes allows you to 
automatically mount a storage system of your choice.

• Automated rollouts and rollbacksYou can describe the 
desired state for your deployed containers using 
Kubernetes, and it can change the actual state to the 
desired state at a controlled rate.

• Self-healing Kubernetes restarts containers that fail, 
replaces containers, kills containers that don't respond to 
your user-defined health check, and doesn't advertise them 
to clients until they are ready to serve.





Control Plane

The control plane's components make global 
decisions about the cluster (i.e., scheduling), as 
well as detecting and responding to cluster 
events (i.e., starting up a new pod).

• kube-apiserver

• etcd

• kube-scheduler

• kube-controller-manager



Node

Node components run on every node, 
maintaining running pods and providing the 
Kubernetes runtime environment.

• kubelet

• kube-proxy



Inside a Node

• Deployment

• Replica set

• Pod

• Service



Deployment

• A Deployment provides declarative updates 
for Pods and ReplicaSets.

• You describe a desired state in a Deployment, and 
the Deployment Controller changes the actual state 
to the desired state at a controlled rate.

• A ReplicaSet's purpose is to maintain a stable 
set of replica Pods running at any given time.

• Pods are the smallest deployable units of 
computing that you can create and manage 
in Kubernetes.

• A Pod is a group of one or more containers, with 
shared storage and network resources, and a 
specification for how to run the containers.



Simple deployment example



Service

An abstract way to expose an application 
running on a set of Pods as a network service.

• Kubernetes Pods are created and destroyed 
to match the desired state of your cluster. 
Pods are nonpermanent resources.

• In Kubernetes, a Service is an abstraction 
which defines a logical set of Pods and a 
policy by which to access them. 



Service and 
Pod linking

This specification creates 

a new Service object 

named “nginx-service", 

which targets TCP port 

80 on any Pod with the 

app.kubernetes.io/name

=proxy label.



Ingress

Ingress exposes HTTP and 
HTTPS routes from outside 
the cluster to services 
within the cluster. Traffic 
routing is controlled by 
rules defined on the Ingress 
resource.



Creating a K8s Cluster

Using kubeadm, you can create a minimum viable Kubernetes cluster that conforms to best practices.

What’s required:

• One or more machines running a deb/rpm-compatible Linux OS; for example: Ubuntu or CentOS.

• At least 2 CPUs and 2 GiB or more of RAM machine

• Full network connectivity among all machines in the cluster

• A container runtime installed on the machine

• A Container Network Interface (CNI) based Pod network add-on so that your Pods can communicate with 
each othe. I.e., Calico

https://projectcalico.docs.tigera.io/getting-started/kubernetes/


Installation process
Very detailed instructions can be 

found at  the official K8s 
documentation web-site

https://kubernetes.io/docs/setup/production-environment/tools/kubeadm/create-cluster-kubeadm/


Docker Images

Docker builds images by reading the instructions from a 
Dockerfile. This is a text file containing instructions that 
adhere to a specific format needed to assemble your 
application into a container image.

• FROM <image> Defines a base for your image.

• RUN <command> Executes any commands in a new 
layer on top of the current image and commits the 
result.

• CMD <command>  Lets you define the default program 
that is run once you start the container based on this 
image.

RUN <command>

https://docs.docker.com/engine/reference/builder/#run


Image Registry

• Docker Hub, GitHub Container Registry, GitLab Container Registry, CNCF 
Harbor Project…

• Based on Open Source Registry implementation for storing and distributing container 
images using the OCI Distribution Specification.

• Docker Hub is a service provided by Docker for finding and sharing 
container images.



Helm Charts

The package manager for Kubernetes.

• Helm helps you manage Kubernetes applications — Helm Charts help you 
define, install, and upgrade even the most complex Kubernetes application.

• Charts are easy to create, version, share, and publish.



• Template k8s manifests

• Take care about upgrading installations (i.e. removing deleted 

resources)

• Keep track of revisions of your installations

• Allow you to add helm charts to your application as a dependency 

(include PostgreSQL and Kafka for example)

• Define chart with externalised configuration options and re-use it (i.e. 

customize per environment)



ArgoCD

Argo CD is a declarative, GitOps continuous delivery tool 
for Kubernetes.

Argo CD follows the GitOps pattern of using Git 
repositories as the source of truth for defining the desired 
application state.

Kubernetes manifests can be specified in several ways:

• helm charts

• kustomize applications

• jsonnet files

• Plain directory of YAML/json manifests



ArgoCD 
Architecture

Argo CD is implemented as 
a kubernetes controller 
which continuously 
monitors running 
applications and compares 
the current, live state 
against the desired target 
state (as specified in the Git 
repo)



Useful Resources

• Kubernetes Challenges

• https://kodekloud.com/courses/kubernetes-challenges/

The Kubernetes Challenges is a FREE, fun and challenging set of challenges 
to Practice Kubernetes hands-on.

https://kodekloud.com/courses/kubernetes-challenges/


Useful Resources

• Killercoda, Killer Shell

• https://killercoda.com/killer-shell-ckad

• https://killercoda.com/killer-shell

Interactive Scenarios for Kubernetes Application Developers.

https://killercoda.com/killer-shell-ckad
https://killercoda.com/killer-shell


Questions?


