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Minimizing the loss function
● Last week I wrote a simple script to check if the neural network could be used to reconstruct events with a 

gradient descent algorithm.
○ https://github.com/cvilelahep/CRinGe/blob/master/fit_event.py

● To make this work, I don't use the network parameters. I convert to the following parameterization in the 
function to be minimized:
○ Ex, Ey, Ez: direction cosines multiplied by energy.

■ In neural network, direction cosines and energy are factorized.
○ x, y, z: this is unchanged.
○ PID vector is fixed, so it's not a variable in the function to be minimized.

● To mimic a pre-fitting stage, I randomize Ex, Ey, and Ez, with sigma = 50% of their value and x, y, z with 
5m/sqrt(3) each.

● Then I minimize the loss function assuming the electron hypothesis.
○ Using the randomized truth as the starting point.

● After that, minimize the loss function assuming the muon hypothesis.
○ Use the result of the electron fit as the starting point.

● The minimizer is the Nelder-Mead algorithm in Scipy.optimize and it currently takes a bit under 1 minute per 
event to run this on CPU – note, no effort made to optimize for run time, yet… 
○ About 90% of the fits converge successfully – probably also a function of the "pre-fit" algorithm.

● Following results obtained with charge+time (uncorrelated) 5-Gaussian network.
○ No fiducial volume cuts applied.

https://github.com/cvilelahep/CRinGe/blob/master/fit_event.py
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Particle identification


