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Two teams working in close contact
HEPiX Benchmarking WG WLCG HEPscore deployment TF

— Propose a migration scenario from HS06
to the new benchmark

— Recommend the benchmark

— Evaluation of benchmark alternatives

— Design and development of the
HEP Benchmarks project

composition
— Validation of the HEP workloads — Current primary focus on x86 arch
— Analysis of benchmark measurements — Coordinate the collection of recent
workloads from Experiments
— The team(*), ~13 people, meets weekly — Onboard WLCG sites in the benchmark
measurements

— Active (again) since 2018
— Chairs: Manfred Alef (KIT) Domenico

Giordano (CERN) Michele Michelotto
(INFN)

— The team(*), ~20 people, meets bi-weekly
— Started on Nov 4. 2020
— Chair: H. Meinhard (CERN)

(*) See backup slides for member list
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Benchmarking CPU in HTC

 Measuring the storage is relatively simple. The unit of measurement is
the byte
— in HEP a server is filled with several TB and a Data Center with PB

O To measure the computing power of a server, a farm, a data center we
are interested in the Throughput in terms of events processed in a
certain amount of time (Events/sec)

O This measurement is not easy. Each collaboration has a complicated
environment (libraries, kernel, version of O.S., scripts, detector
description, conditions databases) so historically HEP community used
a comparison with a reference machine (CERN UNITS, VUPS, SPEC®)
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Usage of SPEC® CPU in HTC

O The first SPEC® CPU89 was released in 89, Then came SPEC INT and SPEC FP in 1992,

1995, 2000 (SIZ2K)
— This was a period of big changes: the CPU architectures, instruction set, bigger and bigger

L1, L2, L3 caches, bigger memory, faster clock

O In HEPIX workshops we started noticing that the SI2K reported for similar servers with same
CPUs were rather different
— Some sites were taking the value published by SPEC™, some the SI2K base or the SI2K
peak, then multiply by number of cores. Others site had the manpower to make their own
measurements with the actual compiler used on their DC, but with different optimization and
compilation switches

Q During the HEPIX Spring 2006 at JLAB a working group was proposed to address this problem
and around 2008 the WG proposed HEP-SPEC 06 (HS06)
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REP-SPECOG

g

g

HEP-SPEC 06 is a script that take some sub benchmarks of SPEC CPU 2006, run them like batch jobs,

with the default compiler, in 32bit mode, with the compilation switches used by LHC experiments around

2008 and then produces a score for that server

— Only the CPP benchmarks

— The share of INT and FP instructions was similar to the usage of INT and FP on the Ixbatch cluster
around that period

The big advantage of HS06 was that every site had the same recipe and could obtain the same score in a

range of few percent

— Widely adopted since 2009 not only for procurements but also in accounting, to define the CPU
resource pledged in WLCG but also to check if some server had hardware problems

— Surprisingly was used also outside WLCG

Weak points

— Itis a 32bit benchmark but the 64bit version is about 15% faster both in HS06 and the experiments

— We must wait for a new SPEC release

— Sites and vendors need to buy a license to run it
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Replacement of HS06 as CPU benchmark

O Many Technological changes from 2009 to nowadays:

— Cloud infrastructures, virtual environments, containers, multi threaded applications, collaborations exploiting vectorization and
GPU

O Reasons to change
— Since year 2018, the CPU 2006 suite is not supported anymore by the SPEC corporation
— Reports of discrepancies with the Run 2 LHC experiments’ applications (LHCb)
» Need to investigate scaling with new (Run 3) HEP applications
HSO06 is not a HEP-specific benchmark
* Interest in adopting a field-specific benchmark
Desire to identify a benchmark suitable for all architectures to be adopted in HEP (x86, ARM, GPUs, ...)

O HEPscore is proposed by the HEPiX Benchmarking WG

— Uses the workloads of the experiments as application benchmarks

— Combines them in a single score as HS06 does
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HEP Workload

O The equivalent of a SPEC sub-benchmark

O E.g. Event GEMeration, Full Event
S/IMulation, DIGtization, RECOnstruction

O Singularity SIF images are distributed via
the Harbor reqistry. Docker images are
distributed via a gitlab reqistry

O For first time, one can easily compare
workload on different servers and
architecture

[ Standalone HEP Container WL

Tk

r Orchestrator

v

local

cvimfs

orkload Extract Scores
k“ Run

A

DL

> f— |
Results

y

26/04/2022
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https://registry.cern.ch/harbor/projects/892/repositories

HEP-score

O The equivalent of the HS06 script

(- HEP-score

0 Combine several sub benchmarks /
workloads and produces a single number 4 )

Run HEP Workloads
Collect &Validate results |

Standalone HEP Cantainer Win |

Standalone HEP Container WL2

[ standalone HEP Container WL,

{+ Orchestrator
HEP Workload | | Extract Scares
o

O Singularity & Docker supported; Python
wheels available.

\ _J
. — ~
O v1.4 just released (podman, k8) Compute HEPscore
Q Default config (HEPscoreBeta) validated [ Report HEPscore ,
up to 256 cores g
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https://gitlab.cern.ch/hep-benchmarks/hep-score/-/releases#v1.4

HEP Benchmark Suite

/ HEP-Benchmark-Suite \
F b Y 3

O Run the HS06, CPU 2017, Pugine | Data processing
HEPscore, but also other benchmarks [ byt } v,.wmm.n,Haumw}

Benchmark
Parameters

T |
O Run benchmark = Extract server [ o [ — ¥ l
. : : ks nyec Publish
metadata - Validate the overall sl || G ] ““""j:'“’“‘J [
report - Publish on the remote \_ o =l vy
Elasticsearch DB
A 4
- b A F Y
O Metadata section with detailed HW o !
information, install as unprivileged v v ¥ v g
user, python wheels available Gz R ,
HS08 SPEC CPU2017| | HEP-Score (CPUS & GPUS) | Other !
O R et i) R P v
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https://gitlab.cern.ch/hep-benchmarks/hep-benchmark-suite/-/releases

ES-HEP-BMK: the ES infrastructure

Messaging

O Elasticsearch (Open Distro) is the storage
solution selected for the monitoring, analysis
and long-term preservation of the
benchmark results 1 %

O Separated tenants coexist in the same l’F
cluster to access procurement data or
WLCG data

O ACLs in place for authorization access.

Based on egroups.

O Still few issues to solve: individual cases of s
externals not having access via their S
CERN/Edugain certificate & SSO

ACTIVE

|ﬂ 8: Benchmarking
WLCG & HEP Centers

(& BMK es-hep-bmk.cern.ch
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Standalone HEP Container WL w

HEP Benchmarks project _

Three main components (¢ Orchestrator

HEP Workload Extrgct Scores
- A )
— HEP Workloads

» Standalone reference HEP applications

— No network needed at runtime to access sw and data HEP-score
» Common build infrastructure )
Run HEP \_Norkloads /
— HEP Score (the benchmark) /D Collect &Validate resultsJ
* Orchestrate the run of a series of HEP workloads [ Compute HEPscore } G A
+ Compute the HEPscore value Report HEPscore {in"E'E:EJ e G
( ) = & T 8]
» Report whole set of WL results 2 | o || it [ o ]
K((::». : ﬁ]j % L
— HEP Benchmark Suite E
T— - D > P
* Framework to run likewise multiple benchmarks S e
—  HEPscore, HS06, SPEC CPU2017... ‘ [oe) B2 (o) ‘J
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@ Springer Link

20271: a milestone

Original Article \ Open Access | Published: 14 December 2021

HEPiX Benchmarking Solution for WLCG Computing

Resources
D “ |t b bl t t Domenico Giordano &, Manfred Alef, Luca Atzori, Jean-Michel Barbet, Olga Datskova, Maria Girone,
may e pOSS| e O Crea e a neW Christopher Hollowell, Martina Javurkova, Riccardo Maganza, Miguel F. Medeiros, Michele Michelotto,
Lorenzo Rinaldi, Andrea Sciaba, Randall J. Sobie, David Southwick, Tristan Sullivan & Andrea Valassi
be n C h m a rk fo r C P U S ba Sed O n H E P Computing and Software for Big Science 5, Article number: 28 (2021) | Cite this article
applications”
40§— 1e-02
— Obtained with the demonstrator benchmark, - HS 06,45
zo;— o/n ~0.34%
HEPscoref, based on Run 2 HEP workloads 1o
20.;8 3 3.02 3.(‘)4 3.(‘)6 3.08 3t1 Hs(a)éz
— Published in the CSBS paper (Springer journal) o
896: %2 / ndf 81/5
. ‘E 80%: 5 2:(‘)2
O Not yet the final benchmark
SOE- HEPscore,,
40
30E- o/p ~0.06%
20F-
10 3
%06 308 81 812 514 16  a1s_ 32

HEPscoreB
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https://link.springer.com/article/10.1007/s41781-021-00074-y

Measurement campaign

Prior to any recommendation about the new benchmark composition, the TF

“matrix” of score measurements

CPU CPU
agreed on model A model B
—>
O Extending the list of standalone HEP workloads HS0654,
— Run3 workloads from LHC experiments HS06
. . 32bit
— Onboard other HEP communities that currently are using HS06 SR Gl S
« Belle2, DUNE, Juno, Grav. Waves Exp (IGWN) (cpp config)
O  Studying the workloads’ performance on several servers = G T
— Cover as much as possible all the server configuration, including CPU (intrate config)
models, deployed in production at HEP sites
HEP WL,
— Include SPEC CPU benchmarks
HEP WL,
* HS06 as well as SPEC CPU 2017 (intrate and cpp configs)
\l HEP WL,
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Action 1: Extend list of HEP workloads

O The WG to build the standalone containers

Q

Q

— In close contact with the experiments’ experts

10 workloads for x86 to enter in the matrix

Legend
ok
In progress

Not started yet

— 8 ready; 4 are Single Process or Single Thread 3 |dtas gensheree

In addition, 2 prototype workloads for GPU

(Madgraph generator and CMS HLT-like)

— Demonstrate the HEPscore usability on other arch. i sae

(longer term goal!)

M.Michelotto (INFN)

A B c D E E G H I ]
‘WL developed in a
git fork (if Merged in HEP- Ready for the
1 WL os Platform relevant) Worklaods repo Built Validated score "metrix"
Alice Gen-Sim-Reco _|S. Piano cc7 _|x86
'W. Lamp cc7  |x86
4 Atlas simMT 'W. Lamp cc7 |86
5 LHCh gen-sim 2021 |A. Valassi cc7  |x86
6 CMSgen-simRun3  |A. Sciaba cc7 _|x86/arm x86/arm
7 CMS Digi Run3 A. Sciaba cc7  |x86/arm Xx86/arm
8 CMS Reco Run3 A. Sciaba cc7  |x86/arm x86/arm
9 CMS HLT-like A. Sciaba cc7  |x86 & GPU x86
R. Sobie 7 |x86
¥ Dune A Mc Nab J hitpss//altiab.cem) - On hold for lack of time from Dune experts
12 Juno X. Yan cc7  |x86 https://gitlab.cern.|
13 IGWN . Willis cc7  |x86
14 Madgraph A. Valassi cc7  |x86 / GPU

HEPIX Spring 2022
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Validation of the new HEP Workloads 1

O Quantified the WL score stability

Standard deviations of
measurements typically < 1%

CERN testbed of 3 servers
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Action 2: Run on multiple x86 platforms

S , ‘matrix” of score measurements
O TF to promote the identification of a set of server representative of

CPU CPU
the HEP production platforms model A model B _ K
— Encourage HEP sites to offer servers and expertise to run the h——
benchmarks HS06.,5,
— And supervise the progress of the benchmark process (SCZ';%oiE;’)ZOW

SPEC CPU 2017
(intrate config)

O WG to assist volunteers in the benchmark execution HEP WL,
— Scripts to run the HEP Benchmark Suite HER L
— Dashboards to monitor the data collection HEP WL,

— (Gather feedback for improvements

) )
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#Sites. # SMT configs # RAM config

SPEC benchmark measurements =t 7

AMD EPYC 7302 16-Core Processor 2 1 2
AMD EPYC 7702 64-Core Processor 2 2 2
Intel(R) Xeon(R) CPU E5520 @ 2.27GHz 2 2 2
= Dashboard TF Measurements Fullscreen  Share  Clone  Reporting
Intel(R) Xeon(R) CPU E5-2630 v3 @ 2.40GHz 2 1 2
TFM: CPUs per Site TFM: Doeuments per Site
Intel(R) Xeon(R) CPU E5-2650 v4 @ 2.20GHz 2 1 2
® AMD EPYC 7742 64 220 @ IN2P3-SUBATECH
\\\ \\i @ Intel(R) Xeon(R) CP- Gridka : Intel(R) Xeon(R) CPU E5-2680 v4 @ 2.40GHz 2 1 2
\\\\\\\\\\\\\ ® AMD EPYC 7702 64- 200 ® cerN :
N \\\\ ! @ IntelR) Xeon(R) i © Ninet © Intel(R) Xeon(R) Gold 5118 CPU @ 2.30GHz 2 3 1
.\\ ® AMD EPYC 7551P 3.. ®rc .
180 | Intel(R) Xeon(R) Silver 4210 CPU @ 2.20GHz 2 1 1
@ intel(R) Xeon(R) CP- ® cA-UVic-Cloud :
@ intel(R) Xeon(R) CP- ® Gridka-Tier3 Intel(R) Xeon(R) Silver 4216 CPU @ 2.10GHz 2 2 2
-= @ AVD EPYC 77020 6. 0 oo
/" © AMD EPYC 7H12 64 ® ucus | AMD EPYC 735116-Core Processor 1 1 1
@ intel(R) Xeon(R) CP- o | © Tt )
‘/.." & ) e G © Moot { AMD EPYC 7443P 24-Core Processor 1 1 1
.l Intel(R) Xeon(R) Gol- @ NDGF-UCPH AMD EPYC 7452 32-Core Processor 1 1 1

® IntellR) Xeon(R) CP-. ® CCIPL-SUBATECH

: AMD EPYC 7551P 32-Core Processor 1 2 1
TFM: measurements per site 100 :
|
| |
l
I
w Il

AMD EPYC 7702P 64-Core Processor 1 1 1
o ® CA-UVie-Cloud
B9 o
Sty
& O “\ ® cLas w
.'..‘ ® cemn
[7 orc
( ‘ @ GridKa-Tier3 40
| | 1

it
®en 2 (I |||| |
@ INFNTI I'II
® CCIPL-SUBATECH . | I'- I-I- I

Count

AMD EPYC 7713 64-Core Processor 1 1 1
AMD EPYC 7742 64-Core Processor 1 2 1

AMD EPYC 7H12 64-Core Processor 1 1 1

1 :
AMD Opteron(tm) Processor 6174 1 1 1
|| ||| : AMD Opteron(tm) Processor 6376 1 1 1
I. s :

1 Intel Core Processor (Haswell, no TSX, IBRS) 1 1 1
: :I;ii:iCPH _ 2021-11-21 2021-12-05 2021-12-18 zozz-m-oilm“nz':iz-m-!s 2022-01-30 2022-02-13 2022-02-27 H In(eI(R) Xeon(R) CPU E5630 @ 2.53GHz 1 1 1
= : Intel(R) Xeon(R) CPU E5-2640 v3 @ 2.60GHz 1 1 1
~ H 4 Intel(R) Xeon(R) CPU E5-2660 0 @ 2.20GH:; 1 1 1
a 5.4k measurements collected since Dec '21 | ImelRheon @ 2200mz
Intel(R) Xeon(R) CPU E5-2665 0 @ 2.40GHz 1 2 2
. . . H Intel(R) Xeon(R) CPU E5-2670 0 @ 2.60GHz 1 3 2
O >30 distinct CPU models from 13 WLCG sites . IntoR) Xeon(R) CPUES 268013 @250GHz 1 . .
Intel(R) Xeon(R) Gold 5218 CPU @ 2.30GHz 1 1 1
— Multiple HT and RAM configurations available | memxeRckencemwa 1 !
Intel(R) Xeon(R) Gold 6148 CPU @ 2.40GHz 1 1 1
Intel(R) Xeon(R) Gold 6252 CPU @ 2.10GHz 1 1 1

— Same model in multiple sites: only in 1/3 of the cases
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Repeated measurements

O Executed benchmarks a significant

number of times (>10) to perform

e E—

—
-
=

—_—

accurate studies M

U Detailed data analysis ﬂu ﬁ

Do | =

— by extracting data from ES |ﬂ l
g ] ]

I L
)
=

e iE—
—— | i | 1 i
= ;

— offline data cleaning and fits M H
1 1
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HS06 64bit vs HS06 32bit

Study of SPEC .
SPEC values across the benchmarked CPU models : & :
— (a,b) Confirm the average conversion factor Iy * : L o oolovales
between HS065, and HS06g, is 1.14 (i.e. o £ ol Enmns nanas asnas Raans s
HS064, is 14% higher than HS06.,,) Sy - iy R N SR
R e B e sout o Pt o
— (c) Confirms the correlation of HS064, and SPEC (a) (b)
CPU2017 cpp rate config., as already reported . SPECR017 CPPusHS06 seb ) SPEC2017 INT vs SPEC20170PP
by the WG in the past (see paper) P e i :
’ : per-core values = F per-core valu
— (d) Shows that SPEC CPU 2017 intrate and cpp * 5 o /
config. are compatible within 10% X o . T
NB: (c,d) data are normalized to the number of active o ——1 S S ——
cores. (b) normalized to physical cores (c) o @
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https://link.springer.com/article/10.1007/s41781-021-00074-y

(see Randy’s Slides)

Study of workload

Some WL normalized to number of physical cores
Residual are deviation of the workload from the “fit” Res = (Y-YFit)/Yfit = (Y/YFit — 1)
Atlas Gen Sherpa (a), Atlas Sim MultiThreaded (b), LHCb Gen (c)
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FOM for several WL

Figure-of-Merit = Sum( abs(res) )/N
(“Mean fractional deviation from the fit value”)

<|res|>
0.30
0.25
0.20
0.15

B hs0632bit
0.10

m hs0664bit
N mspec2017cpp
spec2017int
0.00
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Next steps
O Workloads:

— Finalize development and validation of Alice and IGWN workload
0 Measurements:

— Complete the “matrix”

O Analysis:
— Analysis is progressing
— Study the correlation between workloads

— |dentification of the HEP workloads’ set that will define HEPscore2?2

(optimistically in Q3)
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Conclusions

O Efficient collaboration between two teams
— WLCG HEPscore deployment TF
— HEPiX Benchmarking WG
O Large coverage of recent HEP software applications
— Run 3 LHC experiments + other HEP experiments
— The standalone containers are robust and provide reproducible results

O Numerous HEP sites contribute substantially with test systems
on which benchmarks are run

O A great “Thank You!” goes to the experts from the experiments and the sites
as well as to the WG and TF members

(*) See backup slides for member list
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Thanks to Manfred

O A big “Thank you” to Manfred Alef who has been part of the HEPIX WG
since the beginning, co-chaired it for several years and has been active
also on the WLCG TF

A ‘Al ,/
~hank -
- o‘u’:n

/ N
/ ll\
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WLCG TF members

Experiments’ experts and/or site representatives and/or WLCG MB members:

Manfred Alef (KIT), Miltiadis Alexis (CERN), Tommaso Boccali (INFN Pisa), Simone
Campana (CERN), lan Collier (STFC-RAL), Alastair Dewhurst (STFC-RAL),
Domenico Giordano (CERN), Michel Jouvin (IJCLab), Walter Lampl (U Arizona),
Helge Meinhard (CERN, chair), Andrew Melo (Vanderbilt U), Gonzalo Menendez
Borge (CERN), Gonzalo Merino (PIC), Bernd Panzer-Steindel (CERN), Randall Sobie
(U Victoria), Stefano Piano (INFN Trieste), Matthias Schnepf (KIT), Oxana Smirnova
(U Lund), Jeff Templon (Nikhef), Andrea Valassi (CERN), Josh Willis (Caltech), Tony
Wong (BNL), Yan Xiaofei (IHEP)

A=A
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HEPIX Benchmarking WG members

Manfred Alef (KIT), Luca Atzori (CERN), Jean-Michel Barbet (IN2P3-
Subatech), Matthew Franklin Ens (UViC), Domenico Giordano (CERN),
Christopher Henry Hollowell (BNL), Matthias Schnepf (KIT), Gonzalo
Menendez Borge (CERN), Michele Michelotto (INFN), Andrea Sciaba’ (CERN),
Randy Sobie (UVIC), David Southwick (CERN), Andrea Valassi (CERN)
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