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● Initial CTA plan VS reality

● CTA tape storage specifics characteristics

● Run3 infrastructure VS LHC experiments

● Last CTA operation checklist before Run3 



Initial T0 tape planning
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Reality check
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CASTOR to CTA DT workflows migration
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+ +
● CTA is a pure tape system: DATA IS SAFE WHEN IT IS ON TAPE

○ Compulsory for all DT workflows to use FTS CheckOnTape feature (or equivalent)
■ xrootd protocol compulsory for all DT workflows to CTA

● Disk cache duty consolidated in the main EOS instance
○ Separate disk and tape concerns

● Operating tape drives at full speed full time efficiently requires a SSD based buffer: EOSCTA
○ CTA cannot afford redundancy on SSDs

■ files corrupted/lost in the tape buffer are quickly marked as failed transfers by 
CheckOnTape

■ transfer must be retried from main EOS
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EOSCTA tape buffer characteristics

EOSCTA tape buffer hardware:
● 64 x hyper-converged servers

○ 16 x 2TB SSDs
○ 25Gb/s Ethernet

● 4:3 blocking factor connectivity to CERN CC router
○ 1.2Tb/s or 150GB/s of full duplex buffer bandwidth

EOSCTA tape buffer properties:
● Conservative setup evolved

○ tape buffer separated from tape infrastructure
○ up to 8 hours of buffer to tape

● Move files to/from tape
● Not part of the pledge: not available for physics jobs
● Files are deleted as soon as they are safely archived on tape

○ or copied on “Big EOS” for retrieves
● Efficiency first

○ Cannot afford redundancy
● Early failure notification for retries
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June 21 Data Challenge: write to tape buffer
48.6GB/s peak 

bandwidth to buffer

Using a total of 3x4 + 1x5 = 17 buffer servers for the 4 LHC experiments
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March 22 Data Challenge: write to tapes
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March 22 Data Challenge: buffer tape write efficiency?

March 2022 data challenge measured tape write efficiency:
● ATLAS:

○ 5 buffer servers
○ 5GB files
○ 380MB/s to 310MB/s when going from 10 to 39 

writing tape drives

● CMS:
○ 5 buffer servers
○ 3 to 10GB files
○ 360MB/s to 289MB/s when going from 15 to 36 

writing tape drives

Larger files affect tape write efficiency:
● increase pressure on tape buffer: less files fit in tape 

server RAM for stream multiplexing
● longer transfers increase probability of buffer read 

contention
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March 22 Data Challenge: buffer tape write efficiency?

● LHCb:
○ 8 buffer servers
○ 10GB files
○ 360MB/s steady when going from 10 to 51 writing tape drives during more than 37 hours

Good news: CTA tape buffer is versatile and can accomodate larger files at no extra cost
● eosctalhcb was reconfigured with a software RAID0 SSD array
● 20 to 24% additional efficiency per tape drive at Run3 rates

○ 10GB/s write speed reached with 28 tape drives when 34 where needed with previous CTA layout
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CERN T0 tape: exposing Time to tape

FTS CheckOnTape allows experiments to easily 
measure when data is actually written on T0 
tapes

March 2022 data challenge example:

● Max time to tape for Atlas was 30 minutes

● Max time to tape for CMS was 4h30 minutes

● LHCb submitted all DT transfers at once
○ transfer bandwidth and FTS transfer slots 

saturated
○ fully explains:

■ linearly increasing wait time
■ suddenly 0 when all files are on tape
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CERN T0 tape: retrieve efficiency?

Little A-DT activity from T0 tape during March 22 data challenge:
● CMS recalled 1.3PB of production data the week before DT

○ Retrieve performance is not buffer bound (refer to "CERNʼs Run 3 Tape Infrastructure" talk)
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CERN T0 tape: last operations checklist towards Run3
Software side:
● deploy EOS5 on tape buffer
● deploy latest CTA software developments targeting Run3 DT

Monitoring and alerting:
● CTA namespace consistency validation/reporting to experiments

○ providing json namespace dumps for all files on tapes to streamline communication
● Finalize work on classification and monitoring of internal CTA failed requests

Last stress tests:
● Internal CTA stress tests of the full production setup

○ push hard on all internal network connectivity, SSDs and tape drives ourselves, bottom-up
● One last quick T0 synchronised DT tape challenge with all experiments?

Last checklist with experiment DM teams:
● Collocate data that will be recalled together: CMS B-parking data, MC data, …
● Classify and eventually cleanup CASTOR imported anomalies in CTA: imported files on broken tapes, user 

managed files in DM managed dir trees…
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CTA - Running T0 tape: Summary
● CTA is the only T0 tape storage infrastructure for Run3

○ demonstrated predictable performance since early preproduction tests in 2018

● CTA service has all the needed hardware for Run3
○ tape buffer servers
○ tape servers and tape drives
○ consistent network stack

● CTA software is feature complete and ready for Run3

QUESTIONS?


