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CTA operational status timeline
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• Q1 2021: Hardware networked

• Q2 2021: Migration to Spectra tape library completed

• Q2 2021: EOS/CTA installed

• Q3 2021: CASTOR upgrade

• Q3 2021: Antares instance created

• Q4 2021: LHC Tape Challenge (October)

• Q1 2022: Tier-1 CASTOR to Antares migration

• Q1 2022: Functional testing/LHC Tape Challenge (March)



Antares Team
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2 Storage Admins  (George & Tom) - primary staff working on the 

project, George from Feb. 2020 and both since Dec. 2020, with 

support from:

• hardware team who look after installs/networking/fabric/tape 

library for the Tier-1 and archives

• DBA support running the Oracle Databases and now on the 

migration PL/SQL scripts

• Support from VO Liaisons with testing



CTA Setup and Testing
 EOS – most unfamiliar component, no prior experience running EOS at 

RAL. Also new hardware – EOS is all SSD nodes, benchmarking carried 
out to evaluate performance and any bottlenecks.

 Ceph object store – setup straightforward as one of a number of Ceph 
clusters run at RAL, configuration management, deployment, monitoring 
etc. can follow our standard setup.

 Databases – Oracle RAC, similar to Castor, known setup, install, config. 
and documentation etc. from CERN CTA team covers schema etc.

 Tape Servers – configuration very like existing CASTOR tape servers.

 Functional testing carried out by storage admins, VOMS setup in place, 

testing by Atlas and CMS VO Liaisons based at RAL.
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2021 LHC data challenge

• In October 2021, Antares 
participated in the data challenge

• It was a test system with half the 
hardware of the production 
system installed

• Lots of learning – a very valuable 
experience for a brand new 
system
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2021 LHC data challenge – Day 1 – ATLAS 
and LHCb Archiving 
0900 – 2100 11th October



2021 LHC data challenge –
Day 3/4 – Atlas recall

0800 13th – 0800 15th October

DDM monitoring of transfers to Echo

Without specific ‘all.sitename’ specified, FTS 

will not evict transferred file



First data challenge 
lessons – TPC proxies

Data challenge 1 setup

Production setup

Requirement for these was not well 
understood going into the first DC
 CERN CTA do not need these as most 

TPC transfers are from trusted hosts 
(CERN EOS)

Started with one repurposed EOS 
node as a proxy, added another by 
the end of the challenge week to 
cope with demand

Going into production, we have 
four dedicated TPC nodes



Antares production setup 
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Hardware changes:

• Dedicated TPC proxies configured (100Gb/s combined 

throughput)

• Full compliment of EOS nodes provisioned

• Another 5 tape servers with TS1160 drives added

• 7 tape servers with LTO9 tape drives added

Software changes:

• Alice authentication configured and tested

• WebDAV support (incl. TPC support) configured for 

LHCb

• Many production readiness changes – monitoring, 

alerting



Tier-1 Castor to Antares Migration
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• Migration method:

 Castor namespace injection to EOS

 Castor tape metadata migration to CTA DB

• Migration pre-requisites:

 Upgrade to CASTOR to 2.1.19-3

 Import CASTOR DB schemas (NS,VMGR,STAGER) snapshot to the CTA DB

 Review/modify PL/SQL scripts to be run on the imported CASTOR DB schemas

 Further namespace clean up (repack files to the right tape pools)

 Set up a migration node to run the migration client tools

 Estimate timings to be scheduled in the intervention plan



Tier-1 Castor to Antares Migration
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EOS
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1. CASTOR DB schemas imported

2. CTA Migration procedures and 

tables added to schemas

Steps needed for each VO:

• Create VO in CTA

• Import directory structure to EOS

• Import VO tape pools:

• Import files to EOS

• Import archive files info to CTA catalogue

• Import tape info to CTA

• Import zero-byte files to EOS
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3. Import directories

5. Import files

4. Import tape file info 

into CTA Catalogue 

(inc. storage classes, 

tape info etc)

This step is done per 

tape pool

6. Import zero-byte files

(not picked up by NS/VMGR join)



Tier-1 CASTOR to Antares migration
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Total:

1,079,217 dirs,

57,011,928 files,

70.5PB

ATLAS have almost 

half our files.

CMS have over half 

our directories



Castor to Antares Migration

• Actual migration – downtime Sunday pm to allow Castor to drain - to midday Thursday

• Backups of Castor taken and file lists created for VOs pre-migration – rollback checkpoint

• Two team members migrating all the VOs one at a time. File lists in EOS produced for each 

VO to compare with the Castor file list --> small number of anomalies!

• Had to apply dir extended attributes (ACLs and CTA workflows) on the whole dir structure 

after migration

• Scripted applying across the whole namespace – ATLAS: 150,000 dirs, CMS: 535,000 dirs, 

LHCb: 177,000 dirs – and found that 70,000 directories was the maximum namespace size 

to apply the attributes without hitting the timeout limit
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Antares in production
First couple of weeks were dominated by the data challenge; 
otherwise things have been fairly smooth, but busy!



Issues in production – Low LTO9 tape 
drive rates

 We found that the write performance of the LTO9 drives appeared 
to be approximately half of the expected rate

 This was tracked down to very poor network performance to the 
LTO9 tape servers

 Network (ring buffer tuning) vastly improved network rates

 Still not getting the same performance as IBM TS1160 media but 
it is in line with CERN’s experience



Issues in production – EOS MGM stalls

 Occasional stalls of MGM node 
have been observed

 XRootD process still running, 
but all incoming connections fail

 Mitigation in place: check 
regularly if MGM is responsive 
and restart eos@mgm if it is not

 Network config/tuning under 
scrutiny
 Excessive packet discards seen in 

some cases



2022 LHC data challenge - archival

• Hit the peak rate of RAW 

export, 3.5GB/s for ATLAS 

but did not sustain it 

• Exceeded the average 

target DT rate for CMS: 

0.8GB/s (0.29GB/s)

• Did not hit the LHCb 

average target DT rate: 

1.41GB/s (2.96GB/s) 



2022 LHC data challenge – retrieval 

• Exceeded staging rate targets for ATLAS (2.12 GB/s vs 1.2 GB/s) and CMS 

(0.18 GB/s vs 0.1GB/s) but not for LHCb (0.7 GB/s vs 1.93 GB/s)

• Staging efficiencies for CMS were low due to the EOS version (4.8.45) on 

Antares not allowing FTS to handle failures in a bundle of staging requests



2022 LHC data challenge – managing 
retrieval EOS space 

 Archival has been proven to work 
well with the small, fast buffer model

 Retrieve relies on external systems to 
monitor status, copy out and clean 
up files as they come online

 Applied the CTA backpressure 
mechanism

 Will need to balance retrieval 
pressures between VOs using 
different access methods



Next steps
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• Enable access to non LHC VO's

• Upgrade EOS/CTA to the versions deployed at CERN

• Upgrade to EOS5

• Prepare and execute the migration of CASTOR Facilities

• Migrate the CTA Catalogue from Oracle to PostgreSQL
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Questions?
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Backup Slides



Antares Testing
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Test ATLAS CMS LHCb ALICE

End-to-end client 

archive/retrieval 

(internal/external)

Done Done Done Done

FTS XrootD transfer between 

CERN and Antares

Done Done N/A N/A

WebDAV and FTS 

WebDAV/TPC

N/A N/A Writes 

confirmed, 

testing 

continues

N/A

FTS multihop transfer 

between Antares and offsite 

via Echo

Done Done N/A N/A



LHC VO Run3 requirements
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Reads (DT) 

GB/s

Writes (DT) 

GB/s

Reads (A-DT) 

GB/s

Writes (A-DT) 

GB/s

ALICE - 0.08 0.05 0.08

ATLAS 0.4 1.4 1.2 0.7

CMS 0.1 0.9 1.5 0.1

LHCb - 2.92 1.12 -



2021 Tape challenge outcomes –
EOS+CTA

* The largest requested read/write rate from the VO

** Maximum sustained read rate from the EOS buffer seen from our monitoring in the past 90 
days

*** Maximum sustained write rate to the VO tape pool tape seen from our monitoring in the 
past 90 days

**** A misunderstanding of the required rates lead to half the number of tape drives being 
allocated for LHCb during the tape test.
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Required read rate 

GB/s *

Achieved read rate 

GB/s **
Required write rate GB/s *

Achieved write rate GB/s 

***
Antares

ATLAS 0.4 1 1.4 1.1 Antares

CMS 0.1 2.7 0.9 3.5 Antares

LHCb 1.12 2 2.92 1.5 **** Antares



Hardware
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Tape library migrations
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• Support for Oracle tape ends mid-2020s 

• Two Spectra TFinity libraries purchased in 2019 and 2020

• CTA is integrated with Spectra and IBM currently, but not Oracle

• Migrate 130PB of data from Oracle SL8500 to Spectra before 

CTA goes into prod:

 Tier-1 migration completed May, 2021

 Facilities CEDA migration completed August, 2021

 Diamond Archive migration scheduled to complete December, 2021


