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ML adaptation in LHC

2

Generation 
Anomaly Detection

Classification

ReconstructionAnalysis: S/BG Filtering 
Flavor Tagging 
Particle Flow 
Jet Image 
Pileup

Hadron Calo Sim 
Weak supervision 
Data-driven Search

Tracking

M. Morinaga’s Talk
M. Saito’s Talk

This Talk



Tracking and me
Pixel detector construction Tracking Performance
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HL-LHC Tracking Task: Recap
Inner tracking provides the finest event information. 
• Basic ingredients for almost all high-level objects. 
• Key tools for pileup mitigation → pflow 
Pixel: cluster as a space-point 
• x5 denser pixel granularity 
than the ongoing LHC tracker. 

Strip: doublet hits as a space-point 

Coverage up to  

Pileup collisions up to  

 tracks / event ( )  
→  space-points / event 

Required to retain high-efficiency while suppressing fake tracks.

|η | = 4

⟨μ⟩ ∼ 200

𝒪(104) pT > 1 GeV
𝒪(105)
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• Ideal final result is a “TrackML score” 
𝑆 ∈ 0,1

• All hits belonging to same track labelled 
with same unique label ⇒ 𝑆 = 1

• We use the barrel as a test case, and 
ignore noise

• Need to construct hit data into graph 
data, i.e. nodes and edges

• Can use geometric heuristics (have used 
in past: ~45% efficiency, 5% purity)

• To improve performance, use learned 
embedding construction

Raw hit data 
embedded

Filter likely, 
adjacent 
doublets

Train/classify 
doublets in 

GNN

Filter, convert 
to triplets

Train/classify 
tripets in 

GNN Apply cut 
for seeds

DBSCAN for 
track labels

𝜂 = 1

𝜂 = 2

𝜂 = 3

𝜂 = 0𝜂 = −1

𝜂 = −2

𝜂 = −3



Traditional Tracking
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Output Products: Track Seeds



Traditional Tracking
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I. Track Seeding

II. Track Extension & Fitting

III. Ambiguity Resolution
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Track cone projection along “search roads” 
Kalman Filter 
Output Products: Track candidates

Find triplet space-points (PPP, SSS, …) 
Output Products: Track Seeds



Traditional Tracking
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I. Track Seeding

II. Track Extension & Fitting

III. Ambiguity Resolution

1000− 500− 0 500 1000

1000−

500−

0

500

1000

Retain only high-score candidates 
Final global  track fitting 
Output Products: Tracks (Precise track params, covariance matrix)

χ2

Track cone projection along “search roads” 
Kalman Filter 
Output Products: Track candidates

Find triplet space-points (PPP, SSS, …) 
Output Products: Track Seeds



HL-LHC Computing Challenge
Track reconstruction is a major CPU 
budget eater in the LHC data reco. 

In the traditional tracking algs, track 
ambiguity increases by . 

Intensive R&D for CPU reduction while 
minimizing the performance loss. 

The ML tracking approach is a 
potential alternative ̶ once the 
training is done, the track finding cost 

.

𝒪(N2
hits)

∝ 𝒪(Nhits)
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ATLASPreliminary

CERN-LHCC-2022-005/

In this context, most of the literature works focus on 
track finding & ambiguity resolution in high-lumi 
environment by Machine Learning.

https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/UPGRADE/CERN-LHCC-2022-005/


Tracking ML: Early Works (2016̶2018)
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Tracking input data is a collection 
of detector hits. The data size is 
inevitably variable. 

Classical ML architectures like 
MLP or CNN impose a fixed size 
data vector as an input format. 

Flexible input format has been 
developed in the context of 
streamed data, e.g. speech or text 
recognition.



Early Works: Attempt by CNN
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CNN: suited for image analyses (local neighborhoods connected) 

May function for a very simple geometry, e.g. telescope layers or rectangular TPC  
(tracks as images). 

Issue in propagating features over long distances in the image (needing a deeeeep MLP stack). 

Difficulties in geometry representation e.g. radial geometry. 
No good solution for complex collider silicon sensors layout (shingling overlaps, inclined, etc.).



Early Works: Attempt by LSTM (RNN)
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Pros: The input data size is flexible, and can 
take into account the correlation between 
entities.  
• LSTM RNN was deployed in the flavor tagging alg in 
mid-Run2 ATLAS (RNNIP and DL1r). 

Cons: The input data needs to be streamed 
(sorted), then correlation between adjacent 
data are inevitably enhanced (biased). 
• However, hits in detector layers do not have well-
defined sorting… 
→ Strongly desired to use a permutation-invariant 
algorithm for tracking.



Track representation by a Graph
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Nodes: detector hits

Edges: possible connection between hits, including real particle trajectories

Graph is a natural representation of track segment candidates. 
- Apparently a track is a consecutive connection of edges. 
- GNN training is permutation-invariant. 
- In a sense, all specific DNN architectures are specialization of GNN.



GNN Tracking: Graph Construction

For  pileup event samples: there are  hits / event 

Brute-force:  edges / event 

• Real tracks edges: ~50k edges/event (purity: ) 

Clearly, need to construct an efficient graph by removing  
“apparently fake” edges from the first place before training.

tt̄ 𝒪(105)

𝒪(1010)

5 × 10−6

13

Most edges are fake!



Graph Construction
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#1: Module Map #2: Metric Learning

• Preparation of a dictionary of 
possible module-to-module 
connections suggested by a 
particular MC simulation  
(e.g.  samples). 

• Limit the edges within the 
dictionary maps.

tt̄

• Embed space-points into a new 
(latent) Euclid space where the 
distance between true track 
nodes is trained to be near-by. 

• Limit edge connections only 
within the sphere of a certain 
“radius” around a node in the 
latent space.

EPJ C 81, 876 (2021) EPJ Conf. 251, 03047 (2021)

https://doi.org/10.1140/epjc/s10052-021-09675-8
https://doi.org/10.1051/epjconf/202125103047


Graph Construction
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• Intuitively, hits along a curvilinear grid of a specific 
momentum are projected onto a single point 
(Hough transf.), while random hits should sparead. 
• This approach attempts to learn a more abstract 
metric by ML in a latent space.

pT = 0.5 GeV grid pT = 1 GeV grid

#2: Metric Learning

• Embed space-points into a new 
(latent) Euclid space where the 
distance between true track 
nodes is trained to be near-by. 

• Limit edge connections only 
within the sphere of a certain 
“radius” around a node in the 
latent space.

EPJ C 81, 876 (2021) 

https://doi.org/10.1140/epjc/s10052-021-09675-8


Latent space training
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…

: a MLP network

Output: abstract -dim vectornInput : 3-dim hit coordinates

For a hit pair sample , define the sample feature  as 

•  for true track edges → apply a hinge loss function 

•  for fake track edges → loss = 1.

(xi, xj) sij

sij = (xi, xj, true)

sij = (xi, xj, false)

1

0



Graph Construction
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Physical Coordinate Space Latent Space



Graph Construction: Edge Refinement
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…

: a MLP network

Cross-entropy loss

Pruning: only keep edges with  above a threshold.pij

Edge feature
(e.g. diff vector)

Reduction of #edges  
while retaining ~95% of true edges.

𝒪(107) → 𝒪(106)



Decoding

Graph Network Training

Typical structure: encoding MLPs & Processing MLPs. 
Iterative updating of latent/hidden features involving aggregation of edge features into the (receiving) node. 
“Message Passing” (convolution) processing. 
Binary classification of an edge as “true track edge” or “fake edge” by the edge score. 
In this particular impl, aggregation is asymmetric between edges and nodes.

19

Node Features:

Edge Features:

MLP-1

MLP-2

MLP-1

MLP-3

MLP-4

N× iterations

N× iterations

…

Encoding Processing

Aggregation

MLP-5

True

Fake
Cross 
Entropy

i
j

k

l

Example: Exa.TrkX interaction network



Tracking GNN: Application
Multiple possible goals of the training 
• (a) Training on doublets (edges) 
• (b) Training on triplets (seeds) 
→ re-build a new graph by pairing doublets 
which share a space-point 
 (a doublet as a node, a triplet as an edge) 
→ another GNN training. 

• (c) Full track reconstruction 
→ prun edges based on the edge score and 
construct connected components

20



GNN Config (Example) @ ATLAS ITk
Configuration of the GNN architecture  
• 2 layers in each MLPs 
• 128-dimensional space parameters 
• 8 message-passing  

Training the GNN 
• 400 graphs for training, 20 for validation  
• Amsgrad optimizer (Adam variant)  
• Binary Cross Entropy loss

21

MLP-3

MLP-4

N× iterations

N× iterations

…

Processing

Aggregation



Inference time
Report by Exa.TrkX 

Event inference time linearly 
increases with the #hits. 

GPU is ~x100 faster than CPU. 

GPU memory consumption:  
max ~16 GB.

22
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Fig. 9 Total inference time as a function of number of spacepoints in
each event for CPUs (top) and GPUs (bottom)

by this function, normalized to have a mean of weight = 1.
To measure the performance of models trained to this goal,
we introduce a weighted purity measure. Weighted purity
is defined as a function the TrackML weights wi j and the
truth yi j ! {0, 1} of each edge connecting spacepoint i and
spacepoint j ,

Purityweighted = i j w j i yi j

i j wi j
,

wi j =
1
2 (si + s j ), if yi j = 1

1, if yi j = 0

We see significant improvements in this metric when
validating on the weighted model: the Embedding Net-
work improves from a weighted purity of 1.7% ± 0.2% to
2.0% ± 0.3%, while the Filter Network improves from a
weighted purity of 8.4%±0.6% to 11.7%±1.0%. Given this
weighting, the model learns to prioritize higher pT and longer
tracks, while disregarding less informative tracks. Using this
bias, we can achieve the same TrackML score with a con-
structed graph size reduced by approximately 25%. Using
this technique to improve the TrackML score is an ongoing
work.

5.2 Graph construction

Having chosen a feature set, to train the learned embedding
space we use a training paradigm commonly referred to as a
Siamese Network [46], where a particular spacepoint – called
the source – is run through an MLP, here 6 layers each with
512 hidden channels, hyperbolic tan activations, and layer
normalization. The final layer of the MLP takes the features
to an 8-dimensional latent space. A different, comparison
spacepoint – called the target – is also run through this same
Embedding Network, and the L2 norm distance d in the latent
space between the source and target enters a comparative
hinge loss

hinge =
d p, if yi j = 1

max(0, 1 " d p), if yi j = 0
(4)

where p is a hyperparameter that we choose to be 2.
If the source i and target j spacepoints share an edge in

the event’s truth graph,8 we designate them as neighbours
with yi j = 1, otherwise they are designated yi j = 0. In this
way, the hinge loss draws together truth graph neighbors and
repels non-neighbors.

Training performance of the Embedding Network is
highly dependent on choice of source-target example pairs. In
early epochs, it is enough to choose random pairs. However,
at some point, many random pairs will contribute no gradi-
ent to the loss, as they will be separated by a distance greater
than the margin. At that point, it is useful to implement hard
negative mining [47]. We run a GPU-optimised k-nearest-
neighbor (KNN) algorithm9 to mine examples around each

8 One can also designate yi j = 1 for source and target in the same track,
rather than immediate neighbors in the track. This does lead to similar
performance in later stages of the pipeline, but the more lax concept of
truth leads to graphs around three times more dense than the strict track
neighbor definition.
9 We use two high-performance libraries, FAISS [43] and
Pytorch3D [48], depending on number of nearest neighbors k.
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Fig. 9 Total inference time as a function of number of spacepoints in
each event for CPUs (top) and GPUs (bottom)

by this function, normalized to have a mean of weight = 1.
To measure the performance of models trained to this goal,
we introduce a weighted purity measure. Weighted purity
is defined as a function the TrackML weights wi j and the
truth yi j ! {0, 1} of each edge connecting spacepoint i and
spacepoint j ,

Purityweighted = i j w j i yi j

i j wi j
,

wi j =
1
2 (si + s j ), if yi j = 1

1, if yi j = 0

We see significant improvements in this metric when
validating on the weighted model: the Embedding Net-
work improves from a weighted purity of 1.7% ± 0.2% to
2.0% ± 0.3%, while the Filter Network improves from a
weighted purity of 8.4%±0.6% to 11.7%±1.0%. Given this
weighting, the model learns to prioritize higher pT and longer
tracks, while disregarding less informative tracks. Using this
bias, we can achieve the same TrackML score with a con-
structed graph size reduced by approximately 25%. Using
this technique to improve the TrackML score is an ongoing
work.

5.2 Graph construction

Having chosen a feature set, to train the learned embedding
space we use a training paradigm commonly referred to as a
Siamese Network [46], where a particular spacepoint – called
the source – is run through an MLP, here 6 layers each with
512 hidden channels, hyperbolic tan activations, and layer
normalization. The final layer of the MLP takes the features
to an 8-dimensional latent space. A different, comparison
spacepoint – called the target – is also run through this same
Embedding Network, and the L2 norm distance d in the latent
space between the source and target enters a comparative
hinge loss

hinge =
d p, if yi j = 1

max(0, 1 " d p), if yi j = 0
(4)

where p is a hyperparameter that we choose to be 2.
If the source i and target j spacepoints share an edge in

the event’s truth graph,8 we designate them as neighbours
with yi j = 1, otherwise they are designated yi j = 0. In this
way, the hinge loss draws together truth graph neighbors and
repels non-neighbors.

Training performance of the Embedding Network is
highly dependent on choice of source-target example pairs. In
early epochs, it is enough to choose random pairs. However,
at some point, many random pairs will contribute no gradi-
ent to the loss, as they will be separated by a distance greater
than the margin. At that point, it is useful to implement hard
negative mining [47]. We run a GPU-optimised k-nearest-
neighbor (KNN) algorithm9 to mine examples around each

8 One can also designate yi j = 1 for source and target in the same track,
rather than immediate neighbors in the track. This does lead to similar
performance in later stages of the pipeline, but the more lax concept of
truth leads to graphs around three times more dense than the strict track
neighbor definition.
9 We use two high-performance libraries, FAISS [43] and
Pytorch3D [48], depending on number of nearest neighbors k.
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CPU 
Xeon 6148s 
Single Core

GPU 
Nvidia V100 
synchronous

Eur. Phys. J. C (2021) 81 :876 Page 9 of 14 876

Table 2 Average inference time for synchronous execution of the
TrackML pipeline benchmarked on CPUs and GPUs. For these step-by-
step measurements, we force the pipeline to execute serially by calling

after each step. The total inference
time comprises all the steps including ones not listed in the table

Wall time [s] on Xeon 6148s single core Wall time [s] on Nvidia V100 synchronous

Data loading 0.0049 ± 0.0153 0.0023 ± 0.0003

Embedding 3.02 ± 0.39 0.024 ± 0.003

Build edge 66 ± 13 0.76 ± 0.10

Filtering 99 ± 19 1.57 ± 0.34

GNN 27 ± 2 0.45 ± 0.06

Labeling 3.23 ± 0.34 0.08 ± 0.01

Total (sync) 202 ± 35 3.3 ± 0.5

GPU memory. Therefore, edge filtering for one event is exe-
cuted in mini-batches with a fixed batch size of 800k edges.
Typically, the inputs to the filtering from one event are split
into seven batches, leading to additional computational cost
for moving data from host to GPU. The peak GPU memory
consumption is about 15.7 GB as obtained from the Nvidia
profiling tool.

Averaging over 500 events, it takes 2.2 ± 0.3 wall-clock
seconds per event (as measured by measured by the python
module time) to run the inference pipeline on the GPU and
202 ± 35 seconds to run it on a single CPU core. This total
execution time includes every step of the calculation, and in
particular the time needed to move data from host to GPU.
Table 2 breaks down the wall-clock time for the most signif-
icant steps of the pipeline. The results show how the graph
creation and filtering steps are the biggest targets for fur-
ther optimization in order to surpass traditional algorithms
in terms of inference time [40].

In addition, Fig. 9 shows how the total inference time
depends almost linearly on the number of spacepoints in the
event for both CPUs and GPUs. The step-like dispersion in
the GPU case is due to the splitting of the inputs to the filtering
step into mini-baches. A step-like jump indicates one more
mini-batch is added.

Many optimizations were introduced to the pipeline in
order to achieve these GPU timings, which before optimiza-
tion took over 20 seconds per event. These improvements
include porting all data processing to the GPU-accelerated
CuPy library [41], writing custom sparse operations for
graph processing (e.g. doublet-to-triplet conversion [42],
graph intersection methods), using FAISS [43] for large-k
NN graph construction, and performing track labelling with
CuGraph’s connected component algorithm on GPU [44]7.
These improvements are specific to the inference stage; train-
ing optimizations will be discussed in the following section,
and ongoing developments in Sect. 6. No CPU-specific opti-
mization was performed in this work.

7 On CPU, track labeling uses the DBSCAN algorithm [45].

5 Discussion

The performance given above is the result of experimenta-
tion across various feature sets, architectures, model config-
urations and hyperparameters. It has also been necessary to
overcome a variety of training hurdles in terms of memory
and computational availability. We describe here training and
inference details that should allow a reader to reproduce these
results on the provided codebase.

5.1 Feature set

The input dataset includes both spatial coordinates and highly
granular pixel cluster shape information. Graph construc-
tion (the second pipeline step in Fig. 4, that includes learned
embedded space model and edge filter model) appears to ben-
efit significantly from the cluster shape information, approx-
imately doubling the purity for a held fixed high efficiency.
The summary cluster shape statistics include the number
of channels and the total charge deposited, as well as local
and global representations of the cluster as a high-level fea-
ture vector. Details about the calculation of this feature vec-
tor as well as a thorough exploration of the effect of clus-
ter shape information on seeding performance are provided
in Ref. [30]. Cluster shape information does not appear to
improve the performance of the GNN, and in fact seems to
degrade it. This suggests that the width of the GNN hid-
den layers is not great enough to capture the functional rela-
tionship of cluster information between nodes. Scaling to
a width that properly explores this question would require
more memory than available on the Nvidia A100 GPUs used
for this study.

Depending on the final goal of the pipeline, further fea-
tures can be included in the loss calculation in order to bias
the model towards desired regions. For example, if our aim
is to maximize the TrackML score (described in Ref. [2])
– a weighting function si that places more importance on a
spacepoint i from a longer and higher pT track, and in the first
and last sets of detector layers – we can weight-up true edges
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https://doi.org/10.1140/epjc/s10052-021-09675-8


Edge-level Performance @ ATLAS ITk

Recently “L2IT” and “Exa.TrkX” inspired algorithms 
have been implemented in ATLAS ITk reconstruction 
framework. 

These plots compare edge construction efficiency. 

For comparison, the net edge purity is aligned 
between the two algs. 

Module map: dips at around  due to worse 
spatial resolution of the strip barrel than the pixel 
detector (possible to improve by increasing MC stats). 

Metric learing: relatively flat over . 

Module map provides higher effi at high- .

|η | ≃ 1

|η |

pT
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Edge-level Performance @ ATLAS ITk

Edge filtering ROC curve for 
Module Map. 

“Naive classifier”: worst filter 
(random guess of true/fake). 

Working point: 98% efficiency 
while rejection factor ~500.
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Edge-level Performance @ ATLAS ITk
GNN edge efficiency and purity at the example 
working point. 

Inefficiency at  can be an artefact of 
limited samples for training. 

Purity at the strip barrel is not superior (spatial 
resolution limitation + ghost space points).

η = 4
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Investigation of the GNN edge-performance

• Misclassification in the central region
Before building the tracks, the GNN classification must be good. We applied a cut at 1 = 0.5 on the GNN edge 
classification score.
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The misclassification arises in the barrel of the strip detector: the lower spatial space-point resolution and the 
existence of ghost space points are the sources.

!
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Track-level Performance @ ATLAS ITk
~99% flat tracking efficiency achieved for the standard 
ATLAS classification (truth match prob > 0.5). 

Efficiency comparable to recent Combinatorial Kalman Filter 
(CKF) optimization approaches in the ACTS framework. 

Fake and duplication rate are both ,  
while the ATLAS nominal: .

𝒪(10−3)

𝒪(10−4)
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Performance Discussions
More features ≠ better performance 
• Inclusion of charge and high-level cluster shape info improves Graph construction, 
but the GNN performance seesm to degrade (Exa.TrkX report). 
→ Speculated due to GNN hidden layer depth limitation by GPU memory availability. 

With random pairing of source̶target, the GNN training performance 
is fairly good at early epochs, but it gives zero or little gradient 
contribution to the loss evaluation. 
• GNN is quite fast to learn “apparently fake” edges, but then most of random 
samples quickly have long distances in the latent Euclid space.  

• Appropriate biasing e.g. using the k-nearest neibors (kNN) would be required in the 
effective sampling of training.
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Primary Vertexing and ML
Seeding: PVs are assumed to be along the beamline; 
initial seeds are track  wrt. the pre-determined 
beam spot. 
• Traditional approach: simple stacking of track .  
Optionally Gaussian likelihood (smeared by the IP resolution) 
used. 

• An alternative approach is “medical imaging”. 

Traditional LHC primary vertex fitting approach: 
iterative vertex finder (IVF, used in ATLAS Run2) or 
adaptive multi-vertices finder (AMVF, used in ATLAS 
Run3). 
• Less-associated tracks to the vertex is automatically down-
weighted along iterative fitting cycles with temperature 
annealing.

z0

z0
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Primary Vertexing and ML
ACTS collaboration has been developing 
an ML-based vertex finder. 

Input: track parameters of arbitrary track 
pairs.  

Siamese neural network: score similarity 
(distance) of two entities in a latent 
space. 

Sort the adjancency matrix to bundle 
tracks. But not fully block-diagonalizable. 

Outlook: either clustering analysis of the 
graph, or learn similarity score by GNN.
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Current	Deep	Learning	Developments	in	ACTS
Training	and	first	results	on	ACTS	smeared	truth	tracks

• ~ 90%	score	accuracy	(<">	=	60	events)
• construct	adjacency	matrix	with	track	pair	scores

cluster	matrix	blocks	to	vertices

• but:	non-zero	interconnection	between	blocks

Adjacency	matrix	(Mij):	NN	Scores	(xi,	xj)

Most	straight-forward	approach:
• cut	all	values	below	threshold,	e.g.	cut	=	0.5

• cluster	matrix	blocks	to	vertices

but:
What	about	stronger	interconnection/more	difficult	cases?		

able	to	reconstruct	vertices

Ntrue
vertices

Nreco
vertices

https://zenodo.org/record/4088470


Summary
R&D of track finidng by the ML approach has been rapidly growing up. 

In particular, GNN tracking offers a near-realistic performance while 
retaining linearity to the #hits increase. 
• Current latent space representation would be limited by the current GPU memory 
capacity. Performance may extend further by hardware innovations. 

This does not immediately mean that the ML approach will replace the 
traditional tracking algorithm in HL-LHC, but it may offer a promising 
alternative option. 

This talk did not cover relevant advanced R&Ds, like FPGA ML tracking 
implementation or quantum GNN.
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