
Maurizio Pierini 
CERN

Deep learning applied to 
fundamental science 

Lecture 3



Plan for this week

2

Day 1 Introduction Hands-on session

Day 2 Applications at the LHC Deep Learning for 
Discovery Hands-on session



Anomaly Detection



๏Research under the scientific method 
starts gathering information about nature 

๏Instead, our baseline is the SM, which 
was formed once these informations were 
gathered 

๏We are victim of our success: 

๏Since 1970s, we start always from the 
same point 

๏We have lost the value of learning from 
data 

๏Not by chance, we totally endorsed 
blind analysis as the ONLY way to 
search

HEP searches in LHC era
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๏Rather than specifying a signal hypothesis 
upfront, we could start looking at our data 

๏Based on what we see (e.g., clustering alike 
objects) we could formulate a signal 
hypothesis 

๏EXAMPLE: star classification was based on 
observed characteristics 

๏Afterwords, it was realised that different 
classes correspond to different temperatures

Learning from Data
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๏Anomaly detection is one kind of data mining technique 

๏One defines a metric of “typicality” to rank data samples 

๏Based on this ranking, one can identify less typical events, tagging 
them as anomalies 

๏By studying anomalies, one can make hypotheses on new physics mechanisms

Learning from Anomalies
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Unsupervised learning
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training data
Model

output giving Loss 
Minimum

๏A training dataset x  

๏No target y 

๏A model providing an output y at the minimum of the loss  

๏A loss function of x and y specifying the task 

๏e.g., clustering: group similar objects together



Generative Adversarial Training
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๏Two networks trained 
against each other 

๏Generator: create 
images (from noise, 
other images, etc) 

๏Discriminator: tries 
to spot which image 
comes from the 
generator and which 
is genuine

๏ Loss function to minimise: Loss(Gen)-Loss(Disc) 

๏ Better discriminator -> bigger loss 

๏ Better generator -> smaller loss 

๏ Trying to full the discriminatore, generatore learns how to create 
more realistic images



๏Autoencoders are networks 
with a typical “bottleneck” 
structure, with a symmetric 
structure around it 

๏They go from ℝn ➝ ℝn  

๏They are used to learn 
the identity function as 
𝑓-1(𝑓(x)) 

where 𝑓: ℝn ➝ ℝk and 𝑓-1: ℝk 
➝ ℝn 

๏Autoencoders are essential 
tools for unsupervised 
studies

Autoencoders

9

Latent 
space



๏Autoencoders can be seen as compression algorithms 

๏The n inputs are reduced to k quantities by the encoder 

๏Through the decoder, the input can be reconstructed from the k quantities 

๏As a compression algorithm, an auto encoder allows to save (n-k)/n of the 
space normally occupied by the input dataset

Dimensional Reduction
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๏The auto encoder can 
be used as a 
clustering algorithm 

๏Alike inputs tend 
to populate the 
same region of the 
latent space 

๏Different inputs 
tend to be far away

Clustering

11



๏AEs are training 
minimizing the distance 
between the inputs and the 
corresponding outputs 

๏The loss function 
represents some distance 
metric between the two 

๏e.g., MSE loss  

๏A minimal distance 
guarantees that the latent 
representation + decoder 
is enough to reconstruct 
the input information

Training an Autoencoder
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10 epoch

42 epoch 
(reached early 

stopping)

1 epoch



๏Once trained, an autoencoder 
can reproduce new inputs of 
the same kind of the training 
dataset 

๏The distance between the 
input and the output will 
be small 

๏If presented an event of some 
new kind (anomaly), the 
encoding-decoding will tend 
to fail 

๏In this circumstance, the 
loss (=distance between 
input and output) will be 
bigger

Anomaly detection
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๏Idea applied to tagging jets, 
in order to define a QCD-jet 
veto 

๏Applied in a BSM search 
(e.g., dijet resonance) could 
highlight new physics signal 

๏Based on image and physics-
inspired representations of 
jets  

 

Example: Jet autoencoders
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Farina et al., arXiv:1808.08992

Heimel et al., arXiv:1808.08979

Figure 2: Distribution of reconstruction error computed with a CNN autoencoder on test samples of
QCD background (gray) and two signals: tops (blue) and 400GeV gluinos (orange).

We see that the autoencoder works as advertised: it learns to reconstruct the QCD

background that it has been trained on (to be precise, we train on 100k QCD jets and

then we evaluate the autoencoder on a separate sample of QCD jets), and it fails to

reconstruct the signals that it has never seen before. This is further illustrated in Fig. 3,

which shows the average QCD, top and gluino jet image before and after autoencoder

reconstruction. We see by eye that the QCD images are reconstructed well on average,

while the others contain more errors.

By sliding the reconstruction loss threshold L > LS around, we can turn the his-

tograms in Fig. 2 into ROC curves. The ROC curves for the di↵erent autoencoder

architectures are shown in Fig. 4 for the top and gluino signals. For comparison we have

also included the ROC curve obtained by cutting on jet mass as an anomaly threshold.

While the three architectures have comparable performances it is clear there are some

important di↵erences. For tops, the CNN outperforms the others, while for gluinos the

situation is largely reversed. Surprisingly, for gluinos, the CNN is even outperformed

by the humble PCA autoencoder at all but the lowest signal e�ciencies! We will ex-

plore this in more detail in section 4.2, but a clue as to what’s going on is shown in

the comparison of the PCA ROC curve with the jet mass ROC curve. For gluinos,

they track each other extremely closely, suggesting that the PCA reconstruction error is

highly correlated with jet mass. We will confirm this in section 4.2. Evidently, the PCA

autoencoder (and to a lesser extent the dense autoencoder) has learned to reconstruct
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Figure 1: The schematic diagram of an autoencoder. The input is mapped into a low(er) dimensional
representation, in this case 6-dim, and then decoded.

threshold.

For concreteness, we will focus in this work on distinguishing “fat” QCD jets from

other types of heavier, boosted resonances decaying to jets. Building on previous work

on top tagging [12], we will concentrate on machine learning algorithms that take jet

images as inputs. For signal, we will consider all-hadronic top jets, as well as 400 GeV

gluinos decaying to 3 jets via RPV. Obviously, this is not meant to be an exhaustive

study of all possible backgrounds and signals and methods but is just meant to be a

proof of concept. The idea of autoencoders for anomaly detection is fully general and not

limited to these signals. We will comment on other forms of inputs in section 5. Moreover

there are many other anomaly detection techniques that are not based on autoencoder

and/or on reconstruction (loss) which are worth exploring in future work. At the same

time autoencoders have been recently used in other high energy physics applications:

in parton shower simulation [28], for feature selection of a supervised classification [30],

and for automated detection of detector aberrations in CMS [31].

We will explore various architectures for the autoencoder, from simple dense neural

networks to convolutional neural networks (CNNs), as well as a shallow linear represen-

tation in the form of Principal Component Analysis (PCA). We will see that while they

are all e↵ective at improving S/B by factors of ⇠ 10 or more, they have important dif-

ferences. The reconstruction errors of the dense and PCA autoencoders correlate more

highly with jet mass, leading to greater S/B improvement for the 400 GeV gluinos com-

pared to the CNN autoencoder. While this may seem better at first glance, we discuss

how one might want to use an autoencoder that is decorrelated with jet mass, in order

to obtain data-driven side-band estimates of the QCD background and perform a bump

hunt in jet mass. Indeed, we show how cutting on the reconstruction error of the CNN

autoencoder results in stable jet mass distributions, and we show how this can be used

to improve S/B by a factor of ⇠ 6 in a jet mass bump hunt for the 400 GeV gluino
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tagger [13]. It starts from a set of measured 4-vectors sorted by transverse momentum

(kµ,i) =

0
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Following the left panel of Fig. 1 we use N = 40 constituents, after checking that an increase
to N = 120 does not make a measurable di↵erence. For jets with fewer constituents we
naturally fill the entries remaining in the soft regime with zeros.

To remove all information from the jet-level kinematics we boost all 4-momenta into the
rest frame of the fat jet. This also improves the performance of our network. Inspired
by recombination jet algorithms we can add linear combinations of these 4-vectors with a
trainable matrix Cij , defining a combination layer

kµ,i
CoLa�! ekµ,j = kµ,i Cij with C =

0
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We allow for M = 10 trainable linear combinations. These combined 4-vectors carry informa-
tion on the hadronically decaying massive particles. In the original LoLa approach we map
the momenta k̃j onto observable Lorentz scalars and related observables [13]. Because this
mapping is not easily invertible we do not use it for the autoencoder. Instead, we extend the
4-vectors by another component containing the invariant mass,

k̃j =

0

BB@

k̃0,j
k̃1,j
k̃2,j
k̃3,j

1

CCA
LoLa�!

0

BBBBBB@

k̃0,j
k̃1,j
k̃2,j
k̃3,jq
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1

CCCCCCA
. (5)

This defines a set of 51 extended 4-vectors, which form the input to our neural network.
Again, we use Keras [35] combined with Tensorflow [36]. Its architecture is shown in
Fig. 3. The layer immediately after the LoLa contains 51 ⇥ (4 + 1) = 255 units. Between
the second layer after LoLa and the last layer, the autoencoder network is symmetric. The
final output consist of 40 4-vector-like objects, which can be compared with the corresponding

Figure 3: Architecture of the 4-vector-based autoencoder network. The 255 input units
correspond to 55 LoLa-vectors with 4+1 entries each. The output only consists of 160 units,
because the extended 4-vectors only carry four independent observables.
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Fast Inference of Neural 
Networks



๏With 40M beam crossings/seconds and 1000 stored, we might 
just being writing the wrong events 

๏If we want to take action on a “plan B” path, this has to 
happen at the trigger

Offline might be too late
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High-Level  

Trigger
L1 

trig
ger

1 KHz  
1 MB/evt

40 MHz

100 KHz

This is where we loose most of the events 
-> This is where one would run this



๏At the first stage of trigger, there is no 
computer 

๏No GPU, no python, no tensorflow, etc. 

๏Even if they were there, there was no time 
to run them 

๏All you have is an electronic board, mounting 
an FPGA 

๏FPGAs are universal emulators of logic 
circuits 

๏The use Digital Signal Processors (DSPs), 
Look Up Tables (LUTs), Flip Flops (FF), etc. 
to emulate a circuit 

๏They can be programmed by hand (with 
Verilog) or in C++ (using High Level 
Synthesis software) to obtain the firmware 

๏FPGAs are great to do “computing on edge” 
(Internet of things, drones, etc.)

No CPUs, but many FPGAs
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๏HLS4ML aims to be this automatic tool 

๏reads as input models trained on standard DeepLearning libraries 

๏comes with implementation of common ingredients (layers, activation functions, etc) 

๏Uses HLS softwares to provide a firmware implementation of a given network 

๏Could also be used to create co-processing kernels for HLT environments

HLS4ML: NN to FPGAs

18
ML @ L1T - Sioni Summers29/4/2022

high level synthesis for machine learning

4

2 Building neural networks with hls4ml

In this section we give an overview of the basic task of translating a given neural network model into
a firmware implementation using HLS. We then pick a specific use-case to study, though the study
will be discussed in a way that is meant to be applicable for a broad class of problems. We conclude
this section by discussing how to create an e�cient and optimal firmware implementation of a neural
network in terms of not only performance but also resource usage and latency.

2.1 hls4ml concept

Our basic task is to translate a trained neural network by taking a model architecture, weights, and
biases and implementing them in HLS in an automated fashion. This automated procedure is the task
of the software/firmware package, hls4ml. A schematic of a typical workflow is illustrated in Fig. 1.

�����������
�����

������
���������"�

#������

$

� ��������� ������
�����������

�� �����������

�����
�������

�����
���!������

��������������������

� ���������"����
������

�����

� ���	���
����"����"������"

hls  4  ml

hls4ml

HLS  4  ML

Figure 1: A typical workflow to translate a model into a firmware implementation using hls4ml.

The part of the workflow that is illustrated in red indicates the usual software workflow required
to design a neural network for a specific task. This usual machine learning workflow, with tools such
as Keras and PyTorch, involves a training step and possible compression steps (more discussion
below in Sec. 2.3) before settling on a final model. The blue section of the workflow is the task of
hls4ml which translates a model into an HLS project that produces a firmware block. This automated
tool has a number of configurable parameters which can help the user customize the network translation
for their application.

The time to perform the hls4ml translation is much shorter (minutes to hours) than a custom
design of a neural network and can be used to rapidly prototype machine learning algorithms without
dedicated engineering support. For physicists, this makes designing physics algorithms for the trigger
or DAQ significantly more accessible and e�cient, thus allowing the "time to physics" to be greatly
reduced.

– 5 –

https://fastmachinelearning.org/hls4ml/

hls4ml: a user-friendly, open-source tool to develop and optimize FPGA firmware for 
Machine Learning inference: 
• input models trained with standard ML libraries like (Q)Keras, PyTorch, (Q)ONNX 
• Python package for conversion, configuration and optimization 
• uses HLS software: rapid design space exploration + more accessible to non-FPGA-experts 
• comes with implementation of common ingredients - layer types, activation functions 
• and novel ingredients for fast, efficient inference - low-precision NNs, network optimisations 

https://arxiv.org/abs/1804.06913
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will be discussed in a way that is meant to be applicable for a broad class of problems. We conclude
this section by discussing how to create an e�cient and optimal firmware implementation of a neural
network in terms of not only performance but also resource usage and latency.

2.1 hls4ml concept

Our basic task is to translate a trained neural network by taking a model architecture, weights, and
biases and implementing them in HLS in an automated fashion. This automated procedure is the task
of the software/firmware package, hls4ml. A schematic of a typical workflow is illustrated in Fig. 1.

�����������
�����

������
���������"�

#������

$

� ��������� ������
�����������

�� �����������

�����
�������

�����
���!������

��������������������

� ���������"����
������

�����

� ���	���
����"����"������"

hls  4  ml

hls4ml

HLS  4  ML

Figure 1: A typical workflow to translate a model into a firmware implementation using hls4ml.

The part of the workflow that is illustrated in red indicates the usual software workflow required
to design a neural network for a specific task. This usual machine learning workflow, with tools such
as Keras and PyTorch, involves a training step and possible compression steps (more discussion
below in Sec. 2.3) before settling on a final model. The blue section of the workflow is the task of
hls4ml which translates a model into an HLS project that produces a firmware block. This automated
tool has a number of configurable parameters which can help the user customize the network translation
for their application.

The time to perform the hls4ml translation is much shorter (minutes to hours) than a custom
design of a neural network and can be used to rapidly prototype machine learning algorithms without
dedicated engineering support. For physicists, this makes designing physics algorithms for the trigger
or DAQ significantly more accessible and e�cient, thus allowing the "time to physics" to be greatly
reduced.

– 5 –

Catapult
Coming Soon

Catapult
Coming Soon



HLS4ML: the implementation

19
ML @ L1T - Sioni Summers29/4/2022

hls4ml - NN implementation
• Dataflow architecture: each layer is an independent compute unit 

- With tunable parallelism and quantization 

• Fully on-chip: NN must fit within available FPGA resources (pynq-z2 floorplan shown) 

- Example: small CNN trained on MNIST

5
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๏Dataflow architecture: each layer is an independent compute unit 

๏With tunable parallelism and quantization  

๏Fully on-chip: NN must fit within available FPGA resources (pynq-z2 floorplan shown) 

๏Example: small CNN trained on MNIST 



๏You have a jet at LHC: spray of 
hadrons coming from a “shower” 
initiated by a fundamental 
particle of some kind (quark, 
gluon, W/Z/H bosons, top quark) 

๏You have a set of jet features 
whose distribution depends on the 
nature of the initial particle 

๏You can train a network to start 
from the values of these 
quantities and guess the nature 
of your jet 

๏To do this you need a sample for 
which you know the answer 

Example: fast inference
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CASE STUDY: JET SUBSTRUCTURE 10

Just an illustrative example, lessons are generic! 
Might not be the best application, but a familiar one


ML in substructure is well-studied

https://arxiv.org/abs/1804.06913

https://arxiv.org/abs/1804.06913


Javier Duarte I hls4ml !8

• Groomed mass separates top, W/Z, and quark/gluon

• top/gluon have greater multiplicity than W/Z/quark

• ECF N2β=1 separates 2 and 3-prong jets (W/Z/top) from 1-prong jets (quark/gluon)

Observables

mmMDT

N�=1,2
2

M�=1,2
2

C�=0,1,2
1

C�=1,2
2

D�=1,2
2

D(↵,�)=(1,1),(1,2)
2Õ

z log z
Multiplicity

Table 1: A summary of the observables used in the analysis.

this study [51–54]. A brief description of each of these variables is presented in Ref. [55]. These are
used as expert-level inputs to a neural network classifier which is near optimal3.

Benchmark networks and floating point performance

We train a neural network for the classification task of q, g, W , Z , and t discrimination. The data are
randomly split into training (60%), validation (20%), and testing (20%) datasets. The input features
are standardized by removing the mean and scaling to unit variance. The architecture, illustrated in
Fig. 4 (left), is a fully-connected neural network with three hidden layers. The activation function
for the hidden layers is ReLU [56] while the output layer activation function is a softmax function to
provide probabilities for each class. The categorical cross-entropy loss function is minimized with
and without L1 regularization of the weights (Sec. 2.3) using the Adam algorithm [57] with an initial
learning rate of 10�4 and a minibatch size of 1024. The learning rate is halved if the validation loss
fails to improve over 10 epochs. Training is performed on an AWS EC2 P2 GPU instance [58] with
Keras [10]. We also consider a simpler architecture with one hidden layer, see Fig. 4 (right), when
studying the final FPGA implementation on a specific device. This is described further in Sec. 3.3.

The performance of the neural network classifier is shown in Fig. 5. The general features of this
performance plot are typical of jet substructure classification tasks. Top-quark jets, by virtue of their
large mass and three-prong nature, have the best separation from the rest of the jet types. The W and
Z jets are similar in performance because of their masses and two-prong nature while quark and gluon
jets are notoriously challenging to classify. Given this multi-jet classifier performance, we explore
how to implement such a neural network architecture in an FPGA using hls4ml.

3More sophisticated approaches exist, but the goal of this study is not to achieve better performance than existing
algorithms. Instead, the goal is to examine the implementation of several e�ective neural network architectures in FPGAs.
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Jet Substructure Inputs
mass

ECFs

multiplicity
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𝔁1 𝔁N-1 𝔁N

๏Simple DNN based on high-level features (jet masses, 
multiplicities, energy correlation functions)

Example: jet tagging
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Jet Substructure Inputs
mass

ECFs

multiplicity



๏Simple DNN based on 
high-level features 
(jet masses, 
multiplicities, energy 
correlation functions)
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Full model

EXAMPLE: JET SUBSTRUCTURE

5 output multi-classifier:  

Does a jet originate from a quark, gluon, W/Z boson, top quark? 

Network architecture 
16 expert inputs 

jet masses, multiplicity 

ECFs (β=0,1,2)

11

• 3-layer model trained 
without regularization


• No pruning applied


• Resulting distribution of 
weights 
 
 
 
 
 
 
 

3-layer model: no reg., no pruning

4

HLS4ML Preliminary16 inputs

64 (relu)

32 (relu)

5 (softmax)

32 (relu) Fully connected deep 
neural network

Sensitivity = True Positive Rate
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CASE STUDY: JET SUBSTRUCTURE

5 output multi-classifier:  

Does a jet originate from a quark, gluon, W/Z boson, top quark? 

Network architecture 
16 expert inputs 

jet masses, multiplicity 

ECFs (β=0,1,2)
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• 3-layer model trained 
without regularization


• No pruning applied


• Resulting distribution of 
weights 
 
 
 
 
 
 
 

3-layer model: no reg., no pruning
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Fully connected deep 
neural network

16 inputs

64 nodes 
activation: ReLU

32 nodes 
activation: ReLU

32 nodes 
activation: ReLU

5 outputs 
activation: SoftMax

Example: jet tagging
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The full model
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ML in FPGAs?
FPGA

How many resources? DSPs, LUTs, FFs? 
Can we fit in the latency requirements?

= 4,256  
synapses / 

mult.

+5×32

+32×32

+64×3216×64
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Figure 3.1: Pruning the synapses and neurons of a deep neural network.

the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In e!ect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9! (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13! (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more e"cient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy e"ciency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.

→ 70% reduction of weights 
and multiplications w/o 
performance loss

๏Pruning: remove 
parameters that don’t 
really contribute to 
performances 

๏force parameters 
to be as small as 
possible 
(regularization) 

๏Remove the small 
parameters 

๏Retrain

Making the NN smaller: pruning
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Efficient NN design: compression
• Iterative approach: 

- train with L1 regularization (loss function augmented with penalty term):

 24

- sort the weights based on the value relative to the max value of the weights in that layer
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the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In e!ect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9! (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13! (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more e"cient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy e"ciency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.
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COMPRESSION 18

There are many schemes for compression 
We do a simplistic, iterative version 

Training with “L1” regularization, up-weight important synapses 
Remove X% of weights and retrain 
Rinse, repeat 

Our case study: 70% network reduction with no performance loss

< total bits, integer bits >

Reaches 32-bit floating 
point performance with 
16-bit fixed point!

Distribution of 
weights in NN

๏Quantisation: reduce the 
number of bits used to 
represent numbers (i.e., 
reduce used memory) 

๏models are usually trained 
at 64 or 32 bits 

๏this is not necessarily 
needed in real life 

๏In our case, we could reduce 
to 16 bits w/o loosing 
precision 

๏Beyond that, one would have to 
accept some performance loss

Quantisation
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Efficient NN design: quantization
• In FPGAs use fixed point data types → less resources and latency than 32-bit floating 

point 

• NN inputs, weights, biases, outputs represented as

 29
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width
fractionalinteger

ap_fixed<14,4>

Quantization

Quantized [24, 36–39] and even binarized [40–43] neural networks have been studied in detail as an
additional way to compress neural networks by reducing the number of bits required to represent each
weight. FPGAs provide considerable freedom in the choice of data type and precision. Both are
important to consider to prevent the wasting of FPGA resources and latency. In hls4ml we use fixed
point arithmetic, which uses less resources and latency than floating point arithmetic. Resource usage
using floating point arithmetic and integer arithmetic use the same resources.

The inputs, weights, biases, sums, and outputs of each layer (see Eq. 2.1) are all represented as
fixed point numbers. For each, the number of bits above and below the binary point can be configured
for the use case. It is broadly observed that precision can be reduced significantly without causing a
loss in performance [XXX], but this must be done with care. In Fig. 7, we show the distribution of
the absolute value of the weights after the compression described in Sec. 2.3. In this case, to avoid
overflow in the weights, at least three bits should be assigned above the binary point — two to envelope
the largest absolute value and one for the sign. The neuron values, xm, and intermediate signals in the
FPGA used to compute them, require more bits, given the form of Equation 2.1. We determine the
number of bits to assign below the binary point by scanning physics performance versus number of
these bits.

Figure 7: Distribution of the absolute value of the weights after compression.

In addition to saving on resources used for signal routing, reducing precision saves on resources
and latency used for mathematical operations. For many applications the primary limitation will be
the DSP resources of the FPGA used for multiplication. The number of DSPs used per multiplier
depends on the precision of the numbers being multiplied and can change abruptly. For example, one
Xilinx DSP48 block [XXX] can multiply a 25-bit number with an 18-bit number, but two are required
to multiply a 25-bit number with a 19-bit number. Similarly, the latency of multipliers increases with
precision, though they can remain pipelined. Detailed exploration of the e�ect of calculation precision
is presented in Sec. 3.

– 12 –

integer bits = 2 + 1 for sign
(need more for neurons)

• But need more bits for neurons as computed with 
multiplications and sums → we perform a scan of 
physics performance versus bit precision

• To avoid overflow/underflow of weights at 
least 3 bits needed

ap_fixed<width,integer>

weights
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Parallelisation
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Network Tuning: Parallelization

!15

related to the Initiation Interval = when new inputs are introduced to the algo.

• ReuseFactor: how much to parallelize

mult

mult

mult

mult

mult

mult

mult

reuse = 4
use 1 multiplier 4 times

reuse = 2
use 2 multipliers 2 times each

reuse = 1
use 4 multipliers 1 time each



Parallelisation
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TIMING 23

Behavior of pipeline 
interval controlled well 

by the reuse factor

Additional latency 
introduced by reusing 

the multipliers

15-40 clock cycles (75-200 ns)

RESOURCE USAGE 22

Tuning the throughput with reuse factor  
will reduce the DSP usage

Foreseen architecture (FPGAs) will handle these networks 
Inference-optimized GPUs could break the current paradigm 
Looking forward to R&D projects with nVidia & E4 on this



๏Post-training quantisation 
can affect accuracy 

๏for a given bit 
allocation, the loss 
minimum at floating-point 
precision might not be the 
minimum anymore 

๏One could specify 
quantisation while look for 
the minimum  

๏Maximize accuracy for 
minimal FPGA resources 

๏We teamed up with Google to 
exploit this strategy in a 
QKeras+hls4ml bundle  

Quantization-aware Training

29 https://arxiv.org/abs/2006.10159

Ultra Low-latency, Low-area Inference Accelerators using Heterogeneous Deep�antization with QKeras and hls4ml

Figure 9: Relative accuracy (left) and resource utilization (right) as a function of bit width. The right-hand panel shows themet-
rics for the benchmarkmodels: "Baseline" (B), "Baseline Pruned" (BP), "Baseline Heterogeneous" (BH), "QKeras Optimized" (O).
The relative accuracy is evaluated with respect to the �oating-point baseline model. Resources are expressed as a percentage
of the Xilinx VU9P FPGA targeted.

Table 3: Model accuracy, latency and resource utilization for six di�erent models. Resources are listed as percentage of total,
with absolute numbers quoted in parenthesis.

Model Accuracy [%] Latency [ns] Latency [clock cycles] DSP [%] LUT [%] FF [%]
Baseline 74.4 45 9 56.0 (1826) 5.2 (48321) 0.8 (20132)
Baseline pruned 74.8 70 14 7.7 (526) 1.5 (17577) 0.4 (10548)
Baseline heterogeneous 73.2 70 14 1.3 (88) 1.3 (15802) 0.3 (8108)
QKeras 6-bit 74.8 55 11 1.8 (124) 3.4 (39782) 0.3 (8128)
QKeras Optimized 72.3 55 11 1.0 (66) 0.8 (9149) 0.1 (1781)

at lowest resource cost. This model is referred to as the ‘baseline
heterogeneous (BH)’ model.

We then train several models using quantization-aware training
with QKeras based on the baseline model architecture. The �rst,
referred to as "QKeras optimized (QO)", is heterogeneously quan-
tized to a per-layer precision maximizing model accuracy while
minimizing area. It uses a reduced number of neurons per layer: 32,
16 and 16 instead of the original 64, 32 and 32. Additionally, three
layers of full-precision batch normalization is added.

A summary of the per-layer quantizations for the baseline (and
baseline pruned) and optimized model is given in Table 2. Finally,
we train a range of homogeneously quantized QKeras models in
order to quantify the impact of a given bit width on resources and
accuracy.

3.5 Performance
Each model is trained using QKeras version 0.7.4, translated into
�rmware using hls4ml version 0.2.1, and then synthesized with
Vivado HLS (2019.2), targeting a Xilinx Virtex Ultrascale 9+ FPGA
with a clock frequency of 200 MHz. We compare the resource con-
sumption and latency on chip for each model, to the model accuracy.
The resources at disposal on the FPGA are digital signal processors
(DSPs), lookup tables (LUTs), memory (BRAM) and �ip-�ops (FF).

The BRAM is only used as a LUT read-only memory for calculating
the �nal Softmax function and is the same for all models, namely
1.5 units corresponding to a total of 54 Kb. The estimated resource
consumption and latency from logic-synthesis, together with the
model accuracy, are listed in Table 3. A fully parallel implemen-
tation is used, with an "initiation interval" of 1 clock cycle in all
cases. Resource utilization is quoted in percentage of total available
resources, with absolute numbers quoted in parenthesis.

The most resource e�cient model is the QKeras optimized (QO)
model, reducing the DSP usage by ⇠ 98%, LUT usage by ⇠ 80%,
and the FFs by ⇠ 90%. The drop in accuracy is less than 3% despite
using half the number of neurons per layer and an overall lower
precision. The extreme reduction of DSP utilization is especially
interesting as, on the FPGA, DSPs are scarce and usually become
the critical resource for ML applications. DSPs are used for all
multiply-add operations, however, if the precision of the incoming
numbers are much lower than the DSP precision (which, in this
case, is 18 bits) multiply-add operations are moved to LUTs. This
is an advantage, as a representative FPGA for the LHC trigger
system has O(1000) DSPs compared to O(1) million LUTs. If the
bulk of multiplication operations is moved to LUTs, this allows for
deeper and more complex models to be implemented. In our case,
the critical resource reduces from 56% of DSPs for the baseline to
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Each model is trained using QKeras version 0.7.4, translated into
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Vivado HLS (2019.2), targeting a Xilinx Virtex Ultrascale 9+ FPGA
with a clock frequency of 200 MHz. We compare the resource con-
sumption and latency on chip for each model, to the model accuracy.
The resources at disposal on the FPGA are digital signal processors
(DSPs), lookup tables (LUTs), memory (BRAM) and �ip-�ops (FF).

The BRAM is only used as a LUT read-only memory for calculating
the �nal Softmax function and is the same for all models, namely
1.5 units corresponding to a total of 54 Kb. The estimated resource
consumption and latency from logic-synthesis, together with the
model accuracy, are listed in Table 3. A fully parallel implemen-
tation is used, with an "initiation interval" of 1 clock cycle in all
cases. Resource utilization is quoted in percentage of total available
resources, with absolute numbers quoted in parenthesis.

The most resource e�cient model is the QKeras optimized (QO)
model, reducing the DSP usage by ⇠ 98%, LUT usage by ⇠ 80%,
and the FFs by ⇠ 90%. The drop in accuracy is less than 3% despite
using half the number of neurons per layer and an overall lower
precision. The extreme reduction of DSP utilization is especially
interesting as, on the FPGA, DSPs are scarce and usually become
the critical resource for ML applications. DSPs are used for all
multiply-add operations, however, if the precision of the incoming
numbers are much lower than the DSP precision (which, in this
case, is 18 bits) multiply-add operations are moved to LUTs. This
is an advantage, as a representative FPGA for the LHC trigger
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bulk of multiplication operations is moved to LUTs, this allows for
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๏We looked into further applications of Neural Networks 
at the LHC 

๏How to use unsupervised learning to look for new 
physics, and possibly make a discovery… 

๏How to actually integrate networks in the first stage 
of trigger (on FPGAs), and possibly make a discovery… 

๏With the remaining timing, I would like to tell you how 
you could join us at CERN, to work on these or other 
kinds of things

Summary of Lecture 3

30



A few works about CERN
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Today CERN has 23 Member States: Austria, Belgium, Bulgaria, Czech Republic, Denmark, Finland, France, Germany, Greece, Hungary, Israel, Italy, 
Netherlands, Norway, Poland, Portugal, Romania, Serbia, Slovak Republic, Spain, Sweden, Switzerland and United Kingdom.

Cyprus, Estonia and Slovenia are Associate Member States in the pre-stage to Membership. Croatia, India, Latvia, Lithuania, Pakistan, Türkiye and Ukraine are 
Associate Member States.

Japan and the United States of America hold Observer status with respect to the LHC. The international organisations European Union and UNESCO currently 
have Observer status at CERN

https://international-relations.web.cern.ch/stakeholder-relations/states/austria
https://international-relations.web.cern.ch/stakeholder-relations/states/belgium
https://international-relations.web.cern.ch/stakeholder-relations/states/bulgaria
https://international-relations.web.cern.ch/stakeholder-relations/states/czech-republic
https://international-relations.web.cern.ch/stakeholder-relations/states/denmark
https://international-relations.web.cern.ch/stakeholder-relations/states/finland
https://international-relations.web.cern.ch/stakeholder-relations/states/france
https://international-relations.web.cern.ch/stakeholder-relations/states/germany
https://international-relations.web.cern.ch/stakeholder-relations/states/greece
https://international-relations.web.cern.ch/stakeholder-relations/states/hungary
https://international-relations.web.cern.ch/stakeholder-relations/states/israel
https://international-relations.web.cern.ch/stakeholder-relations/states/italy
https://international-relations.web.cern.ch/stakeholder-relations/states/netherlands
https://international-relations.web.cern.ch/stakeholder-relations/states/norway
https://international-relations.web.cern.ch/stakeholder-relations/states/poland
https://international-relations.web.cern.ch/stakeholder-relations/states/portugal
https://international-relations.web.cern.ch/stakeholder-relations/states/romania
https://international-relations.web.cern.ch/stakeholder-relations/states/serbia
https://international-relations.web.cern.ch/stakeholder-relations/states/slovak-republic
https://international-relations.web.cern.ch/stakeholder-relations/states/spain
https://international-relations.web.cern.ch/stakeholder-relations/states/sweden
https://international-relations.web.cern.ch/stakeholder-relations/states/switzerland
https://international-relations.web.cern.ch/stakeholder-relations/states/united-kingdom
https://international-relations.web.cern.ch/stakeholder-relations/states/cyprus
https://international-relations.web.cern.ch/stakeholder-relations/states/estonia
https://international-relations.web.cern.ch/stakeholder-relations/states/slovenia
https://international-relations.web.cern.ch/stakeholder-relations/states/croatia
https://international-relations.web.cern.ch/stakeholder-relations/states/india
https://international-relations.web.cern.ch/stakeholder-relations/states/latvia
https://international-relations.web.cern.ch/stakeholder-relations/states/lithuania
https://international-relations.web.cern.ch/stakeholder-relations/states/pakistan
https://international-relations.web.cern.ch/stakeholder-relations/states/turkey
https://international-relations.web.cern.ch/stakeholder-relations/states/ukraine
https://international-relations.web.cern.ch/stakeholder-relations/states/japan
https://international-relations.web.cern.ch/stakeholder-relations/states/United-States-America
https://home.cern/science/accelerators/large-hadron-collider
https://international-relations.web.cern.ch/stakeholder-relations/states/european-union
https://international-relations.web.cern.ch/stakeholder-relations/states/unesco


Who works at CERN?
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Who works at CERN?
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Palestine at CERN
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https://international-relations.web.cern.ch/stakeholder-relations/states/palestine

https://international-relations.web.cern.ch/stakeholder-relations/states/palestine


Palestine at CERN
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CERN in Palestine
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https://atlas.cern/updates/news/hard-
day-so-much-beauty

https://atlas.cern/updates/news/hard-day-so-much-beauty


Not just a physics laboratory

37



๏Summer Student program: for master students (and 
sometimes bachelor). Two months at CERN, full-immersion 
experience with morning classes + research program 

๏OpenLab Summer Student program: a special program 
dedicated to CS students and IT projects 

๏Technical Student program: master students can join CERN 
for up to 1 year, working on a research project in one 
of the teams (Physics, IT, Engineering, Accelerator, …)  

๏Doctoral student program: CERN funds your PhD at one of 
the Universities in member state. You spend your PhD at 
CERN, working on a research project in one of the teams 
(Physics, IT, Engineering, Accelerator, …)

Study at CERN

38

https://home.cern/summer-student-programme
https://jobs.smartrecruiters.com/CERN/743999788187916-cern-openlab-summer-student-programme-2022
https://careers.cern/doct-projects


๏Fellowship program: two-
year contract at CERN, 
working on a research 
project in one of the teams 
(Physics, IT, Engineering, 
Accelerator, …) 

๏junior fellows: people 
with a master 

๏serion fellows: for PhD 
holders 

๏Research and applied 
projects

Working at CERN

39

https://careers.smartrecruiters.com/CERN/fellowships


๏You receive a salary, 
proportional to the role 
and following Swiss 
standards 

๏You receive a medical 
insurance coverage valid 
worldwide 

๏(for summer students) 
you have a room at one 
of CERN hotels 

๏You establish working 
relations that could 
open opportunities for 
your future

All these are CERN contract
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๏Typically you need 

๏two letters 

๏a CV 

๏a motivation 
letter 

๏Watch openings at 
https://careers.cern

How to apply
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https://careers.cern


๏For Summer students: one opening at the end of the year, 
for the following Summer 

๏For tech/doc students: two opening/year, typically closing 
in February and August  

๏For fellowships: as doc/tech students, but usually shifted 
by one month 

๏DATES CHANGE EVERY YEAR: watch career.cern constantly!!!!

How does it work
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Constantly watch career.cern
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Constantly watch career.cern
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Backup


