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Neural Network

• Activation function,

• A network topology

• Training algorithm
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CNNs

• Good Tutorial : https://www.analyticsvidhya.com/blog/2020/10/what-is-the-convolutional-neural-network-architecture/

[Image Source: El-Amir H., Hamdy M. (2020) Convolutional Neural Network. In: Deep Learning Pipeline. Apress, Berkeley, CA.
https://doi.org/10.1007/978-1-4842-5349-6 11]

https://www.analyticsvidhya.com/blog/2020/10/what-is-the-convolutional-neural-network-architecture/ 


Plan
1 Review

2 CNN Building Blocks
Convolutional Layers
Padding
Strided Convolutions
3D Convolution
Pooling Layers
Fully Connected Layer

3 Common Architectures

4 Pre-trained Model

5 Data Augmentation

6 Data Challenges

7 Hands on Sessions

8 Way Forward



1 Review

2 CNN Building Blocks
Convolutional Layers
Padding
Strided Convolutions
3D Convolution
Pooling Layers
Fully Connected Layer

3 Common Architectures

4 Pre-trained Model

5 Data Augmentation

6 Data Challenges

7 Hands on Sessions

8 Way Forward



Convolutional Layers

Convolutional layers are the major building blocks used in convolutional neural
networks:

• You can think of it as a simple application of a filter to an input which results in
activation

• Repeated application of the same filter to an input results in a map of activations
called (features map)

• These features simply indicate the locations of points of interest in the input (e.g.
an edge in an image, . . . )

• Recall that features can be handcrafted/extracted, such as line detectors, but the
advantage of CNNs is that you no more need to worry about extracting/
handcrafting these features



Convolutional Layers

• Lets explore this simple
example



Convolutional Layers

• What is the result of applying
the filter shown to an original
image?



Convolutional Layers -Filters

• Filter matrix is often referred
as filter, kernel

• Various types of filters exist
that can be used to perform
different tasks (e.g. detect
vertical lines, diagonal lines,
... and others)



Convolutional Layers -Filters

• Filters, or convolution kernels
can be of any size, but often
chosen to be of a size smaller
than the input (common sizes
3 × 3, 5 × 5, ...)

• Check the following filters,
and notice that if applied to
an image, it will highlight /
extract the horizontal lines

−1 −1 −1
2 2 2
−1 −1 −1





Convolutional Layers -Filters

• What about this filter?

−1 2 −1
−1 2 −1
−1 2 −1





Convolutional Layers -Filters

• You can think of these filters in the CNNs as the weights that we want to learn
(this is different from traditional computer vision for example, where we used to
hand craft these values of these filters, now we want the network to learn the
weights? w1 w2 w3

w4 w5 w6

w7 w8 w9



• So, if a neurons in a layer use the vertical line filter, then all similar features
(vertical lines) will be enhanced while the rest of the image will get blurred /
ignored

• Using such simple method various features in the image can be enhanced
(vertical, horizontal, diagonal lines, and others)
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Convolutional Layers -Filters

• In the previous slides we showed how you can apply one filter at a time, but in
fact, with CNNs we can apply multiple filters to detect several different features

• This means that each filter will extract its own features and its own output
(features maps)

• These features maps are then stacked together to create a volume (e.g. think of it
as a 3D shape)



Convolutional Layers -Filters

• Image source from Couchot
et al. paper
https://arxiv.org/pdf/1605.07946.pdf

https://arxiv.org/pdf/1605.07946.pdf
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Padding

Another important concept in CNNs is the padding:

• In traditional convolutional operation, applying a 3 by 3 filter to a 6 by 6 image
would result in an output image of 4 b 4 (why)?

• This means that for an image of n × n convolved by a filter of size f × f would
result in an output image of n − f + 1 × n − f + 1



Padding

Two disadvantages of the traditional convolutions can be outline as follows:

• This means that image will shrink
every time you apply the convolution
operation!

• In addition, pixels at the edges or
corners of the image are used much
less in the output images

[Source Gonzalez and Wood]



Padding

To solve these two problems (shrinking input and loosing information):

• This means that image will shrink
every time you apply the convolution
operation!

• In addition, pixels at the edges or
corners of the image are used much
less in the output images

[Source Gonzalez and Wood]



Padding

The solution is to pad the image (add pixels at the border) before applying the
convolution

• This simply mean create an extra border with one pixel, e.g. 6 × 6 image after
padding become 8 × 8 pixel

• You can pad with more than one pixel

• But the two most common choices are: valid (don’t pad), or same, which simply
means pad so that the output size is same as the input size, the number of pixel
used in the padding depends on the size of the filter and is set to equal f−1

2 where
f is the size of the filter
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Strided Convolutions

Recall that when we convolve an image, it is as if we slide the filter at each pixel
location (from top left all the way to the right bottom) and take element’s wise
product, multiply and then add:

• But then instead of stepping 1 place (pixel at a time), you can set the stride to an
arbitrary number (e.g. 2, ...) e.g. take two steps at a time instead of 1

• So, if you pad with p, and you have a filter of size f , and a stride is s, then the
size of the output would be n+2p−f

s + 1 × n+2p−f
s + 1
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3D Convolutions
Images are often in RGB format (color images has three channels red, grean and blue,
applying the convolution is almost same as the case in 2D:

[Deep Learning Specialization / Andrew Ng]
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Pooling Layers

• Max pooling layer (large numbers denotes important features, so we keep them
(note the filter size could be 2 by 2, 3 by 3 or other sizes

[https://cs231n.github.io/convolutional-networks/ ]

https://cs231n.github.io/convolutional-networks/
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Fully Connected Layer

• Good Tutorial : https://www.analyticsvidhya.com/blog/2020/10/what-is-the-convolutional-neural-network-architecture/

[Image Source: El-Amir H., Hamdy M. (2020) Convolutional Neural Network. In: Deep Learning Pipeline. Apress, Berkeley, CA.
https://doi.org/10.1007/978-1-4842-5349-6 11]

https://www.analyticsvidhya.com/blog/2020/10/what-is-the-convolutional-neural-network-architecture/ 
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LeNet-5 conNet

• LeNet-5 is one of the most common
CNN architecture

• Created by Yann LeCun to 1998 and
widely used for handwritten digits
recognition

• Takes input of 32 × 32 (notice that
the image sizes in mnist dataset is 28
by 28, but the authors used padding in
the input layer

Recommended Reading

Y. Lecun, L. Bottou, Y. Bengio and P. Haffner, ”Gradient-based learning applied to
document recognition,” in Proceedings of the IEEE, vol. 86, no. 11, pp. 2278-2324,
Nov. 1998, doi: https://doi.org/10.1109/5.726791

https://doi.org/10.1109/5.726791


AlexNet
• AlexNet CNN architecture won the 2012

ImageNet ILSVRC challenge (by large margin).
Achieved top error rate of 17% (second best
achieved only 26%)

• Developed by Alex Krizhevsky and hence the
name

• It is much larger and deeper than LeNet-5 and
the authors used dropout and data
augmentation to reduce overfitting

Recommended Reading

Alex Krizhevsky, Ilya Sutskever, and Geoffrey E. Hinton. 2012. ImageNet classifi-
cation with deep convolutional neural networks. In Proceedings of the 25th Inter-
national Conference on Neural Information Processing Systems - Volume 1 (NIPS’12)
https://dl.acm.org/doi/10.5555/2999134.2999257

https://dl.acm.org/doi/10.5555/2999134.2999257


GoogleNet
• Won ILSVRC challenge in 2014, developed by Christian Szegedy et al. to be much

deeper network than previous CNNs (one early version is made of 22 conv layers)
• Several extensions of GoogleNet developed later by Google researchers, e.g

Inception-v3

Recommended Reading

C. Szegedy et al., ”Going deeper with convolutions,” 2015 IEEE Conference
on Computer Vision and Pattern Recognition (CVPR), 2015, pp. 1-9, doi:
https://doi.org/10.1109/CVPR.2015.7298594

https://doi.org/10.1109/CVPR.2015.7298594


VGGNet-16/19

• Had very deep architecture of 16 or 19 layers in total

• Designed to have 2 or 3 conv layers, and a pooling layer, then again 2 or
3 conv layers followed by a pooling layers to reach 16 layers in
VGGNet16, and 19 layers in VGGNet19

Recommended Reading

Karen Simonyan and Andrew Zisserman, ”Very Deep Convolutional Networks for Large-
Scale Image Recognition,” 2015 International Conference on Learning Representations
(ICLR15), doi: https://arxiv.org/abs/1409.1556

https://arxiv.org/abs/1409.1556


ResNet

• Training very deep networks
proved to be problematic and
can cause problems such as
vanishing/exploding gradients

• However, ResNet, made it
possible to train very deep
network and without harming
the performance

Recommended Reading

He et al. , ”Deep Residual Learning for Image Recognition,” IEEE Conference on Com-
puter Vision and Pattern Recognition (CVPR 16) https://arxiv.org/pdf/1512.03385.pdf

https://arxiv.org/pdf/1512.03385.pdf


ResNet

• Introduced in 2015 and delivered excellent results on the ILSVRC challenge (top
five)

• It is an extremely deep convolutional neural network with 152 layers

• The authors managed to train such deep network using the skip connection
(instead of feeding directly into the next layer, some signals are fed to layers
higher up in the stack of layers)



ResNet

• Recall that the target of training is to model a function
h(x), and so if you add input x to the output of the
network (add a skip connection), then the network will
end up modelling f (x) = h(x) − x instead of h(x)
(residual learning)

• At the start of the training, the weights are initialized to
be close to zero, so the network will simply output
values close to zero, when adding the skip connection,
the network will end up outputting a copy of its inputs.
This simply means if the target function is close to the
identity function (often the case), then this will speed
up the training process and the network can start
making progress even if some layers haven’t started
learning yet

Convolutional
Layer

Convolutional
Layer

ReLU

h(x)

h(x) + x 
+

x  
identity 

• Residual block
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Pre-trained Model

• Nobody (almost) train CNNs such as GoogleNet, ResNet, Inception and others
from scratch

• You can use pre-trained models with a signle line of code (keras.applications
packages)

• Most of these models have been trained on large volumes of data (e.g. ImageNet
a dataset contains more than 1000000 images)

• Also, these models can recognise many objects. However, if you need to build a
classifier for classes of images that are not part of ImageNet, then you can benefit
from pre-trained model for transfer learning
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packages)

• Most of these models have been trained on large volumes of data (e.g. ImageNet
a dataset contains more than 1000000 images)
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Transfer Learning

• Transfer Learning: is the reuse of a pre-trained model that was developed for a
certain task, to solve a new task, or at least as a starting point to solve the new
task

• We use an existing pre-trained model that does a similar task to the one we want
to achieve then reuse the lower layers of this pre-trained model

• This technique is called Transfer Learning

• It is very helpful, especially that it requires considerably less training data

• Applying this technique is straightforward, We simply need to freeze the lower
layers of the pretrained model (these layers detect general features that are
common across all domains), then train the deeper layers using our own dataset
(fine-tuning), and most of the time we need to also change the output layer



Transfer Learning

• Transfer Learning: is the reuse of a pre-trained model that was developed for a
certain task, to solve a new task, or at least as a starting point to solve the new
task

• We use an existing pre-trained model that does a similar task to the one we want
to achieve then reuse the lower layers of this pre-trained model

• This technique is called Transfer Learning

• It is very helpful, especially that it requires considerably less training data

• Applying this technique is straightforward, We simply need to freeze the lower
layers of the pretrained model (these layers detect general features that are
common across all domains), then train the deeper layers using our own dataset
(fine-tuning), and most of the time we need to also change the output layer



Transfer Learning

• Transfer Learning: is the reuse of a pre-trained model that was developed for a
certain task, to solve a new task, or at least as a starting point to solve the new
task
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Transfer Learning

[Image source https://bdtechtalks.com/2019/06/10/what-is-transfer-learning/

https://bdtechtalks.com/2019/06/10/what-is-transfer-learning/
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Data Augmentation

• Pre-trained models considerably reduce the size of data required to train your
model and yet, you might find that you need to have more data to ensure better
results

• Data Augmentation is a commonly used technique to artificially increase the size
of data

• This is achieved by generating many variants of each instance in your dataset



Data Augmentation

• There are various methods to generate new instances from existing ones, but the
simplest and commonly used is applying some transformations to the images for
example slightly shift, rotate, resize, crop pictures in the training set

[Image Source https://www.kdnuggets.com/2018/05/data-augmentation-deep-learning-limited-data.html]

https://www.kdnuggets.com/2018/05/data-augmentation-deep-learning-limited-data.html


Data Augmentation

• There are various methods to generate new instances from existing ones, but the
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Generative Adverserial Neural Network (GAN)

• GANs were developed in
2014 by Ian J Goodfelow

Recommended Reading

Ian Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley,
Sherjil Ozair, Aaron Courville, Yoshua Bengio, Generative adversarial nets

https://proceedings.neurips.cc/paper/2014/file/5ca3e9b122f61f8f06494c97b1afccf3-Paper.pdf


GANs

• GANs have been successfully
applied to various applications

• For example face image
generation (very convincing)

[Source https://thispersondoesnotexist.com/]

https://thispersondoesnotexist.com/


GANs

• GANs have been successfully
applied to various applications

• For example face image
generation (very convincing)

[Source https://thispersondoesnotexist.com/]

https://thispersondoesnotexist.com/


GANs

• GANs are widely used for
generating super-resolution
images, image editing and
colourisation

• Check DeOldify, a powerful
GAN-based tool for editing/
coloring images (code is
available on github)

[Source https://github.com/jantic/DeOldify]

https://github.com/jantic/DeOldify


GANs

• Wide range of other applications such as
generating sketches from images

• Check the GANs Zoo for the list of applications
and corresponding source code repository1 or
GANs Awesome Applications2

[Yu et al. https://arxiv.org/pdf/1712.00899.pdfTowards Realistic Face Photo-Sketch Synthesis via Composition-Aided GANs]

1https://github.com/hindupuravinash/the-gan-zoo
2https://github.com/nashory/gans-awesome-applications

https://arxiv.org/pdf/1712.00899.pdf
https://github.com/hindupuravinash/the-gan-zoo
https://github.com/nashory/gans-awesome-applications


Data Generation/ Annotation?

• Multiple fake classes to
ensure a fine-grained
generation and classification
of the minority class instances
3

• Generate examples with
reduced number of training
instances 4

3A. A Gombe, E. Elyan, and C. Jayne 2019 Multiple Fake Classes GAN for Data Augmentation in
Face Image Dataset. International joint conference on neural networks 2019 (IJCNN 2019), July 2019

4A. A Gombe, E. Elyan, Y Savoye, and C. Jayne 2018. Few-shot classifier GAN. Presented at the
International joint conference on neural networks 2018 (IJCNN 2018), 8-13 July 2018, Rio de Janeiro,
Brazil.



Data Generation
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Data Authenticity

”Deepfake videos could ’spark’ violent social unrest”5

5source https://www.bbc.co.uk/news/technology-48621452

https://www.bbc.co.uk/news/technology-48621452


Data Authenticity

”Deepfake videos could ’spark’ violent social unrest”5

5source https://www.bbc.co.uk/news/technology-48621452

https://www.bbc.co.uk/news/technology-48621452


Data Authenticity

• It is now possible not
only to produce
convincing forged video
but also to fully
synthesize video content

• So many ways to edit/
forge a video or image

• No training data
available!



Biased Data

• Models tend to be
biased when they learn
from imbalanced
datasets

[Source: http://www-edlab.cs.umass.edu/ smaji/cmpsci670/fa14/hw/recognition/]

Kaggle competition https://www.kaggle.com/c/dogs-vs-cats

http://www-edlab.cs.umass.edu/~smaji/cmpsci670/fa14/hw/recognition/
https://www.kaggle.com/c/dogs-vs-cats


Learning from Imbalanced Data

• Sampling methods

• Re-engineer or
restructure the data to
reduce dominance of
majority class instances



Learning from Imbalanced Data

• Find within-class
similarity in the
dominant class and

• oversample
minority-class instances

• Classify and compare N P
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E. Elyan, C.F. Moreno-Garcia, & C. Jayne, ’CDSMOTE: class decomposition and synthetic
minority class oversampling technique for imbalanced-data classification.’ Neural Comput &
Applic (2020). https://doi.org/10.1007/s00521-020-05130

https://doi.org/10.1007/s00521-020-05130


Learning from Imbalanced Data



Learning from Imbalanced Data

• Common problem in
many domains



Data Availability/ Annotation

• Availability of good, and
accurately annotated datasets
of images and videos

6

6Source: E. Schwab, A. Gooßen, H. Deshpande and A. Saalbach, ”Localization of Critical Findings
in Chest X-Ray Without Local Annotations Using Multi-Instance Learning,” 2020 IEEE 17th
International Symposium on Biomedical Imaging (ISBI), 2020, pp. 1879-1882, doi:
10.1109/ISBI45749.2020.9098551.
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Hands on

Neural Networks

• Check this intro tutorial on Google Colab (if needed)7

• Load and explore the notebook on Google Colab (A demo will be given)8

• Kaggle competition for digits recognition9

• Download this dataset of symbols from engineering diagrams10

7https://colab.research.google.com/?utm source=scs-index
8https://github.com/heyad/Teaching/blob/master/BZU/Summer School 01.ipynb
9https://www.kaggle.com/competitions/digit-recognizer

10https://github.com/heyad/Eng Diagrams/tree/master/data

https://colab.research.google.com/?utm_source=scs-index
https://github.com/heyad/Teaching/blob/master/BZU/Summer_School_01.ipynb
https://www.kaggle.com/competitions/digit-recognizer
https://github.com/heyad/Eng_Diagrams/tree/master/data
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Conclusion

• Underlying knowledge

• Tools and technologies

• Start with simple datasets (Kaggle)

• Coding is important (you get better by practice)

• Intro to Python and some useful links11

11https://github.com/heyad/Teaching/tree/master/Python

https://github.com/heyad/Teaching/tree/master/Python


Thank You

@ElyanEyad

https://www3.rgu.ac.uk/dmstaff/elyan-eyad

https://www3.rgu.ac.uk/dmstaff/elyan-eyad
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