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What and why?

Things to monitor
• 200+ tape servers
• 2 production CTA frontends
• 6 EOSCTA “little EOS” MGMs

• Service health
• Software rollout

Goals
• Short‑term alerting

• Notify operators through email/chat

• Collect small selection of long‑term
statistics

• Understand service usage over time
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General data flow

26.04.2023 Monitoring Your EOSCTA Deployment 3



Data sources and contents

Frontend
• cta-admin --json …

• Raw JSON output for all
CTA‑defined resources

• Tapes, files, queued requests

• /var/log/cta/cta-frontend.log
• start, stop, WARN, ERR, CRITICAL
messages

Tape servers

• /var/log/cta/cta-taped.log
• Transferred data volume, transfer speeds,
mount counts, crashes, tape consumption

EOS
• /var/log/eos-client/eos-client.log

• EOS buffer usage, file conversions
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Fluentd

• Open‑source data collector
• Service present on each host, reads log
files as they are written

Source
• Specify files to read

Filter
• Perform action on subset

Match
• Classify
• Specify output (InfluxDB)

26.04.2023 Monitoring Your EOSCTA Deployment 5



Fluentd — example
Source

• Specify files to read

Filter
• Perform action on
subset

Match
• Classify
• Specify output
(InfluxDB)

<source>
@type tail
path /var/log/cta/cta -admin-other.log
pos_file /var/log/td -agent/cta -admin-other.log.pos
read_from_head true
tag ctaadmin
<parse>

@type json
time_key timestamp
time_format %s

</parse>
</source>

< f i l t e r ctaadmin>
@type record_transformer
<record>

instance "<%= @instance %>"
</record>

< / f i l t e r >
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Fluentd — example
Source

• Specify files to read

Filter
• Perform action on
subset

Match
• Classify
• Specify output
(InfluxDB)

<match ctaadmin>
@type rewrite_tag_filter
<rule>

key command
pattern ^cta-admin --json tape ls --state DISABLED$
tag ctaadmin_problematic_tapes

</rule>
</match>
<match ctaadmin_problematic_tapes>

@type influxdb
retry 1
retry_wait 1
tag_keys ["instance", "vid", "mediaType", "vendor", "logicalLibrary", "

tapepool", "vo", "lastWrittenLog.drive", "lastReadLog.drive", "
lastModificationLog.username", "state"]

dbname changeme
flush_interval 10s
host changeme
port changeme
use_ssl true
verify_ssl false
user changeme
password changeme
time_precision ns

</match>
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Influxdb

• Time series database
• Can be queried using:

• InfluxQL: SQL variant
• flux: functional data scripting language

• Stuck on v1.8 for the time being

Alerting data
• Retained for 3 months
• or 3 weeks if particularly heavy

Statistics data
• Kept indefinitely, in separate DB
• Downsampled from the above

• 1 sample/day
• 1 sample/30days
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Grafana

• Panels
• Dashboards
• Alerts
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Rundeck

• Central cron‑like job scheduler
• One‑to‑many

• Triggers cta-admin --json‑based jobs
• Creates aggregate measurements

• Works well with containers
• cta-admin --json tape ls
⇒ relational DB⇒ aggregate⇒
InfluxDB

• Takes some burden off InfluxDB
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Example — Problematic tape monitoring
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Example — Error monitoring
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Rules of thumb
• ssh keys for service accounts, sss keys for CTA and EOS
• Log timestamps as epoch
• jq is your friend, grep, awk, sed, cut are treacherous
• “One thing to monitor” = 1 InfluxDBmeasurement
• Tagmessages with ’production’/’preproduction’
• Base log entry:

{"timestamp":"<epoch>", "host":"<fqdn>", "env":"production", "msg":"<content >"}
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Conclusion

In short
• Use cta-admin --json with jq for
statistics

• log⇒ Fluentd⇒ InfluxDB⇒ Grafana
• Examples at: https://gitlab.cern.ch/

cta/cta-operations

Future developments
• Influxdb 1.8⇒ 2.x, maybe
• Influxdb replaced by Prometheus

26.04.2023 Monitoring Your EOSCTA Deployment 14

https://gitlab.cern.ch/cta/cta-operations
https://gitlab.cern.ch/cta/cta-operations


home.cern

http://home.cern


Bonus slides — Drive status 1
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Bonus slides — Drive status 2
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Bonus slides — Drive environmentals
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