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EXCELLENT SOFTWARE:
CRUCIAL FOR SUCCESS

) Margaret Hamilton’s flight software prevented a last-
minute abort of the Apollo 11 moon landing

) Fought for programming to be given the respect it |
served — popularised the term "software engineering" v
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) Her software engineering challenges:

) asynchronous execution

) priority scheduling

) human-in-the-loop
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D. Large-scale data-intensive software and computing infrastructures
are an essential ingredient to particle physics research programmes.
The community faces major challenges in this area, notably with a
view to the HL-LHC. As a result, the software and computing models
used in particle physics research must evolve to meet the future
needs of the field. The community must vigorously pursue
common, coordinated R&D efforts in collaboration with other
fields of science and industry, to develop software and
computing infrastructures that exploit recent advances in
information technology and data science [...]

https://cds.cern.ch/record/2721370/files/CERN-ESU-015-2020 Update European Strategy.pdf
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PERFORMANCE CHALLENGE

) Efficient software ...
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) on theory side, aim for higher accuracy: towards NNLO QCD,
NLO EW, NLL, etc. ¥ computationally more demanding




PERFORMANCE CHALLENGE

) Efficient software ...

)acceleratesscientificdiscoveries, — T T T T T T T T T T T

_ 200007 ems pubiic g
e - Total CPU 1
. 2022 Estimates
) allows to Increase accuracY’ 8 40000~ —m— No R&D improvements /,/
e.g. simulate one more jet @ (N")LO > " -®- Weighted probable scenario /
O === 10 to 20% annual resource increase p 4
V4
R 300001 Y
) and needs less energy T
- e-—-e
= 20000 Ve
) Latest HL-LHC projections indicate that improvements are O ‘ i
necessary to deliver physics £ 10000 e
S _
M M M | | | | | | | | | | | | | | | | | |
) total computing use driven by #events (& pile-up) 02021 2023 2025 2027 2029 2031 2033 2035 2037

Year

> LHCRun-3 0.3 ab'1, HL-LHC 3 ab-,
FCC-hh 20 ab-1, FCC-ee Z prod. 75 ab-1

) on theory side, aim for higher accuracy: towards NNLO QCD,
NLO EW, NLL, etc. ¥ computationally more demanding




PERFORMANCE CHALLENGE

) most pressing: 1. ,MC”, 2. ,EvGen”

Caveat: EvGen usually less pronounced for CMS (~10 %)

ATLAS Preliminary

2022 Computing Model - CPU: 2031, Conservative R&D
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[CERN-LHCC-2022-005]

) I'm an ,,EvGen” author, so mostly look
into this in the following




Standard Model Production Cross Section Measurements

Status: February 2022
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http://twiki.cern.ch/twiki/bin/view/AtlasPublic/StandardModelPublicResults

Standard Model Production Cross Section Measurements

Status: February 2022
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signal processes for SM measurements
& BSM searches often associated with several jets
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need high-fidelity V+jets samples

(also tt+jets, pure jets, ...)

multi-jet merged samples give faithful
predictions for wide range of
observables

NLO QCD, approx. NLO EW, alternative
weights for uncertainties, ...

most ,EvGen” CPU hours spent on
V+jets samples



EXAMPLE: V+JETS

pp — ete +0,1,2j@NLO+3,4,5/@LO
) standard SHERPA sample generated by ATLAS

phase space

) series of performance improvements gave ~40x speed-up clustering
in V+jets and 17+jets samples [eB et al. 2209.00843)

IZ HL-LHC ready? Perhaps, but may want to re-spend CPU
hours on an extra leg @(N)LO ... R

e.g. H+3j @ NLO O(1s) per evaluation tree-level ME

16 %

) remaining bottleneck: tree-level matrix elements (ME) rest+overhead

and phase space
P P PDF

loop ME

efficiency [EB et al. 2209.00843]

) problem: expensive multi-jet ME and very low sampling
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) x-axis: Number of trial events per
accepted event

) evaluate tens to hundreds of
thousands of MEs before
accepting a single event



RESEARCH DIRECTIONS

) negative weights reduction

Surrogate Unweighting

2
) better phase-space sampling | ‘surrogate
) go simple, so phase-space becomes free: MCFM, Chili, ... l

: : .. , surrogate unweighted events
) go complex to achieve higher efficiency: ML sampling

(normalising flows, ...)

3 true | A \2
) faster MEs v

> ML surrogates & Surrogate unweighting correct unweighted events

) highly parallel evaluation on GPU (see below)
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HPC & HETEROGENOUS
COMPUTING ‘

—__ WA




Number of cores

HPC

) last years: using more HPC clusters with more diversity in system architectures

) +HPC will be a significant part of the future WLCG in some countries”
[S. Campana (WLCG), LHCC open session talk, 08/03/2023]

CMS Public
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) Considerations on large HPC clusters

HPC

) node-to-node network often (much) faster

than rather slow filesystem 1/0O of these

machines

combined with sizable 1/0 (EvGen:

optimisation data, PDF data, event output,
...) favors parallelising via MPI, where
filesystem I/O can be shared across ranks

) thus, very good scaling (up to 1M threads)

has been achieved for some generators

[ALPGEN/PYTHIAG, Childers et al. 1511.07312], [SHERPA/COMIX/
PYTHIA8 LO, Hoche et al. 1905.05120], [SHERPA/CoMIX NLO, EB et al.

2309.13154]
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HPC & HDF5

) Remaining file 1/0 bottleneck removed by using HDF5 database library with MPI-collective I/O feature
instead of plaintext formats (LHEF, ...)

) proposed HDF5-based intermediary (= parton-level) event format LHEH5 (actual event data very similar
to LHEF), NLO support

) for SHERPA, new alternative workflow with factorisation into parton-/particle-level simulation steps:

fast
repeat with different showers/hadronisation
models for uncertainty studies

Sherpa/Pythia >
very slow / shower+hadronisation

do once

Sherp.a/ | | Sherpa/Pytl'!la |
Comix shower+hadronisation

[EB et al. 2309.13154]
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Application of new workflow to Higgs + jets production at the HL-LHC [EB et al. 2309.13154]

Jet-pr spectra in pp — h+N jets at /s = 14TeV Sub-sub-leading jet spectrum Sherpa vs. Pythia
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multi-jet merged H + 0,1,2 jets @ NLO + 3,4,5,6,7 jets @ LO sample
most precise predictions of Higgs plus > 4 jet events to date
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HPC & GPU ACCELERATION

) HPC also becomes increasingly GPU-based

) need GPU support to fully utilise emerging HPC
landscape

) speed-ups from higher throughput on GPU

) Geant4 GPU prototypes

ALICE reconstruction @ GPU
CMS high-level trigger @ GPU

> EvGen: MADGRAPH5_AMC@NLO and PEPPER

) both close to production releases for LO
in initial planning stage for tackling NLO
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GPU VS. CPU ME GENERATOR COMPARISONS DF

PEPPER (= BLOCKGEN) vs. established generators Comix/AMEGIC

Time per event |s]

—
N
[\

p—t
5
w

p—t
=
N

—
3
ot

—
T
>

—
T
\]

—
3
09)

Gluon-only to choose best algorithm

[ —— GPU best
[ === (CPU best

®0® 0 XX

BlockGen-COx»

BlockGen-CDyc E
Comix (CDBG), MPI O X ]
Amegic*, MPI ~ -

| | T | |

BlockGen-COyx (CPU)
® X

Lower is better

Nout

[EB et al. 2106.06507]

Time / Event |[s]

Ratio to Comix

Forschungsgemeinschaft

German Research Foundation

Z+jets production (preliminary)

Matrix Element timing of Z[eTe™| + Jets

10—2 4

103 4

Comix color summed

Comix helicity summed

BlockGen color summed
BlockGen@QGPU color summed

* 4“
—O— —0—

100 - B@=——0— o o ——"
- O

102 - —— —9

_o——0— ¢
?7 | | | | |
74-0j Z+1] Z+2] Z+3j Z+4j Z+5]

[EB et al. PoS ICHEP2022 222]

O(10)-O(100) speed-ups across relevant multiplicity range
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NOTES ON POLITICS

) too much focus on computational physics usually hurts a career in theoretical physics/pheno
) this makes long-term software engineering & maintenance hard
) possible risk when it comes to preserving/transferring knowledge and tooling to future experiments

) help by research software engineers help, but still need input by theoretical physicists

) in the LHC computing model, large samples generated by experimenters; but not always easy to get
clear specs of what is/will be required

) future experiments should think early about their computing model/budget and communicate early
if they see risks

) what hardware will be used? WLCG vs. separate clusters? physics requirements (trigger for
complicated signatures or minimum bias physics, how many hard jets, ...)
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CONCLUSIONS

) Performance maybe (!) ready-ish for HL-LHC

) but need faster tools to increase multiplicities and/or for high-lumi future colliders

) new emerging HPC landscape with GPU acceleration
) achieve good scaling using MPI and HDF5 on exascale clusters

) target GPU where it makes sense, e.g. parton-level event generation

) need to provide computational physics career perspectives for young researchers

Thank you
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