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Ceph @ Dell
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CEPH Reference Architectures
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Ceph Design Examples
based on PowerEdge 
Server
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Building Block – Node Details
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Building Block – Ceph Cluster View
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Building Block to Cluster to Rack
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Building Block – Estimated Performance

Source: ceph.io

Performance Whitepaper / Blog

Performance values for similar HW design
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3 PB Scale Example
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Dell CEPH Design
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CEPH Design Rules

• Replika or Erasure Coding?
– Replika 3 -> 3 Copy`s of Data -> 1 PB net = 3 PB raw (Ceph Standart)

– Replika 4 -> 4 Copy`s of Data -> 1 PB net = 4 PB raw (e.g. used if Cluster streched across 2 Datacenter)

– EC 4+2 4 Data and 2 Coding Shunks -> 1 PB net = 1,5 PB raw

– EC 8+3 8 Data and 2 Coding Shunks -> 1 PB net = 1,375 PB raw

– -> Result would look like:

▪ We need 2352 HDD @ 18 TB

▪ Now distribute between a number of Servers. (With common sence !!! -> Minimum amount of servers to keep in mind)

▪ -> Result would look like: 28 Servers with 84 Drives (e.g. 28x  R6525 with ME484 with 84x 18 TB)
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CEPH Design Rules | RAM and CPU

• Next is planning for CPU and RAM
– CPU

▪ 1 phy. Core for each OSD based on HDD

▪ 2 phy. Core for each OSD based on SSD

▪ 8 phy. Core for each OSD based on NVMe

▪ 2 Cores for OS

▪ 1 Core for each MON, MDS, RGW etc.

– RAM

▪ 8 GB for each OSD based on HDD

▪ 15 GB for each OSD based on HDD

▪ + 16 GB for OS

▪ + 16 GB for each MON, MDS, etc

Example:
Server (OSD Host) with 84x HDD Drives

84 Cores for OSD

2 Cores for OS

20 Cores for 10 RGW Deamons(S3 Storage)

2 Cores for Servers with MON

-> 108 Cores => 2x AMD 64 Core CPU

84x 8GB = 672 GB RAM for OSD`s

16 GB for OS

10x 16 GB for RGW`s = 160GB

16GB for Servers with MON

-> 862 GB RAM needed => 16x 64 GB = 1024 GB
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CEPH Design Rules 
NVMe Pools for MDS, Object DB and Rocks DB etc.

• Bluestore needs NVMe space

– RocksDB and WAL (Write Ahead Log)

WAL – Sum of media write performance = needed for WAL also

10 Media with 100MB/s each (20 TB HDD) = 1000MB/s needed for WAL

10 Media with 1000MB/s each (SSD) = 10000 MB/s needed for WAL -> 3x NVMe

• Object DB

each object in S3 (RGW) needs 28kb in ObjectDB
Each Object will result in an 28k entry in Object DB. If you know the number of Objects Flash size can be calculated. (But who knows number of files upfront. :-) )

Rule of Thumb and „minimum supported configurations“

Redhat= 4% of Capacity as NVMe / 1% if purely for Openstack (as Rule of Thumb)

SUSE  = 2% of Capacity as NVMe (as Rule of Thumb)

• MDS
Metadata for CEPH FS needs Flash
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Dell PowerEge Server 
Design Features
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Neuerungen in der aktuellen Generation PowerEdge

Mehr Boot-Optionen

Flexibler Storage Einfaches Management PERC10

NVDIMM

Ultra High Performance  Cache Tier 

NVMe überall

• High Performance Storage 
oder Cache

• Redundantes M.2 boot Device

• Separat von den Daten

• 3,5” Front & 2,5” Hintere Bays 

• Mehr Mid-Bay Optionen in 2 HE

• Bis zu  490 TB SSD in 2 HE

PowerEdge

• Bis zu 3 GPUs in 2 HE für VDI

• GPU mit “xd” Configs (>Storage 
& NVMe)

Keine Kompromisse

• Agentenlose Architektur & 
Standard basierte Rest API  

• Höhere Performance

• eHBA Modus für SDS

• Bandbreite mit geringer Latenz

25 GbE mit RDMA
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NDC – Network Daughter Card

▪ 2x 25 GbE

▪ 4x 10 GbE

▪ 2x 10 GbE (Blade)

▪ 2x 10 GbE & 2x 1 GbE (Rack)

▪ 4x 1 GbE

Technologien

Abhängig vom Typ/Hersteller:

FCoE

iSCSI Offload

NPAR

SR-IOV

RDMA iWARP

Hersteller Interface Choice

Base-T

(1 GbE, 10 

GbE)

SFP+ 

Optisch/Kupfer

(10 GbE)

NDC

Anschluss

(nur Rack-Server)

SFP28 Optisch

(25 GbE)

Verfügbar bei Blade- oder 

Rack-Server ab 600er Serie

aufwärts
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“BOSS” (Boot Optimized Storage Solution)

• Feature Set
– Zwei 110mm M.2 SATA Devices, 240/480 GB 

Read Intensive SSD

– Hardware RAID1 (Mirroring)

– PCIe x2 Gen2 Host Interface (x8 Slot)

Halbe Höhe / halbe Länge Adapter

– Host sieht SATA Device

– IDRAC9 Support seit FW 3.15
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Dell EMC Fresh Air 2.0 Werte

• 40°C / 104°F normaler Betrieb bei einer großen Zahl von Konfigurationen

• 45°C / 113°F bis zu 90 Stunden im Jahr als Ausnahme (29°C maximaler Taupunkt)

Weltweite Verfügbarkeit von Fresh Air V2.0
Seit Mitte 2014 PowerEdge Server

Temperatur und Luftfeuchtigkeit
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Backup Slides
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