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ü Experimentally, flavored jets are simple (conceptually):

ü Use an inclusive (i.e. flavor-blind) algorithm to cluster hadrons

ü In practice at the LHC anti-kT is used

ü Tag heavy flavors (B-mesons) inside the jets and determine their flavor 

ü We distinguish net flavor, total flavor, total flavor modulo 2 etc.

ü All this is very straightforward so where is the issue?

2

1. Questions like b-tagging efficiency, mis-tagging, 
etc are important but orthogonal to our 
discussion. We ignore those here.

2. In this talk we focus on bottom i.e. flavor = 
bottom. Extensions to charm is mostly 
straightforward.
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ü The issue with flavor jet identification is on the theory side. 

ü Issues arise because we work with (fixed order) calculations based on partons, i.e. 
quarks and gluons, not hadrons.

ü Conceptually, one thinks of b-quarks as producing the observed B-hadrons. 

ü Therefore, we can try to assign jet flavor based on the partonic flavor.

ü This approach is supported by parton-hadron duality in IR safe observables, which for 
jets, translates into: partonic jets ~ hadronic jets.

ü However, for this identification to work, we need IR safety in the presence of flavor.

3

As it turns out, ensuring this is neither easy nor straightforward.

And this is the goal of this talk.
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ü One might wonder:

Why would flavor be an IR safety concern if we have an IR safe jet algorithm (like anti-kT)?

ü Here is a typical example:
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where pti, yi and �i are respectively the transverse mo-
mentum, rapidity and azimuth of i (yi = 1

2 ln
Ei+pzi

Ei�pzi
).

The algorithm has two parameters, the jet radius R,
which sets the angular reach of the jets, and the power p,
which sets the nature of the algorithm: �1, 0, 1 respec-
tively for the anti-kt [6], Cambridge/Aachen [22, 23] and
kt algorithms [4, 5]. The algorithm starts with all event
particles and proceeds as follows:

1. identify the smallest of the dij and diB among all i
and j at this stage of the clustering;

2. if it is a dij , recombine i and j into a single new
pseudojet and return to step 1;

3. if it is a diB , declare i to be a jet and remove it from
the list of pseudojets to be considered at subsequent
clustering steps; return to step 1.

The clustering stops once no pseudojets are left to be
clustered. Given the resulting jets, it is common to con-
sider only the subset that pass minimum pt (and maxi-
mum rapidity or pseudo-rapidity3) constraints.

B. Flavour via recombination scheme

A crucial element of the jet definition is the choice
of recombination scheme. The most common is the
(somewhat inappropriately named) E scheme, in which
4-momenta are simply added. Flavour is usually not con-
sidered within standard jet algorithms, but it is useful to
introduce three potential flavour recombination schemes:

• Any-flavour scheme: This scheme is relatively
close to typical experimental practice for b- and
c-tagging. Here, any recombination that involves
non-zero flavour, e.g. q+ g, q̄+ g, or q+ q̄, yields a
flavoured result. From a theoretical point of view,
this scheme is collinear unsafe for massless quarks
due to the collinear divergence of g ! qq̄ splitting.
For massive quarks, as in the case of b and c pro-
duction, this scheme is logarithmically sensitive to
the quark mass. We will further consider this “any-
flavour” scheme only in a phenomenological context
in Sec. VB.

3 The jets may be massive, and as a result pseudo-rapidity is not
advised [28].
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FIG. 1. Classic problematic flavour configuration at NNLO.
A soft gluon at large angle splits to a q̄q pair (labelled 1 and
2), and the flavour of the hard jet (numbered 3) is polluted
by the flavour of 2, while 1 ends up outside the jet.

• Net-flavour scheme: This is a theoretically
better-motivated scheme that considers the net
flavour in the recombination. In this scheme, a q

carries flavour, a q̄ carries anti-flavour, and a qq̄ car-
ries no flavour. This “net-flavour” scheme resolves
the collinear unsafety for g ! qq̄ splitting.

• Flavour modulo-2 scheme: Typically for heavy
flavour at hadron level, it is not conceptually pos-
sible to distinguish flavour from anti-flavour, e.g.
because of B0�B̄0 oscillations. In such a situation,
one may consider a “flavour modulo-2” scheme (see
e.g. Ref. [2]). Specifically, b and b̄ are treated as
equivalent while bb̄, bb and b̄b̄ are all considered to
be flavourless. This scheme also resolves the issue
of collinear unsafety for g ! qq̄ splitting.

While the net flavour and modulo-2 options ensure
that the jet flavour is una↵ected by collinear divergences
for g ! qq̄ splittings, they still exhibit IRC safety issues
for jet flavour at higher orders, at least when used with
standard jet algorithms. This occurs at next-to-next-to-
leading order (NNLO), as discussed in Ref. [1] and illus-
trated in Fig. 1 (see App. A for further discussion about
the matrix element for this process). Specifically, when a
soft gluon splits to a large-angle qq̄ pair, one or other of
the resulting soft quarks can be clustered with a hard jet
and the net-flavour and modulo-2 recombination schemes
result in an IRC-unsafe flavour for hard jets, with the di-
vergence appearing as ↵

2
s
ln pt,jet/mq for a finite quark

mass mq. This is the classic problem when attempting
to obtain IRC-safe jet flavour.
When considering more than one flavour (e.g. all of

udscb), flavour recombination is typically applied sepa-
rately for each flavour. This may be done either within a
single run of the algorithm or (for algorithms where the
flavour does not a↵ect the jet kinematics) applying the

Illustration courtesy of 
ref. arXiv:2306.07314

ü Consider the emission of a soft bb pair 

ü These are massless quarks; there is 
no limit to how soft as they can be

ü If the pair happens to be clustered in one 
jet all is good – they look like a soft gluon 
so no issues with IR safety

ü If one of them (2) is clustered in an 
unrelated hard jet (3), while the other one 
(1) forms its own jet, then the kinematics is 
unchanged but the flavor is.

ü This is IR unsafe

ü The problem first appears at NNLO 

An IR safe jet algorithm must ensure that 
soft flavored pairs are clustered correctly
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• Net-flavour scheme: This is a theoretically
better-motivated scheme that considers the net
flavour in the recombination. In this scheme, a q

carries flavour, a q̄ carries anti-flavour, and a qq̄ car-
ries no flavour. This “net-flavour” scheme resolves
the collinear unsafety for g ! qq̄ splitting.

• Flavour modulo-2 scheme: Typically for heavy
flavour at hadron level, it is not conceptually pos-
sible to distinguish flavour from anti-flavour, e.g.
because of B0�B̄0 oscillations. In such a situation,
one may consider a “flavour modulo-2” scheme (see
e.g. Ref. [2]). Specifically, b and b̄ are treated as
equivalent while bb̄, bb and b̄b̄ are all considered to
be flavourless. This scheme also resolves the issue
of collinear unsafety for g ! qq̄ splitting.

While the net flavour and modulo-2 options ensure
that the jet flavour is una↵ected by collinear divergences
for g ! qq̄ splittings, they still exhibit IRC safety issues
for jet flavour at higher orders, at least when used with
standard jet algorithms. This occurs at next-to-next-to-
leading order (NNLO), as discussed in Ref. [1] and illus-
trated in Fig. 1 (see App. A for further discussion about
the matrix element for this process). Specifically, when a
soft gluon splits to a large-angle qq̄ pair, one or other of
the resulting soft quarks can be clustered with a hard jet
and the net-flavour and modulo-2 recombination schemes
result in an IRC-unsafe flavour for hard jets, with the di-
vergence appearing as ↵

2
s
ln pt,jet/mq for a finite quark

mass mq. This is the classic problem when attempting
to obtain IRC-safe jet flavour.
When considering more than one flavour (e.g. all of

udscb), flavour recombination is typically applied sepa-
rately for each flavour. This may be done either within a
single run of the algorithm or (for algorithms where the
flavour does not a↵ect the jet kinematics) applying the

An IR safe jet algorithm must ensure that 
soft flavored pairs are clustered correctly

ü We are interested in the anti-kT algorithm, which does not prioritize such clusterings.

ü So, what to do?

ü Clearly, one needs to somehow modify the jet algorithm in the presence of flavor.

ü Let’s call such an algorithm “flavor-anti-kT”

ü It cannot be unique! We will see 4 such examples in this talk.

ü It must respect IR safety.
ü Ideally, it should also offer:

ü Easy implementation 
ü Small deviation from the flavorless algorithm
ü Small unfolding corrections, i.e. the ratio 

         anti-kT(hadron level) 
   ------------------------------------   ~ 1
    flavor-anti-KT (parton level)
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ü Why the current interest in this subject?

ü The problem was recognized almost 20 years ago when the first “flavored” jet algorithm was 
proposed (flavor-kT)

ü On the other hand, NNLO LHC calculations with heavy flavored jets started to proliferate very 
recently. They necessitate the use of IR safe flavor jet algorithms.

ü First attempts before a flavor-anti-kT algorithm was proposed: 
1. use flavor-kT, then unfold to anti-kT

2. Use plain anti-kT with an IR regulator

Actually, this can be well motivated! Soft bb pair emissions which lead to singularities are a 
very small contribution to typical observables, so their impact is not large. 

 Used in tt production and decay where we have plenty of b-quarks already at LO. The 
comparison with proper IR safe flavor-anti-kT indeed shows relatively small impact: 
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Banfi, Salam, Zanderighi (2006)
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Figure 6. Di↵erential distributions of the hardest b-jet transverse momentum in the process pp !

tt̄ ! `¯̀⌫⌫̄ +2b-jets, obtained at LO, NLO and NNLO in QCD with the flavoured anti-kT jet algorithm
(left panel) and using the standard anti-kT jet algorithm with a lower cuto↵ on the energy of bb̄ pairs
[38] (middle panel). The results are compared at NNLO QCD in the right panel.
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Figure 7. Same as Fig. 6 but for the transverse momentum of the lepton.

has been argued that the e↵ect of soft b-quark-anti-quark pairs, if treated correctly, must be

numerically small. The dangerous double-real contributions with final state `¯̀⌫⌫̄bb̄ + bb̄ have

been included assuming a lower cuto↵ on the emission energy of bb̄ pairs yielding numerically

finite cross sections. While by no means ideal, this method allowed to achieve perturbatively

stable and physically sensible results.

Here, we would like to compare the results of Ref. [38] with the corresponding results

obtained with our IR-safe flavoured anti-kT algorithm. In Fig. 6, we show the transverse

momentum of the leading b-jet computed with the cuto↵ method on the left and the IR-safe

algorithm in the middle panel. The right panel shows a direct comparison of the results at

NNLO. The di↵erences between the results are roughly ⇠ 1%, generally smaller than the

scale uncertainty. The perturbative corrections are very similar in both cases as they are

driven by partonic channels which are not sensitive to the modification of the algorithm. An

analogous behaviour transpires for other observables which only indirectly depend on the

b-jet definition, as for example the charged lepton transverse momentum, see Fig. 7, or the

reconstructed top-quark momentum, see Fig. 8.
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Figure 6. Di↵erential distributions of the hardest b-jet transverse momentum in the process pp !

tt̄ ! `¯̀⌫⌫̄ +2b-jets, obtained at LO, NLO and NNLO in QCD with the flavoured anti-kT jet algorithm
(left panel) and using the standard anti-kT jet algorithm with a lower cuto↵ on the energy of bb̄ pairs
[38] (middle panel). The results are compared at NNLO QCD in the right panel.
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Figure 7. Same as Fig. 6 but for the transverse momentum of the lepton.
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numerically small. The dangerous double-real contributions with final state `¯̀⌫⌫̄bb̄ + bb̄ have

been included assuming a lower cuto↵ on the emission energy of bb̄ pairs yielding numerically

finite cross sections. While by no means ideal, this method allowed to achieve perturbatively
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momentum of the leading b-jet computed with the cuto↵ method on the left and the IR-safe

algorithm in the middle panel. The right panel shows a direct comparison of the results at

NNLO. The di↵erences between the results are roughly ⇠ 1%, generally smaller than the

scale uncertainty. The perturbative corrections are very similar in both cases as they are

driven by partonic channels which are not sensitive to the modification of the algorithm. An

analogous behaviour transpires for other observables which only indirectly depend on the

b-jet definition, as for example the charged lepton transverse momentum, see Fig. 7, or the

reconstructed top-quark momentum, see Fig. 8.
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Czakon, Mitov, Poncelet (2020)

Gauld, Gehrmann-De Ridder, Glover, Huss, Majer (2020)

See also Bayu Hartanto’s talk
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ü The current landscape of flavor-anti-kt jet algorithms
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Czakon, Mitov, Poncelet (2022)

Gauld, Huss, Stagnitto (2022)

Caletti, Larkoski, Marzani, Reichelt (2022)

Caola, Grabarczyk, Hutt, Salam, Scyboz, Thaler (2023)

• Soft Drop Flavour (SDF)

• Flavour anti-kT (CMP)

• Flavour Dressing (GHS)

• Interleaved Flavour Neutralisation (IFN) 

ü Will not review here their definitions, and those can be found in the papers.

ü However, a couple of comments:

ü CMP ensures flavor IR safety by modifying the jet distance. 

ü This affects the kinematics relative to standard anti-kT. 
ü A tunable parameter is chosen in such a way that this effect is minimized.

ü The other three algorithms preserve exact anti-kT kinematics; they modify what is meant 
by partonic flavor. 
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ü Various subtleties were revealed by the detailed testing of flavor IR safety performed in 

8

Caola, Grabarczyk, Hutt, Salam, Scyboz, Thaler (2023)
15

order relative to Born anti-kt
flav-kt
(↵ = 2) CMP

GHS↵,�

(2, 2)
anti-

kt+IFN↵ C/A+IFN↵

↵s

FHC X X X X X X
IHC X X X X X X

↵
2
s

FDS ⇥II B X X X X X
IDS ⇥II B X X X X X

FHC⇥IHC X X X X X X
IHC2 X X ⇥C2 X X X
FHC2 X X X ⇥C4 X X

↵
3
s

IHC⇥IDS ⇠C1 ⇥C3 ⇠C1 X X
rest X X

↵
4
s

IDS⇥FDS ⇥C5 X X
rest X X

↵
5
s X X

↵
6
s X X

TABLE I. Summary of the IRC safety test results. Red crosses (⇥) indicate a clear failure of IRC safety. Checkmarks (X)
signify that the algorithm passes numerical tests at that order or for that configuration. The tilde (⇠) for flavour-kt (and by
extension GHS, which uses flavour-kt distances) indicates marginal convergence, though one expects divergent behaviour at
higher orders. For algorithms that fail or are marginal at a given order, we display greyed-out boxes at higher orders, since
those higher orders are also bound to fail. In a few cases, we have identified a new class of problem that only arises at higher
order and we explicitly mark these with a red cross. The GHS parameters here are set to ↵ = 2,� = 2. The IFN procedure is
tested both for the anti-kt and C/A algorithms, and the IFN parameters are chosen as ↵ 2 {1, 2} with ! = 3 � ↵ (tests are
successful for both sets of parameters). Detailed discussions of the issues identified are linked to from the relevant table cells.
Plots in support of the IRC safety conclusion for the IFN combinations are to be found in App. D, specifically Figs. 24 and
25, as are plots (Figs. 26 and 27) supporting the IRC safety of our modified versions of the flavour-kt and CMP algorithms,
respectively flavour-kt,⌦ and CMP⌦, which are discussed in the text. (They are not shown in the table, because we have run
them with lower statistics.)

essentially because the �R
2
ij
distance goes as �y

2
ij
,

which is only logarithmically large. The large-angle
soft (anti)quark and the initial-state collinear quark
cluster, leaving a lone large-angle soft quark, which
can contaminate the flavour of the hard jet. At
O
�
↵
3
s

�
one ends up with an integral that goes asR

d ln pt/(ln pt)2. This integral converges for pt !

0, however the way in which the integrand (multi-
plying d ln pt) vanishes as pt ! 0 is not a power-law
in pt. One may thus consider the algorithm to be
marginally safe at this order, however at the next
order one would expect to see additional logarith-
mic enhancements. These might arise, e.g. from
the running of the QCD coupling or evolution of
the parton distribution functions (PDF), and would
ultimately cause the integral to diverge. Indeed,
our study identified a problem in the IHC2

⇥IDS
channel at order ↵

4
s
. However, a conclusive un-

derstanding of this configuration requires inclusion
also of the virtual and PDF-counterterm contribu-
tions, which is beyond the scope of this study. A
similar problem arises with ↵ = 1, but with extra
logarithms in the denominator of the correspond-
ing integral. This generic class of problem can be
solved by replacing �R

2
ij

! ⌦2
ij
, and, as before,

we will use Eq. (10) as our default choice for its !
parameter. We refer to the modified algorithm as
flavour-kt,⌦. This simple adaptation is possible be-
cause the issue is not with the original underlying

strategy, but rather with the subtleties that arise
in distance measures with QCD initial-state radi-
ation (the same comment holds for related issues
in other algorithms). As a consequence we do not
expect to have to make any modifications to the
e
+
e
� version of the flavour-kt algorithm.

• Initial-state (IHC
2
) issue at ↵2

s for CMP.

This issue arises, for example, for a hard (Born)
event consisting of a single hard parton, supple-
mented with two collinear initial-state quark and
anti-quark emissions, one on each beam (see Fig. 17
and App. C 2). Those initial-state emissions cluster
in the first step of the algorithm, producing a large-
mass, low-pt flavourless pseudojet at central rapidi-
ties, which can then cluster with the hard parton,
modifying its kinematics. The problem arises be-
cause in the CMP distance Eq. (4), the small factor
from the transverse-momenta dominates over the
(only logarithmically large) factor from the rapid-
ity separation between the pair. Ultimately this
leads to an ↵

2
s
L
2 divergence. It can be resolved by

replacing

Sij ! Sij = Sij

⌦2
ij

�R
2
ij

(11)

for oppositely flavoured pairs and requiring the pa-
rameter ! > 1 in the ⌦ij distance. In practice, we
find that this modification has almost no impact on

ü Some of those can be removed by simple modifications



NNLO heavy flavour jet algorithms                                                      Alexander Mitov                       SM@LHC, 9 May 2024

ü Clearly an accord is needed to:

ü Compare the performance of all algorithms in as many processes as possible

ü Quantify the size of unfolding effects (i.e. how far each algorithm is from the 
experimental truth). This may be very observable dependent.

ü The original papers published some of these already (next two slides)

ü Last year’s Les Houches started a concerted effort in this regard. Work is ongoing. Many 
participants!

ü A common framework for the 4 algorithms has been created and made public 
https://github.com/jetflav

ü Some selected results:

9
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ü Hàbb
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17

our IFN algorithms. We include comparisons to stan-
dard anti-kt clustering and also to those prior flavour
algorithms for which we have been able to identify an
IRC-safe adaptation, namely flavour-kt, ! and CMP! .

The first two tests will be specific to heavy flavour,
which is the main experimental application of flavoured
jet algorithms. The third test will be for generic flavour
and can be seen as a stress test of the algorithm’s prac-
tical performance with light flavour at parton level.

A. Heavy ßavour in pp ! W H ( ! µ ! bøb)

We begin with the case of Higgs production in asso-
ciation with a W boson at hadron colliders, pp ! W H ,
where the Higgs boson decays to a pair of b-quarks and
the W decays leptonically. This process is of interest
for obvious phenomenological reasons, e.g. because of the
sensitivity to the HW W and Hbb̄ couplings, and it has
been measured by both ATLAS and CMS [39, 40]. Addi-
tionally, it is one of the processes in which one can probe
high-pt Higgs production [41, 42], especially in conjunc-
tion with jet substructure tools [43, 44], bringing partic-
ular sensitivity to new physics. For a long time, calcu-
lations at NNLO QCD were performed with massless b
quarks, which prohibited the use of the standard anti-kt
algorithm to cluster the final state. Only recently [32]
was the calculation performed with massive b-quarks.

Here, we examine a classic resolved-jet analysis of this
process, similar to that of Ref. [32]. We use Pythia
8.306 [45, 46] with the 4C tune [47] to generate pp !
W (! µ! µ )H (! b̄b). Following Ref. [32], we require the
presence of a muon satisfying

|" µ | < 2.5 , ptµ > 15 GeV . (12a)

We cluster the event with a given jet algorithm, using a
jet radius of R = 0.4, and identify b-flavoured jets that
satisfy

|yj b | < 2.5 , ptj b > 25 GeV . (12b)

We require the event to have at least two such jets. Fi-
nally, the reconstructed Higgs boson is defined as the
4-momentum sum of the two b-jets whose invariant mass
is closest to the Higgs mass.

The distribution of the transverse momentum of the re-
constructed Higgs boson is presented in Fig. 8 at hadron
level (with multi-parton interactions turned on), for four
algorithms:

¥ standard anti-kt with net flavour summation (red),

¥ anti-kt with our IFN algorithm (# = 2, in green),

¥ the CMP! algorithm (a = 0.1, where the angu-
lar part of the distance measure is corrected as in
Eq. (11), in black), and

¥ the flavour-kt, ! algorithm (# = 2, in gold).

FIG. 8. The transverse momentum spectrum of the recon-
structed Higgs boson in W H (! µ! bøb) at centre-of-mass en-
ergy

"
s = 13 .6 TeV, at hadron level (with stable B -hadrons).

The upper panel shows the spectrum for four jet algorithms:
anti- kt with net ßavour of the jet constituents (red), our
IFN version of anti- kt (with " = 2, green), the CMP ! al-
gorithm (as adapted from Ref. [10] with a Þx of the angu-
lar measure, see Eq. (11), black) and the ßavour-kt, ! algo-
rithm (with " = 2, gold). The lower panel shows the ra-
tio to standard anti- kt . CMP ! and our IFN algorithms all
give very similar results to those from the plain anti- kt al-
gorithm. In contrast, as already pointed out in Ref. [32],
ßavour-kt, ! jets can di! er signiÞcantly from anti- kt kinemat-
ics at large transverse momentum, because they start cluster-
ing the b and øb together into a single jet well before the scale
of pt # 2mH /R = 625 GeV where this occurs with the nor-
mal anti- kt algorithm. This is reßected in Eq. (13c), which
is used to generate the Òasymptotic analyticsÓ curve in the
lower panel.

The flavour-kt, ! algorithm leads to a reconstructed Higgs
spectrum that is markedly di! erent from that of the anti-
kt algorithm. In particular, for ptH ! 300 GeV, the
distribution starts to drop relative to that with anti-kt ,
reaching about 60% of the latter’s value at ptH " 600
GeV. As noted in Ref. [32], this occurs because the
flavour-kt algorithm starts clustering the band b̄ together
at lower values of ptH than for the anti-kt algorithm.
When the b and b̄ end up in a single jet, the event fails
the selection requirement of having at least two b-jets.
Specifically for the decay of a scalar particle with invari-
ant mass m and transverse momentum pt , for small R and
in the limit of pt R # m, the e" ciency for having two sep-
arate jets (without any pt or rapidity cut on the jets) is 1
at low pt . Above some threshold in x = pt R/m > x min ,

Caola, Grabarczyk, Hutt, Salam, Scyboz, Thaler (2023)
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Caola, Grabarczyk, Hutt, Salam, Scyboz, Thaler (2023)19

(a) (b)

FIG. 9. Inclusive b-jet spectrum from Pythia 8.3 in pp ! tøt + X ! bµ+ ! øbqøq! + X events at
"

s = 13 .6 TeV, at (a) partonic
tree level (i.e. no showering or hadronisation) and (b) hadron level (with stable B -hadrons). The distribution is shown in the
upper panels, for four jet algorithms (as in Fig. 8) and additionally for anti- kt with Òany-ßavourÓ recombination (i.e. a bøb jet
counts as b-tagged). The lower panels show the ratio to anti- kt jets with net ßavour summation. The anti- kt +IFN algorithm
yields a b-jet spectrum that is almost identical to that from the net-ßavour anti- kt algorithm, across the whole pt range. The
closeness to anti-kt holds both at tree level and after showering and hadronisation (with the spectrum di ! ering maximally by
less than a percent at pt = 20 GeV, at hadron level). See text for further details.

that there are other processes for which this would not
be true, e.g. inclusiveb-jet production [2], and a case-by-
case study is needed to establish whether any-ßavour and
net-ßavour recombination are similar for a given process.

C. Full ßavour at parton level in pp ! Z + j

Our Þnal hadron-collider test is carried out at parton
level (after showering) and applies jet ßavour algorithms
to all ßavours of partons in the context of events with a
hard jet recoiling against a high-pt Z boson. This study
is not intended to be of direct experimental relevance,
but rather to test the ßavour algorithmÕs performance
and limitations for addressing more theoretical questions
such as the fractions of quark v. gluon jets. In particu-
lar, knowledge of the quark v. gluon fractions in a given
sample is important when assessing the performance of
approaches that attempt to distinguish quark v. gluon-
induced jets from jet substructure and energy ßow ob-
servables [49]. To do so we studypp ! Z + j events.
We focus here on theZ (! µ+ µ! ) + q Þnal state, where
we require exactly two muons to reconstruct a high-pt Z
candidate:

|! µ | < 2.4, ptµ > 20 GeV, (15a)

pt,µ + µ ! > 1 TeV , mµ + µ ! " [80, 102] GeV. (15b)

We Þnd qualitatively consistent results for theZ + g case.
We use Pythia 8.306 with the Monash13 tune to gen-

erate the events, and speciÞcally consider itspp ! Z + q
process. We cluster the events with a given jet algorithm,
and examine the ßavour of the leading-pt jet. At leading
order, we expect the hard recoiling jet to always carry
the ßavour of the underlying quark or antiquark, and the
question that we examine is that of how often the leading
jet in the full showered sample has a ßavour other than
that of a single quark or anti-quark.

Schematically, it is useful to think of two mechanisms
that can cause the ßavour to di! er. One is that the
quark can split to q + g with a separation " Rqg > R .
If the gluon carries more energy than the quark, then
the leading jet will actually be a gluon jet. The rate for
this to happen is logarithmically enhanced in the small-
R limit [50]. The second mechanism to keep in mind
is the contamination of the ßavour of a hard quark jet
from a soft g ! qøq splitting (i.e. the issue of Fig. 1,
which ßavoured jet algorithms are supposed to miti-
gate against). This can have two e! ects: if the soft
qøq pairÕs ßavour coincides with that of the jet, then it
can cancel the jetÕs ßavour; much more often, a fraction
# 1 $ 1/ (2nf ) of the time, it will lead to a multi-ßavour
jet. To a Þrst approximation, this e! ect is expected to
grow with increasing jet radius. We show results both
with and without multi-parton interactions (MPI), and
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ü Steady progress of NNLO calculations with heavy flavors for the LHC

ü Consistent calculations with anti-kT jets is now possible (at NNLO and beyond)

ü Four flavor-anti-kT algorithms proposed in the last two years

ü Main points:

ü Main differences: some modify the kinematics of the standard anti-kT algorithm, while 
others do not. 

ü Despite the differences the algorithms differ little from each other, both at parton and 
hadron levels. Differences w/r to anti-kT is generally also small.

22
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ü A synchronized accord is needed for a consensus how to use these algorithms.

ü A comprehensive comparison is needed across a number of observables, both at parton and 
hadron levels.

ü Such work was started at Les Houches and is currently ongoing. 

ü Please join if interested J



Appendix

!"#$%&$'%()*"+,'-#%.$/,0,',"01

NNLO heavy flavour jet algorithms                                                      Alexander Mitov                       SM@LHC, 9 May 2024
23



NNLO heavy flavour jet algorithms                                                      Alexander Mitov                       SM@LHC, 9 May 2024

ü Standard anti-kT distance:

ü CMP flavor-anti-kT distance:

24

2.3 The ßavoured anti- kT algorithm

The distance measure of the standard anti-kT algorithm [27] is:

dij = R2
ij min(k! 2

T,i , k! 2
T,j ) . (2.7)

In this case, condition 1) is not fulÞlled, since the double-soft limit,Ei , Ej ! 0, does not lead
to a vanishing dij . We propose the following modiÞcation:

d(F )
ij " dij #

!
"

#

Sij , if both i and j have non-zero ßavour of opposite sign,

1, otherwise.
(2.8)

In the double-soft limit, the damping function Sij is deÞned to vanish faster thanE 2 in order
to overcome the scalingdij $ 1/E 2 (E ! 0), where E is the energy of the harder of the
two soft ßavoured (anti-)quarks. With this assumption, soft ßavoured quark-anti-quark pairs
will be clustered before anything else in the double-soft limit with otherwise Þxed angles, as
only dij of such pairs vanishes in that case. In other words, both conditions 1) and 2) are
fulÞlled. One may still wonder, what happens if the angular separation between a ßavoured
(anti-)quark and another parton vanishes as well. Assume thatSij $ E n (E ! 0), n > 2.
The unwanted clustering of ßavoured (anti-)quark i with a pseudo-jet k will take precedence
if R2

ik % ! 2
ik < CE n! 2

i with ! ik the angle between the momenta ofi and k, and for some
kinematics-dependentC. The probability of a single-collinear emission corresponding to the
unwanted clustering is proportional to 1/ ! ik . It is, nevertheless, not singular in Ei . Hence,
the resulting logarithmic collinear enhancement is linearly suppressed byEi and therefore not
singular in the double-soft limit where Ei ! 0. In consequence, we can neglect this kind of
conÞgurations in the discussion of infrared safety.

In order to complete the deÞnition of the ßavoured anti-kT algorithm, we propose the
following damping function that yields d(F )

ij $ E 2 (E ! 0) as in the ßavouredkT algorithm:

Sij " 1 & ! (1 & " ij ) cos
$ #

2
" ij

%
with " ij "

1
a

k2
T,i + k2

T,j

2k2
T,max

. (2.9)

kT,max is set to the kT of the hardest pseudo-jet in a clustering step, but other choices are
possible as well. For example, it could be taken equal to the renormalisation scale as long
as the latter is not jet based. The parametera, on the other hand, can be used to steer the
turn-on of the damping function. We discuss how to choose its value in the next section.

According to the previous discussion,Sij guarantees IR safety to all orders if it is deÞned
through the energies of the partons and has appropriate scaling in the double-soft limit.
However, Eq. (2.9) deÞnesSij through transverse momenta. Since the latter are bounded by
energies from above, they must also vanish in the double-soft limit. Unfortunately, a small
transverse momentum does not imply small energy. It is therefore necessary to prove that IR
safety is not spoiled due to clustering of soft and hard ßavoured-quarks in case the latter are
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2k2
T,max

. (2.9)

kT,max is set to the kT of the hardest pseudo-jet in a clustering step, but other choices are
possible as well. For example, it could be taken equal to the renormalisation scale as long
as the latter is not jet based. The parametera, on the other hand, can be used to steer the
turn-on of the damping function. We discuss how to choose its value in the next section.

According to the previous discussion,Sij guarantees IR safety to all orders if it is deÞned
through the energies of the partons and has appropriate scaling in the double-soft limit.
However, Eq. (2.9) deÞnesSij through transverse momenta. Since the latter are bounded by
energies from above, they must also vanish in the double-soft limit. Unfortunately, a small
transverse momentum does not imply small energy. It is therefore necessary to prove that IR
safety is not spoiled due to clustering of soft and hard ßavoured-quarks in case the latter are
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ü INF modification to CMP distance:
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order relative to Born anti- kt
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(! = 2) CMP
GHS! ,"
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! s
FHC ! ! ! ! ! !
IHC ! ! ! ! ! !

! 2
s

FDS ! II B ! ! ! ! !
IDS ! II B ! ! ! ! !

FHC! IHC ! ! ! ! ! !
IHC 2 ! ! ! C 2 ! ! !
FHC 2 ! ! ! ! C 4 ! !

! 3
s

IHC ! IDS " C 1 ! C 3 " C 1 ! !
rest ! !

! 4
s

IDS! FDS ! C 5 ! !
rest ! !

! 5
s ! !

! 6
s ! !

TABLE I. Summary of the IRC safety test results. Red crosses ( ! ) indicate a clear failure of IRC safety. Checkmarks ( ! )
signify that the algorithm passes numerical tests at that order or for that conÞguration. The tilde ( " ) for ßavour- kt (and by
extension GHS, which uses ßavour-kt distances) indicates marginal convergence, though one expects divergent behaviour at
higher orders. For algorithms that fail or are marginal at a given order, we display greyed-out boxes at higher orders, since
those higher orders are also bound to fail. In a few cases, we have identiÞed a new class of problem that only arises at higher
order and we explicitly mark these with a red cross. The GHS parameters here are set to ! = 2 , " = 2. The IFN procedure is
tested both for the anti- kt and C/A algorithms, and the IFN parameters are chosen as ! # { 1, 2} with # = 3 $ ! (tests are
successful for both sets of parameters). Detailed discussions of the issues identiÞed are linked to from the relevant table cells.
Plots in support of the IRC safety conclusion for the IFN combinations are to be found in App. D, speciÞcally Figs. 24 and
25, as are plots (Figs. 26 and 27) supporting the IRC safety of our modiÞed versions of the ßavour-kt and CMP algorithms,
respectively ßavour-kt, ! and CMP ! , which are discussed in the text. (They are not shown in the table, because we have run
them with lower statistics.)

essentially because the! R2
ij distance goes as! y2

ij ,
which is only logarithmically large. The large-angle
soft (anti)quark and the initial-state collinear quark
cluster, leaving a lone large-angle soft quark, which
can contaminate the ßavour of the hard jet. At
O

!
! 3

s

"
one ends up with an integral that goes as#

d ln pt / (ln pt )2. This integral converges forpt !
0, however the way in which the integrand (multi-
plying d ln pt ) vanishes aspt ! 0 is not a power-law
in pt . One may thus consider the algorithm to be
marginally safe at this order, however at the next
order one would expect to see additional logarith-
mic enhancements. These might arise, e.g. from
the running of the QCD coupling or evolution of
the parton distribution functions (PDF), and would
ultimately cause the integral to diverge. Indeed,
our study identiÞed a problem in the IHC2" IDS
channel at order ! 4

s . However, a conclusive un-
derstanding of this conÞguration requires inclusion
also of the virtual and PDF-counterterm contribu-
tions, which is beyond the scope of this study. A
similar problem arises with ! = 1, but with extra
logarithms in the denominator of the correspond-
ing integral. This generic class of problem can be
solved by replacing ! R2

ij ! " 2
ij , and, as before,

we will use Eq. (10) as our default choice for its"
parameter. We refer to the modiÞed algorithm as
ßavour-kt, ! . This simple adaptation is possible be-
cause the issue is not with the original underlying

strategy, but rather with the subtleties that arise
in distance measures with QCD initial-state radi-
ation (the same comment holds for related issues
in other algorithms). As a consequence we do not
expect to have to make any modiÞcations to the
e+ e! version of the ßavour-kt algorithm.

¥ Initial-state (IHC 2) issue at ! 2
s for CMP.

This issue arises, for example, for a hard (Born)
event consisting of a single hard parton, supple-
mented with two collinear initial-state quark and
anti-quark emissions, one on each beam (see Fig. 17
and App. C 2). Those initial-state emissions cluster
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ties, which can then cluster with the hard parton,
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from the transverse-momenta dominates over the
(only logarithmically large) factor from the rapid-
ity separation between the pair. Ultimately this
leads to an! 2

sL 2 divergence. It can be resolved by
replacing

Sij ! Sij = Sij
" 2

ij

! R2
ij

(11)

for oppositely ßavoured pairs and requiring the pa-
rameter " > 1 in the " ij distance. In practice, we
Þnd that this modiÞcation has almost no impact on
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N1. Create a list L of uik distances for all k among the
candidates C that satisfy uik < u max , excluding
those in the exclusion setE .

N2. Identify the k that corresponds to the smallestuik
in the list.

N3. If k contains no ßavour that can neutralise ßavour
in i (e.g. k is a b-quark and i is a c-quark), remove
the correspondinguik from list L , and loop back to
step N2.

N4. Before usingk to neutralise ßavour in i , check to see
whether there are other pseudojets that could more
naturally be paired with k in order to neutralise kÕs
ßavour. Do so through a recursive use of ßavour
neutralisation, searching for neutralisation partners
of k by running N (k, uik , C, E ! { k} ). Sec. III D
explains the importance of recursion for IRC safety.

N5. For each ßavour currently in i , neutralise as much
of that ßavour as one can with any ßavour that is
still present in k.6 For example, if i has ßavourcøb
and k has ßavourbb, usek to cancel theøb ßavour,
so that the updated i has ßavourc and the updated
k has ßavourb.

N6. If i is now ßavourless, exit.

N7. Otherwise remove the currentuik from list L . If any
entries are still left in list L , loop back to step N2.
Otherwise exit.

In our IFN formulation, the ßavour neutralisation
search is triggered whenever a clustering is about to occur
for which the softer pseudojet is ßavoured, speciÞcally:

I1. When pseudojetsi and j recombine in the standard
kinematic clustering sequence, leti be the pseudo-
jet with lower pt . If i is ßavourless, theni + j simply
takes the ßavour ofj and one moves on to the next
kinematic jet clustering step.

I2. Otherwise, identify all pseudojets that currently
carry ßavour, including any ßavoured jets declared
earlier according to adiB step, and put them into
a list C of potential neutralisation candidates. Ini-
tialise the set E = { i, j } of particles to be excluded
from the search for neutralisation candidates.

I3. Call the ßavour-neutralisation search,
N (i, u ij , C, E), which may use one or more
ßavoured particles in setC to neutralise some or
all of the ßavour contained in i .

6 If working with ßavour modulo-2, then initial ßavours are always
to be understood as being modulo-2, and each comparison and/or
combination is also to be performed in a modulo-2 sense.

I4. For any remaining ßavour in i , apply the standard
net-ßavour (or ßavour modulo-2) summation of i
with j and move on to the next kinematic jet clus-
tering step.

Interleaving ßavour neutralisation at each step of the
clustering is important from the point of view of collinear
safety. To illustrate this, it is helpful to suppose that
particles i , j and k all have comparable transverse mo-
menta and inter-particle distances ! R " R. In this sit-
uation uij " uik . Consider the case wherej undergoes a
collinear splitting, j # j a, j b with ! Rj a ,j b $ R. If one
ran ßavour neutralisation without clustering, one could
Þnd oneself in a situation whereuik < u ij , but uik > u ij a ,
thus changing the neutralisation sequence.

Now let us examine how this changes if neutralisation
is interleaved with clustering. The clustering algorithms
that we consider are the anti-kt and C/A algorithms.
They both have the property that when all particles have
similar transverse momenta, clustering of the collinear
j a, j b pair will precede the ij clustering step. At the
j a, j b clustering, if the neutralisation search gets trig-
gered, thenj a and j b will cluster with normal net-ßavour
recombination, sinceuj a j b is much smaller than all other
uÕs. When the clustering reaches theij step, all distances
will see the kinematics ofj , rather than that of the un-
derlying j a and j b, thus ensuring that the algorithm is
collinear safe.7

C. Choice of neutralisation distance

Let us now turn to the uik ßavour neutralisation dis-
tance between a pair of particlesi and k. Recall that
the softer of the two will always be ßavoured, while the
harder one may or may not be.

We write the uik distance generically with two param-
eters, ! and " :

uik % [max (pti , ptk )]! [min (pti , ptk )]2! ! & " 2
ik , (7a)

" 2
ik % 2

!
1

" 2 (cosh(" ! yik ) ' 1) ' (cos! #ik ' 1)
"

,

(7b)

where ! yik = yi ' yk and analogously for! #ik . Let us
start with the part related to the transverse momenta.
This is identical to that used in the ßavour-kt algorithm,
cf. Eq. (2), with the same parameter ! . As in typical

7 When considering collinear splitting in events with a hierarchy
of energies, the di! erent members of the generalised-kt family
may perform the soft and the collinear clusterings in di ! erent
orders. However, when the neutralisation search is, say, compar-
ing neutralisation distances involving two soft particles i and k
and a hard particle j (uik ! uij , ukj ), a collinear splitting of
any of the soft or hard particles will only modify the uÕs by a
factor of order 1 and it will leave the hierarchies untouched, and
correspondingly also the resulting neutralisation pattern.

where:

yield observables that have attractive properties as far as phenomenological applications are
concerned. This is, for instance, the reason for the prevalent use of the anti-kT jet algorithm
in comparison to the older kT jet algorithm.

Let us now turn to jet ßavour. Infrared safety demands that this quantum number, just
as jet momentum, be constant in all infrared limits. In a Þxed-order cross section calculation,
the concept of jet ßavour relies on the ßavour of the clustered partons. As usual, we deÞne
it to be the di ! erence of the number of ßavoured quarks and that of ßavoured anti-quarks,
possibly modulo two. It is understood that charm (anti-)quarks and bottom (anti-)quarks
are counted separately, which yields values forc- and b-ßavour respectively. Clearly, there
is a crucial di! erence between momentum and ßavour: ßavour is a discrete quantity. In
consequence, while arbitrary emissions of soft pairs of ßavoured quarks and anti-quarks do
not change the momentum of a jet in the vanishing-energy limit, they might incorrectly
a! ect its ßavour. These emissions are predominantly generated by the splitting of virtual
gluons which results in a singularity of the cross section at Þxed order of perturbative QCD
starting from NNLO. The singularity is cancelled by virtual corrections assuming that both
real and virtual contributions yield the same value of the studied observable in the strict
soft limit. This requirement must be taken into account by the jet algorithm. Jet ßavour is
clearly only then infrared safe if soft ßavoured quark-anti-quark pairs of zero net ßavour are
clustered together. This condition establishes a link between the so-far unrelated concepts
of kinematics and ßavour. For non-ßavour-aware standard jet algorithms, infrared safety
may only be violated by soft ßavoured quarks and anti-quarks that are far from collinear
to each other. In the collinear case, they would be clustered together irrespective of the
energy. For wide-angle emissions, it may happen that the two partons are clustered within
two di ! erent jets altering their ßavour in the process. These real-radiation contributions will
then potentially yield a di ! erent value of a given ßavour-sensitive observable compared to the
value for the contribution with the pair being virtual, and there would remain an uncancelled
divergence.

We now formulate criteria for infrared safety in the presence of ßavour tagging. Letdij

be a distance measure between the pseudo-jetsi and j . Furthermore, let the pseudo-jets
have energiesEi , Ej , transverse momentakT,i , kT,j , rapidities yi , yj and azimuths ! i , ! j . The
angular separation is deÞned as:

R2
ij ! " R2

ij /R 2 , " R2
ij ! (yi " yj )2 + ( ! i " ! j )2 , (2.1)

with R an arbitrary parameter called the jet radius. Infrared safety is ensured if the following
two conditions are met in the wide-angle double-soft limit, Ei , Ej # 0 with i and j of
opposite-sign ßavour:

1) dij vanishes for arbitrary Rij ;

2) dij vanishes faster than the distance of eitheri or j to the remaining pseudo-jets.

Both conditions are necessary, since otherwise a ßavoured parton that actually belongs to a
soft ßavourless pair can be recombined with a hard pseudo-jet, resulting in a hard pseudo-jet
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