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Topics

¢+ Site info — Overview of site details
¢ Virtualization/iISCSI — Use of ISCSI for service virtualization
*»» dCache — dCache “locality-aware” configuration

“* LSM-DB — Gathering I/O logging from “lsm-get”
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AGLT2 Overview

«* ATLAS Great Lakes Tier-2: One of five USATLAS Tier-2s.

A Has benefited from strong interactions/support from the other Tier-2s.

** Unique in the US in that AGLT2 is also one of three ATLAS

Muon Calibration Centers — unique needs and requirements

» Our Tier-2 is physically hosted at two sites: Michigan State

University and the University of Michigan

* Currently ~ 36.2 kHS06 compute, 4252 job-slots, 250
opportunistic job-slots, 2210 TB storage.
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AGLT2 Notes

“* We are working on minimizing hardware bottlenecks:

a Network: 4x10GE WAN paths, Many 10GE ports: UM:156/MSU:80
» Run Multiple Spanning Tree at UM to better utilize 10GE links

Q Storage: 25 10GE dCache servers, disk count: UM:723/MSU:798
O Using service virtualization, SSDs for DB/NFS “hot” areas

“* AGLT?2 is planning to be one of the first US Tier-2 sites to put
LHCONE into production (VLANSs already routed)

“* We have 6 perfSONAR-PS instances at each site (UM and
MSU: 2 production, 4 for testing, prototyping and local use)

“» Strong research flavor: A P1/Co-PlI site for DYNES, UltraLight,
GridNFS and involved in Terapaths/StorNet.
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AGLT2 Operational Detalils

“* We use ROCKS v5.3 to provision our systems (SL5.4/x64)
*» Extensive monitoring in place (Ganglia, php-syslog-ng, Cacti,
dCache monitoring, monit, Dell management software)

«* Twikl used for site documentation and informal notes

« Automated emails via Cacti, Dell OMSA and custom scripts

for problem notification
“* OSG provides primary middleware for grids/ATLAS software

*» Configuration control via Subversion and CFengine
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NOTE: US-NET2 data from WLCG is wrong! Missing Harvard for example

WLCG Tier-2 sites. The above plots shows HS06-hours for all WLCG VOs by
AGLT?2 Site Report - HEPiX 2011

Tier-2 (which is one or more sites) based upon WLCG published

AGLT2 has delivered beyond pledge and has done well in comparison to all
spreadsheets. USATLAS Tier-2s are green, USCMS red.




10GE Protected Network for ATLAS

Michigan LambdaRail (MiLR)

| eye| 3 Intercity fiber
WilTel Intercity fiber
e | 22| 3 Dedroit fiDer
CIC Chicago fiper

@ Optical AddTrop Mux (QADK)
W Optical Amplifier (OpAmp)

« Fiber splice or jumper paint
[ ] Carrier major network facility
O Carrier fransmission line facility

T

Grand Rapids
1

Southfiald
um e Jwsu

Dassar Destro

L AMEZ0D

< We have two “/23" networks for the AGL-Tier2 but a single domain: aglt2.org
O Currently 3 10GE paths to Chicago for AGLT2. Another 10GE DCN path also exists (BW limited)
% Our AGLT2 network has three 10GE wavelengths on MILR in a “triangle”

0 Loss of any of the 3 waves doesn’t impact connectivity for both sites. VRF to utilize 4" wave at UM
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Virtualization at AGLT?2

AGLT2 is heavily invested in virtualization for our services.

VMware Enterprise Plus provides the virtualization infrastructure
UMVMO1 UMVMO2

Network uses NIC I

| B
teaming, VLAN L
trunking, 4 switches G Sepee

VM hardware: 3xR710,
96GB, 2xX5670 (2.93GHz),
2x10GE, 6x146GB,

3x quad 1GE (12 ports)

MD3600i, 15x600GB 15kSA~E$

MD1200, 15x600GB 15kSA$ ————%
iISCSI Storage

Mgmt: vCenter now a

VM _
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ISCSI Systems at AGLT?2

AGLT2 iSCSI Storage

Production

Test/Scratch
(out of warranty)

Dell MD3000i

Dell MD1000

Dell MD1000

.

Backup

A Oracle/SUN
% 7410
i_:m‘i_:mli_:mlthm 1,
= LE L LTE
Teeitesite=grs=y: Oracle/SUN
LEEA LA LA, LR,
LiE L L%, LK, JBOD
[ [ L, L,
e e e
o o 1 LE 1L LE i
Tesliesciscdissy: Oracle/SUN
D L L L JBDD
[l L L LS,
[ [ [, [,

Having this set of iISCSI systems gives us

lots of flexibilty:

» Can migrate VMs live to different storage
* Allows redundant Lustre MDTs to use the
same storage

« Can serve as a DB backend

» Backup for VMs to different backends
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Virtualization Summary

“* We have virtualized many of our services:

Q Gatekeepers (ATLAS and OSG), LFC
a AFS Cell (both the DB and Fileservers)
A Condor and ROCKS Headnodes

Q LSM-DB node, 4 SQUIDs

Q Terapaths control nodes

Q Lustre MGS node

* System has worked well. Saved in not having to buy

dedicated hardware. Has eased management/backup/test.

< Future: May enable better overall resiliency by having at

both sites
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dCache and Locality-Awareness

** For AGLTZ2 we have seen significant growth in the amount of
storage and compute-power at each site.

“* We currently have a single 10GE connection used for inter-
site transfers and it is becoming strained.

O Given 50% of resources at each site, 50% of file access will be on the
Intersite link. Seeing periods of 100% utilization!

% Cost for an additional link is $30K/year + addtl. equipment

» Could try traffic engineering to utilize the other direction on
the MILR triangle BUT this would compete with WAN use

¢ This got us thinking: we have seen pCache works OK for a
single node but the hit rate is relatively small. What if we
could “cache” our dCache at each site and have dCache use
“local” files? We don’t want to halve our storage though!

AGLT2 Site Report - HEPiX 2011 10/24/2011 1



Original AGLT2 dCache Config

AGLT2 dCache Existing Configuration
All Pools in ONE Poolgroup

link agItE—Iip_k -readpref=10 -writepref=10 -cachepref=10 -p2ppref=-1

g0 O0p0fF
Jdogdre JgC

aglt2Pools
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dCache and Locality-Awareness

At the WLCG
meeting in DESY
we worked with
Gerd, Tigran
and Paul on
some dCache
Issues

AGLTZ2 dCache New Configuration
Site Locality Aware

We came up with —
link agltz I|nk readpref-t] -writepref=10 -cachepref=0 -p2ppref=-1

a ‘caching’ idea < T

that has some ‘ ’\ - ‘_1 ﬁ @ 8 8
locality o T

awareness [~ ‘ \‘ @ @ Ej
It transparently \ _ aglt2Pools

uses pool space

link aglt2-msu-link -readpref=10 -writepref=0 link aglt2-um-link -readpref=10 -writepref=0
for CaChed -cachepref=10 -p2ppref=-1 -cachepref=10 -p2ppref=-1
replicas
aglt2ZMSUPools aglt2UMPools
Working Well!
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Planning for I/O

“* A recent hot-topics has been planning for I/O capacity to

best support I/O intensive jobs (typically user analysis).

** There is both a hardware and a software aspect to this and

a possible network impact as well

A How many spindles and of what type on a worker node?
Q Does SAS vs SATA make a difference? 7.2K vs 10K vs 15K?
Q How does any of the above scale with job-slots/node?

At AGLTZ2 we have seen some pathological jobs which had
~10% CPU use because of I/O wait
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LSM, pCache and SYSLOG-NG

** To try to remedy some of the worker-node 1/O issues we
decided to utilize some of the tools from MWT?2

*»» pCache was installed on all worker nodes in spring 2011
a pCache “hit rate” is around 15-20%
Q Saves recopying AND duplicated disk space use
Q Easy to use and configure

** To try to take advantage of the callbacks to PANDA, we
also installed LSM (Local Site Mover) which is a set of
wrapper scripts to ‘put’, ‘get’, ‘df’ and ‘rm’

Q Allows us to easily customize our site behavior and “mover” tools

Q Important bonus: serves as a window Into file transfer behavior
Q Logs to a local file by default

“* AGLT2 has long used a central logging host running
syslog-ng
a Configure LSM to also log to syslog...now we centrally have ALL
LSM logs in the log-system...how to use that?
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LSM DB

The syslog-ng central loghost
stores all the logs in MySQL

To make the LSM info useful |

created another MySQL DB for

the LSM data

Shown at the right is the design

diagram with each table
representing an important
component we want to track.

We have a cron-job which
updates the LSM DB from
the syslog DB every 5
minutes. It also updates
the Pools/Files information
for all new transfers found.

_| pools v
dCacheFool Y ARCHAR.(S)
Sitel ocation EMUM(...)
DiskType ENUM(...)
DiskModel VARCHAR(45)
DiskCount TINYINT{4)
RAIDType ENUM(...)
Mem oryTotal INT(11)
RAIDCnir V ARCHAR(6O)
DiskSpeed ENUM{...)
MetworkBW SMALLINT(S)

» LastUpdate DATETIME
PoolSizeGE DECIMAL(7, 1)

¥

PRIMARY
FQDN_UNIQUE

—| Hosts v
FODM VARCH AR(255)
Sitel ocation EMUM(...)
DiskType ENUM{...)
DiskModel VARCHAR(45)
DiskCount TINYINT{4)
RAIDType ENUM(...)
JobSlots TINYINT{4)

Mem oryTotal INT(11)
RAIDCnirl VARCHAR(GD)
DiskSpeed ENUM{...)
MetworkBW SMALLINT(S)

» Lastlpdate DATETIME
H506perslot DECIMAL (5,2)

¥
PRIMARY
FQDN_UMIQUE |
|
|
|
|
|
|
|
|
_| Status v
idErrors INT(11)
‘ ErrorType VARCHAR(45) “w
¥

PRIMARY
idErrors_UNIQUE

=

_| Transfers
SessionID VARCHAR(20)
HostFQDM VARCHAR(255)

2 FileID VARCHAR(3E)

» DateSesdon DATETIME
Type ENUM(...)

¢ Status INT(11)
StatusDateTime DATETIME
ChecksumRate FLOAT(11)
ChecksumTiming FLOAT (11)
ChedksumDateTime DATETIME
TransferRate FLOAT(11)
TransferTiming FLOAT(11)
TransferDateTime DATET IME

(» ErrorMessage INT(11)

2 dCachePool Y ARCHAR(S)
dCacheDateTime DATETIME
P2P TINYINT(1)
dccpTransferRate FLOAT(11)
docpTransferTiming FLOAT(11)
docpTransferDateTim e DATETIME

PRIMARY
TransferDate
FilelD
ErrorMessage
Status
HostFQDMN

_| Filles v
GUID VARCHAR(38)

> FilePath VARCHAR{900)
SizeBytes INT(11)
Checksum VARCHAR(B)
dCachePoolList V ARCHAR( 100)

| iPNFSID VARCHAR(36)

| dCacheCTime DATETIME

PRIMARY
GUID_UNIQUE

FilePath

idMessages INT(11)
»Message VARCHAR(1000)
» MessageDateTim e DATETIME
& SessionID VARCHAR(20)

PRIMARY
Message _UMNIQUE

SessionID
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Transfer Information from LSM DB

Stack-plot from Tom dCache Transfers to Worker Nodes per Day
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Transfer Reuse from the LSM DB

The !Z)|Ot from Tom O_n Tirﬁne between repeated transfers to MSU worker nodes, July 20-Augll
the right shows the time 10 ' . . :

between the first and

second copy of a specific
file for the MSU worker 10°
nodes

T

=
The implication is 2 10*
caching of about 1 g
weeks worth of files =
would cover most reuse 3 10°
cases g

l_l
o
[

10t

0 5 10 15 20
Delta Time (Days)
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LSM DB Uses

 With LSM DB there a many possibilities for better
understanding the impact of our hardware and software
configurations:
a We can ask about how many “new” files since X (by site)?

a We can get “hourly” plots of transfer rates by transfer type and
source-destination site. Could alert on problems.

Q We can compare transfer rates for different worker node disks and
disk configurations (or vs any other worker-node characteristics)

a We can compare pool node performance vs memory on the host (or
more generally vs any of the pool node characteristics)

a How many errors (by node) in the last X minutes? Alert ?

“* We have just started using this new tool and hope to have
some useful information to guide our coming purchases as
well as improve our site monitoring.
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Summary

< Our site has been performing very well for Production Tasks,
Users and in our Calibration role

 Virtualization of services working well. Eases management.

** We have a strong interest in creating high performance “end-
to-end” data movement capability to increase our
effectiveness (both for production and analysis use).

A This includes optimizing for 1/O intensive jobs on the worker nodes

» Storage (and its management) is a primary issue. We
continue exploring dCache, Lustre, Xrootd and/or NFS v4.1
as options

Questions?

AGLT?2 Site Report - HEPiX 2011 10/24/2011 20



AGLT?2

EXTRA SLIDES
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Current Storage Node (AGLT2)

AGLT2 V6 Storage Node
Five to Six partitions 30TB each
(Each RAIDG6 uses all 12 3TB disks)

Relatively inexpensive 9.% Eq“u

Dell R710 with Dual quad-core E5620
~$200/TB(useable)

96GB 1333 RAM
Intel DA 520 2x10GE SFP+ NIC

Uses resilient cabling o o %, MD1200 Disks are 7.2K RPM NLSAS
ti ti ? o 43 * G
(active-active) P X x5

HE00 (RAID) H&00 (RAID) HB00 (RAID)
1GB 1GB 1GB

MD1200 (12 SAS disks) MD1200 (12 SAS disks)

MD1200 (12 SAS disks) MD1200 (12 SAS disks)

MD1200 (12 SAS disks)
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USATLAS Tier-2

. USCMS Tier-2 '

| WLCG Tler-2 Affiliation |
Bl | WCLG (non-US) Tier-2 |
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The above plot is the same as the last, except it cover s the complete period

of WLCG data from January 2009 to July 2011.

Details and more plots at:
NOTE: US-NET2 data from WLCG is wrong! Missing Harvard for example

https://hep.pa.msu.edu/twiki/bin/view/AGLT2/WLCGAccounting
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