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Topics for today
(for cynics)

• Remote I/O for users: The Internet and 
Facebook has ruined physicists, and they 
will no longer tolerate waiting for their 
data.

• Futures of CMS I/O: Vague predictions with 
just enough content that I can say “I told 
you so” a few years from now and sound 
really smart.



Remote I/O For Users

• Today’s mantra of “jobs move to data” has served us well.

• Today’s jobs access the local storage via local network; 
“moving data to jobs” mix local storage (for output), 
remote storage, local network, remote network.  Many 
more distributed components: complexity kills.

• While this is “obviously” the best way to handle bulk data 
access, it doesn’t mean there’s no valid reason to break the 
“jobs move to data” rule in some exceptional cases.

“Any Data, Any Time, Anywhere”



A Car Analogy
(Can’t have a presentation without one)

http://www.flickr.com/photos/truckpr/4899060527/sizes/z/in/photostream/

http://www.flickr.com/photos/thehenryford/4929459069/sizes/z/in/photostream/

You want Amazon.com 
to ship your package in 

one of these for the 
cost-effectiveness.

But when you are at the 
wheel, you want the 

responsiveness of this.

http://www.flickr.com/photos/truckpr/4899060527/sizes/z/in/photostream/
http://www.flickr.com/photos/truckpr/4899060527/sizes/z/in/photostream/
http://www.flickr.com/photos/thehenryford/4929459069/sizes/z/in/photostream/
http://www.flickr.com/photos/thehenryford/4929459069/sizes/z/in/photostream/


Remote I/O
• There’s plenty of cases imaginable where low-

latency access would save a physicist time and 
CMS money.  Examples:

• Debugging a single event (“Why did this event 
crash my job?”).

• Event viewer (“Hey Bob, look at this!”).

• Downloading an interesting/shared file to disk 
for offline viewing (“The plane boards in 5 
minutes.”);



Goals for Remote I/O

• Reliability: Must function as advertised, even 
when normal people are sleeping.

• Transparency: User should only need to 
know the file name (not where it is).

• Usability: The workflow should be the same 
for remote and local files.

• Completeness: Any file interesting to a user 
should be accessible.

(For Users)



Goals for Remote I/O
(For Sites)

• Sites are 100% happy with providing 
remote I/O...

• ... as long as the user uses another site ...

• ... as long as they have complete control 
over what the user will do, and when ...

• ... and no one uses it.

Much of the challenge in 
allowing remote I/O is in 
changing these instincts!



A Technology

• We decided to use the Scalla suite (colloquially 
known as Xrootd) to implement remote access.

• Two basic daemons:

• xrootd: File server that speaks the xrootd 
protocol to external users (designed for low-
latency, partial-file access).

• cmsd: Server designed to aggregate multiple 
xrootd daemons into a single namespace.



Original Use
Aggregating multiple disk servers into a site’s storage 

system

* This is a simplification of what is actually done.

Host A Host B Host C

Site 
 Redirector

Xrootd Xrootd Xrootd

Disk Array Disk Array Disk Array

User 
Application Q: Open /store/foo

A: Check Host A

Q: Open /store/foo
A: Success!

Cmsd Cmsd Cmsd

Xrootd Cmsd



Our Use
Aggregating multiple sites together to provide worldwide 

data access

Note this provides access to your site storage; does not 
replace site storage.

Site A Site B Site C

Global Xrootd 
Redirector

Xrootd Xrootd Xrootd

Lustre Storage Hadoop Storage dCache Storage

User 
Application Q: Open /store/foo

A: Check Site A

Q: Open /store/foo
A: Success!

Cmsd Cmsd Cmsd

Xrootd Cmsd



Throttling Xrootd

• There are three things we want to throttle:

1. Namespace lookups: Hard limits enforced 
by the cmsd.

2. IOPS: Indirectly limited via limiting the 
number of work threads.

3. Bandwidth: Not our problem; should be 
done at the network level.



Use Cases
• We have identified the following “official”* use cases

1. Fallback: When a file fails locally, open it remotely.

2. Overflow: Limited amount of cross-site remote I/O for 
when there is idle CPUs at the “wrong” site.

3. Interactive/laptop/debugging: 

4. Diskless T3s.

• This list is in the order of decreasing control over user 
activity.   (1-2) are done today; we plan (3-4) to start at the 
end of the summer.

*Official, because we know folks are going to try other stuff 
with it...



Xrootd Stats
• The majority of requests are handled within 

the “short timeout” of 130ms.

• All US T1&T2 sites participating; over 10PB 
of on-disk data accessible.

• Currently, 2 copies of the AOD.

• Active monitoring via Nagios.

• Passive monitoring via MonALISA.

• Tested up to 2,000 jobs; bandwidth not a 
problem.



Nagios Snapshot



ML Snapshot



Summary: Remote I/O

• Remote I/O is a tantalizing concept.  
Applied appropriately, it can be a huge 
benefit to the end-users and T3s.

• Xrootd has allowed USCMS to quickly put 
together a remote I/O infrastructure, and is 
going to go into “prime time” at the end of 
the summer.



CMS I/O Futures

• WARNING: Forward-looking statements 
enclosed.

• Most of these things are indeed where I 
would like to push our I/O stack; does 
not carry official consent or 
prioritization.



CMS I/O, The Present

• CMS I/O is better-off than it has been for a 
long while:

• CPU efficiency for analysis jobs is >90%*.

• Serialization layer is less than 5% of the 
total CPU time.

• High-latency links (>60ms) have relatively 
little impact on runtime.

*If a job has less than 90% CPU efficiency, I claim either the 
site or the user is being delinquent.



CPU Efficiency
Graph below shows batch CPU efficiency 
at Nebraska for analysis users.

Includes remote stageout!

90%



CMS I/O, The Future

• My claim is the painfully obvious and 
straightforward improvements are over.

• Maybe it will get worse: as users improve code, 
the percentage of CPU time in I/O will go up.

• I break our challenges up into:

• Figuring out the costs of I/O.

• The things we know how to do.

• The things we don’t know how to do.



Measuring the Costs

• Before embarking on our grand journey to 
“make I/O better”, it helps to ask:

• What does it mean to improve I/O?

• How can we measure such a thing?

• Who is going to do the measuring?

"We should forget about small efficiencies, say about 97% of the 
time: premature optimization is the root of all evil" - Donald Knuth



What Does it Mean to 
Improve I/O?

• We’d like to balance a few things:

• Minimizing total job runtime.  Hard: involves I/O 
and the serialization layer.

• Minimizing number of I/O operations. Medium: 
Mostly done, huge strides in the last year.

• Minimizing bandwidth used. Not so important: 
most sites have plenty of excess internal 
bandwidth. 



An Aside on I/O 
Measurement

• Measuring I/O is a hard problem.  The tools stink, but are 
getting better.  However, tools aside, we know:

• For a fixed workload, an optimization will behave 
differently:

• On a developer laptop versus distributed storage.

• Depending on the load of the distributed storage.

• Depending on the site running the storage.

• Given time, many optimizations will:

• Be useless because of newer hardware.

• Be useless because the application changed.

My laptop != My storage != My storage under load != Your storage



Needs for 
Benchmarking

• We need a synthetic benchmark that demonstrates how 
storage responds to various mixes of primitive 
operations.

• Experiments/ROOT need to tune their stacks such that 
the synthetic benchmark has predictive powers.

• Tune applications to storage, not the other way!

• I find current benchmarking efforts worse than useless, 
as they typically run on non-production setups using 
ancient versions of our applications: at best, no 
correlation with performance in the wild.

Unless the community comes up with benchmarks - aka, 
HS06 for storage - we can’t complain about storage.



The Things We Know 
How to Do

• ROOT allows one to serialize any C++ object.  This is a horrible idea when 
performance is critical!

• A user can make serialization performance order-magnitude slower by 
accident: there’s little tooling for them to know how “ROOT friendly” a data 
structure is.

• I found a vector<vector<vector<int>>> in our data format, for 
example.  This is never going to end up well.

• Slowly, we are learning patterns to avoid.  The closer we get to basic data 
types (arrays-of-structs, structs-of-arrays), the more serialization time 
disappears.

• We’re lucky in that the “worst offenders” for I/O are usually “worst 
offenders” in memory / time.  Still hitting the low-hanging fruits; this may 
not be true forever.

We know how to make ROOT I/O faster, but realize there 
are tradeoffs (usability and cost-of-upkeep)!



The Things We Know 
How to Do

• Unfortunately, our future is full of work.  I 
count around 600 different data structures 
persisted to disk.

• We need to start recording serialization 
time, ranking the worst offenders, and fix 
them one-by-one until the payoff 
becomes not worth the effort.

• Not all need fixing, but the amount of 
effort required is likely large.



Things We Don’t Know
• There’s always talk of doing a “big bang” rewrite of the I/O layer.  How do we 

measure the cost/benefit of such a thing?

• For example, if it takes 24 FTE-months to write a new I/O layer, is the result 
better than spending 24 FTE-months improving ROOT?

• The I/O layer is likely irrelevant for >95% of our CPU time.  How important is 
the last 5%?

• The last 5% is end-user analysis, the most “visible” to users (and invisible to 
framework developers), and the most to gain.

• How much can be gained by asking users to use “best practice”?

• If we adopted a new framework, we get a new set of assumptions.  How much 
of the performance improvement from having a more restrictive set of 
assumptions?

• How many improvements are lost when you add back in missing features?

Gut feeling: changing I/O is a high-risk, high-reward activity.  
Possibly too-high risk for any single experiment to take on.



Summary - CMS I/O
• We currently have no benchmark to “score” or “rank” storage.

• Unless we fix this in the future, storage benchmarking is going to be ad-
hoc.

• CMS has a considerable amount of “boring” work in optimizing our data 
structures for I/O.

• ROOT is not a magic bullet that takes bad data structures and makes 
them good.

• We could use tooling to help us evaluate the relative “costs” of different 
designs.

• While future I/O stacks are intriguing, it’s easy to under-estimate the value 
and experience in ROOT I/O.  I think we need some limited studies on 
solving specific problems.  Once we have firm data, we can start 
extrapolating.

I don’t think there are CMS-specific issues!


