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The Problem

§ Modern HPC apps are deeply layered
— SYCL  →  Unified Runtime  →  OpenCL/Level-Zero  →  Driver  →  GPU IR
— One kernel ≈ thousands of lines of host driver code on top.

§ Production input is expensive:
— e.g., full traccc job = 7 GB data + 2 minutes per event.
— Reproducing a single numerical study iteration is wasteful.

§ FP analysis tools (Verificarlo, etc.) need
1. The kernel IR,
2. Deterministic inputs,
3. A runtime they can re-link.
4. Significant overhead



The Idea: Record Once, Replay Many

RECORD

Production GPU + Workload

LD_PRELOAD shim on libOpenCL

Per-kernel artifacts:
• kernel.spv
• Argument*.bin
• SVM_Arg_Offset_*.txt
• Pre/Post buffers

Input Executable

Intercept Layer

GPU

OpenCL Runtime

Output

SPIR-V

Input Data

Output Data

Dump



The Idea: Record Once, Replay Many

PyOpenCL
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REPLAY

Any OpenCL device + analysis tool

• Re-create context
• Build kernel.spv
• Rebuild kernel args
• Re-allocate buffers
• Launch
• Compare outputs



CPU-SIDE ANALYSIS

§ Monte Carlo Arithmetic (randomized rounding)
— Introduces probabilistic rounding noise
— Estimate numerical stability and sensitivity

§ Reduced precision emulation
— Emulates custom mantissa/exponent
— Used to study fp16/tf32/bf16-like behavior

§ Vectorized stochastic rounding
— Vectorized stochastic arithmetic backend
— Lower overhead than scalar MCA

§ PoCL supports insertion of arbitrary LLVM 
passes before final code generation.

§ We leverage: POCL_BITCODE_FINALIZER to 
route replayed kernels through Verificarlo 
instrumentation prior to CPU execution.

Verificarlo Backends PoCL Integration

GPU kernels with LLVM-based floating-point instrumentation

+



Validated On HACC

§ Aurora ECB node (PVC GPUs, SYCL backend)

§ 126³ particles global domain (1/12th per local 
domain + padded overload region) 

§ 12 MPI ranks per node (1 rank per GPU tile)

§ Short-range force kernel updates particle 
velocities each timestep
— Dense FP arithmetic with accumulations, 

distance computations, and rsqrt-style operations
— Sensitive to FP model, math intrinsics, and 

compiler transformations



STABILITY RESULT: 10 PARTICLES (X POS)
HACC Per-Particle Floating-Point Stability Metrics (PRISM)

Index Mean Stddev Rel Stddev Sig. Digits
0 3.75e-03 3.37e-10 8.97e-08 7.05
1 3.56e-03 3.20e-10 8.98e-08 7.05
2 3.34e-03 3.43e-10 1.03e-07 6.99
3 3.50e-03 3.20e-10 9.14e-08 7.04
4 2.01e-03 3.50e-10 1.74e-07 6.76
5 1.99e-03 3.93e-10 1.98e-07 6.70
6 1.45e-03 3.68e-10 2.53e-07 6.60
7 1.81e-03 3.24e-10 1.79e-07 6.75
8 –3.21e-05 3.80e-10 1.18e-05 4.93
9 1.87e-04 3.35e-10 1.79e-06 5.75

• High stability for most particles: 7 
significant digits retained across the 
majority of samples.

• Low variance: Standard deviations are on 
the order of 3–4 × 10⁻¹⁰, indicating 
extremely small fluctuations under PRISM 
perturbations.

• Sensitive outliers at very small 
magnitudes: Particles 8 and 9 show lower 
sig-digits (4.9–5.7), driven by tiny mean 
values where small absolute noise 
becomes large relative noise.

• Pattern matches expected FP behavior: 
FP stability decreases as value magnitude 
approaches zero — a well-known property 
of subtractive cancellation.



MONTE CARLO ARITHMETIC + PRISM

§ 1000 trials under MCA and PRISM

§ RSD → significant digits
§ Most particles: 6+ digits stable

§ Some outliers (small-magnitude 
velocities)



REDUCED-PRECISION ERROR (VPREC 
INSTRUMENTATION) Max Differences in Velocity Under fp32 / tf32 / bf16 

Configurations

• Full fp32 (E=8, M=23) matches IEEE replay exactly — 
only ~1e-9 absolute error and small (1e-2 to 1e-3) 
relative differences.

• tf32 (E=8, M=10) introduces large relative error: 
50×–160× deviation depending on component.

• bf16 (E=8, M=7) shows even larger drift:
up to 980× relative error in the X-component.

• Absolute differences scale with mantissa truncation:
fp32 < tf32 (×10⁴ larger) < bf16 (×10⁵–10⁶ larger).



ACTS/TRACCC: AN IMPORTANT NEXT TARGET

§ HACC
— cosmological N-body 

simulation
— structured particle 

interactions
— relatively flat data layouts

§ traccc
— particle tracking and 

reconstruction
— irregular detector 

geometry
— sparse/jagged connectivity 

patterns

§ Heavy use of:
—  vecmem data views
— jagged containers
— grid views
— structure-of-arrays 

layouts
— SYCL portability 

abstractions
§ Kernels pass complex C++ 

objects by value rather than 
flat buffers

Different Scientific Domain
Modern GPU Software 
Abstractions

§ Embedded/transitive 
device pointers

§ Indirect memory access

§ Pointer-rich object graphs

§ SVM/USM-backed views

§ Dynamic neighbor 
relationships

More Challenging Replay 
Characteristics

modern, portable HEP application with complex memory abstraction



Traccc On Aurora: Building The Test Bed

§ traccc v1.2.0  (1d32a5b1)

§ sycl-fp32 preset, build deltas:
— SYCLCXX="icpx -fsycl” (vecmem cmake parses program+args)
— -DCMAKE_*_FLAGS_INIT="-fp-model=precise”
— -DTRACCC_FAIL_ON_WARNINGS=OFF    

(icpx 2025.3 is newer than the preset expects)
— load module boost/1.88.0 (Acts ≥ 1.78 required)

build [589/589]  exit 0 Default reference workload:
ZE_AFFINITY_MASK=0 ONEAPI_DEVICE_SELECTOR=opencl:gpu
  traccc_seq_example_sycl --input-events 1
       data/odd/geant4_10muon_10GeV/event000000000-cells.csv
       1515 cells -> 451 spacepoints -> 121 seeds -> 87 tracks
       wall time ~2 min (track finding dominates)

NOTE: Same SYCL binary 
runs **both** under Level Zero 
and OpenCL backends —
that's the lever we need.



Capturing On Aurora:
the stack and the artifacts
1. CLI_OpenCLFileName -> 

/opt/aurora/26.26.0/.../libOpenCL.so.1
2. Newer Intercept-Layer build (capture-

replay-svm-usm, Jan 2026):
— per-arg SVM offset metadata
— standalone kernel.spv extracted from 

device binary
— run.py templates with use_svm path

3. Captured 7 kernels (CCL + 6 seeding-
stage)
— every capture: kernel.spv + 

Argument*.bin + Pre/Post counters



The Pointer-bearing-view Problem

§ The issue:
— every traccc SYCL kernel takes at least one 

vecmem::edm::view/vecmem::data::vector_view/grid2_view 
*passed by value*.

— Each view is 24-328 bytes of POD with **embedded device-USM 
pointers** to size variables and payload arrays.

— At the OpenCL layer they look like opaque scalar args.
— Intercept dumps them verbatim.  Replay re-uses the bytes 

verbatim.
— Original USM addresses no longer exist in the new context.
— Kernel page-faults on the first dereference.



The Pointer-bearing-view Problem

§ The fix:
— scan every captured by-value blob for 8-byte slots whose high 32 

bits are 0xff00ffff  (Aurora device-USM pointer tag);
— bucket by 64-KiB-aligned base; allocate fresh SVM per base; 

rewrite every slot to (new_base + captured_offset);
— finally call clSetKernelExecInfo(SVM_PTRS, [bases]) so the 

runtime knows to migrate them.



The Pointer-bearing-view Problem



Replay Running On Aurora
manual_replay_count_doublets.py  
→  Intel OpenCL Graphics, PVC, 1 tile

• Kernel build OK (SPIR-V)
• Allocating 6 x 8 MiB SVM regions
• Pointer relocation: Arg 1=16 slots, 

Arg 2=1, Arg 3=2, Arg 4=2
• clSetKernelExecInfo(SVM_PTRS): 

6 pointers
• Enqueue + finish OK <-- first manual 

replay of a traccc kernel
• Validate: MISMATCH (expected) Green: populated from capture

Red contents unknown – zero fill



CONCLUSION

§ Full workflow and analysis works with 
HACC gravity-only simulation.

§ Capture traccc kernels,

§ extract SPIR-V,

§ replay kernels in a fresh OpenCL context,

§ relocate embedded device pointers,

§ and reconstruct indirect SVM allocations.

§ Extend the OpenCL Intercept Layer to snapshot 
all reachable USM/SVM allocation payloads 
automatically

Or 
§ Introduce lightweight source-level 

instrumentation/modifications to expose 
allocation graphs explicitly

Potentially assisted by:
§ AI-agent code analysis tools
§ automated structure/layout inference
§ source-correlated replay metadata generation

Current Potential Paths Forward

More work is needed for full traccc end-to-end workflow. 



BACKUP SLIDES



VARIOUS LINKS 

• https://github.com/intel/opencl-intercept-layer

• https://www.vi-hps.org/cms/upload/material/tw43/verificarlo-handson.pdf

• https://portablecl.org/

• https://pypi.org/project/pyopencl/    

• https://github.com/acts-project/traccc  

• https://cosmology.alcf.anl.gov/
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OVERHEAD ACROSS RUNTIME & FP BACKEND
Runtime Backend / Interflop Time (s)
PoCL N/A 5.54
PoCL + Verificarlo libinterflop_ieee.so 14.83
PoCL + Verificarlo libinterflop_mca.so --mode=ieee 16.52
PoCL + Verificarlo libinterflop_vprec.so --mode=ieee 24.62

• Verificarlo instrumentation introduces:
• 2.7× overhead for IEEE backend
• 3× overhead for MCA (IEEE mode)
• 4.4× overhead for VPREC

* Results from running on Xeon® Processor E3-1585 v5.



AGREEMENT ACROSS OPENCL RUNTIMES 
(IEEE SINGLE-PRECISION BASECASE)
Maximum Differences in Particle Velocity (Replay vs GPU Reference)

Runtime Metric X Y Z

Intel Max abs diff 1.86e-09 1.86e-09 1.86e-09

Max rel diff 1.29e-02 3.00e-03 2.08e-03

PoCL Max abs diff 1.86e-09 1.86e-09 1.86e-09

Max rel diff 1.60e-02 2.00e-03 8.14e-04

PoCL + Verificarlo (IEEE) Max abs diff 1.86e-09 1.86e-09 1.86e-09

Max rel diff 1.29e-02 3.00e-03 2.08e-03

PoCL + Verificarlo (MCA) Max abs diff 1.86e-09 1.86e-09 1.86e-09

Max rel diff 1.29e-02 3.00e-03 2.08e-03

PoCL + Verificarlo (VPREC) Max abs diff 1.86e-09 1.86e-09 1.86e-09

Max rel diff 1.29e-02 3.00e-03 2.08e-03

• Absolute error is identical (1.86 × 
10⁻⁹) across every backend and every 
dimension.

• This indicates strong consistency in the 
raw floating-point pipeline.

• Relative error varies slightly but 
remains in the 1e-2 to 1e-3 range.

• MCA(IEEE) and VPREC(IEEE) match 
the pure IEEE replay exactly — 
instrumentation does not alter 
numerical behavior.

• PoCL shows a slightly different max 
relative diff (1.6e-02 in X), consistent 
with small math-library or vectorization 
differences.



ULP ERROR DISTRIBUTION 
(CPU REPLAY VS GPU REFERENCE)
Intel CPU Runtime for OpenCL
Statistic X Y Z
Max ULP diff 132,077 44,554 18,715
Mean ULP diff 4.61 2.69 2.86
ULP > 1 35,721 31,168 33,112
ULP > 10 5,051 4,388 4,709
ULP > 100 568 406 473
ULP > 1,000 58 44 48
ULP > 10,000 7 1 3
ULP > 100,000 1 0 0
ULP > 1,000,000 0 0 0

• Distribution dominated by small ULP 
errors:

• Mean error is 2–5 ULP, well within expected 
replay variance.

• Long, sparse tail:
• Very few particles see ULP > 100, and only 1 

value exceeds 1e5 ULP.
• Tail locations correspond to numerically 

sensitive regions:
• inverse-distance steps, rsqrt, neighbor 

interactions, deep reduction paths.
• Replay reproduces GPU behavior but 

exposes natural FP sensitivity
• in extreme arithmetic regions, not structural 

errors.



IMPACT OF COMPILER OPTIMIZATIONS

§ -ffast-math slightly increases 
variability

§ Still retains 6+ digits in most cases

§ One backend (MCA) failed under -
ffast-math due to vectorization


