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THE EXPERIMENT

H—ICb and the next-generation calorimeter

Current ECAL:
shashlik modules in PicoCal
three granularity
regions: inner 4x4,
middle 6x6, outer

12x12 cm?®cells.

MV FTTTTTyreTTTTY

Upgrade ll
(post-2035):
luminosity up to 1.f
x10%* cms™,

integrating 300 fb™

CONTEXT - THE DETECTOR

PicoCal proposed ECAL
design for Run 5 capable of
high radiation and particles
densities in the central
regions with radiation-hard
materials, double-sided
readout, and timing
capabilities at the level of

tens of picoseconds.

Fig. 1 — PicoCal position within the LHCb spectrometer at Upgrade Il. K. Govorkova et al., FastML 2025

l. J. Umana Chacon - C. U. Perez - CHEP 2026
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Fig. 2 — Left: ECAL regions, technologies and cell sizes of the LHCb PicoCal. Right: SpaCal (top), and Shashlik
(bottom) with double-sided readout. A. Bordelius, “The LHCb PicoCal,” NIM A 1079 (2025) 170608
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THE TASK

What is calorimeter reconstruction?

UNIVERSITAT RAMON LLULL

PRIS s % CONTEXT - THE PROBLEM

Group energy deposits from the same particle into clusters , then measure their total energy and spatial position.
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Fig. 3 — Cellular automaton cluster across ECAL Fig. 4 — Graph Clustering used in production. N.

regions. V. Brenton et al., CERN-LHCh-2001-123 (2001) Valls Canudas et al., Eur. Phys. J. C, 83, 179 (2023)

e Each cluster represents one particle showering in the detector.

e PicoCal: every cell has richer but more complex input.

e Reconstruction must separate overlapping showers at high pile-up.

l. J. Umana Chacon - C. U. Perez - CHEP 2026 05/ 22
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LATENCY AND THROUGHPUT
Run 3 brought improvements, including a new Graph

T h e re a I 'ti m e C h a I I e nge Clustering algorithm. N. Valis Canudas, CERN-THESIS-2023-246 (2023)

5 /s 40 vy 25 to 8 «

DETECTOR DATA RATE BUNCH CROSSING RATE HLT2 CPU BUDGET
LHCb output, Run 3 — to be processed in real Every event must clear HLT1+HLT2 before Fraction consumed by calorimeter
time. storage. reconstruction alone.

Collision HLT1 - GPU HLT2 - CPU farm Storage
40 MHz - 5 TB/s ~1 MHz output ~10 GB/s output Physics output

UPGRADE Il CONSTRAINT

FPGA-based Level-1 trigger requires reconstruction inference in < 1 ys , with fixed hardware resources — while pile-up

simultaneously grows.

l. J. Umana Chacon - C. U. Perez - CHEP 2026 06
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FROM HAND-WRITTEN RULES TO LEARNED REPRESENTATIONS

From rule-based to graph-learned reconstruction

RUNS 1 & 2 - 2009-2018 RUN 3 - 2022-PRESENT UPGRADE II - CURRENT WORK
Cellular automaton Graph clustering Graph Neural Networks
V. Brenton et al., N. Valls Canudas et al., Eur. Phys. J. C, C. U. Perez, ACAT (2025)
CERN-LHCh-2001-123 (2001) ﬁ> 83,179 (2023) E> R. Caravaca-Mora, CHEP (2026)
e Rule-based, iterative. e Digits as nodes; edges encode proximity e End-to-end learned cluster representations
e Deterministic; no learned parameters. and membership. with GNNSs.
e Scales, but is slow at high occupancy. e 65.4% faster than CA at equivalent e PyTorch to ONNX: from CPU to GPU
efficiency. optimization by R. Caravaca-Mora.
e Default LHCb HLT2 clustering since e Lightweight + distilled for real-time
2022. inference.
& $ -
2001 2022 — Run 3 Upgrade Il

l. J. Umana Chacon - C. U. Perez - CHEP 2026 07
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DATA STRUCTURE — ALGORITHM

Why graph neural networks?

Calorimeter hits are sparse and

irregular.

A cluster of cells is a variable-size
point cloud : each cell is naturally

a node.
GNNs are permutation invariant.

They capture non-local
correlations in shower topology

that local algorithms miss.

GNNs natively handle PicoCal's
dual-layers and variable cluster

size.

l. J. Umana Chacon - C. U. Perez - CHEP 2026
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Fig. 5 — Left: AE/E distribution, where GNN is narrower and better-centred than 3x3 clustering. Right:
Energy resolution plot where GNN beats both 3x3 and optimised cluster shapes across the energy range.
C. U. Perez, ACAT (2025)
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THREE ARCHITECTURES - ONE TASK

ENN architectures explored

EPD GNN-MP
Encoder-Process-Decoder Message passing

F. L. Souza de Almeida et al., COMCHA, 2025 C. U. Perez, ACAT (2025)

e Uses explicit edges between cells. 1. Each node aggregates messages from
e Trained with MSE loss. neighbours.

2. Explicit edge features per layer.

Edge memory bottlenecks FPGA

deployment.
RELATIVE INFERENCE SPEED
slower
&
EPD GNN-MP

l. J. Umana Chacon - C. U. Perez - CHEP 2026

ARCHITECTURES - OVERVIEW

UZZIENET - THIS WORK

Node-centric aggregation

e UzzieNet: GarNet with attention.

e Learnable aggregators — no edge
message passing.

e Distance-weighted attention;

permutation invariant.

faster
. -

GarNet

09
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DATA - FEATURES

Feature engineering: From Raw Hits to Graph Nodes

NODE FEATURES-N'x 8

# FEATURE

0] cell_energies_total
1 cell_energies_front
2 cell_energies_back

3 rel_cell_x

4 rel_cell_y

5 rel_cell_dist

6 imodx

7 jmody

DESCRIPTION

Front + back energy (MeV)
Front-layer energy (MeV)
Back-layer energy (MeV)
cell x —entry_x (mm)
cell_.y —entry_y (mm)
V(rel_x?+ rel_y?) (mm)
Module grid index x (int)

Module grid index y (int)

l. J. Umana Chacon - C. U. Perez - CHEP 2026

GROUND TRUTH : True Photon Energy.
DATASET: Simulated min. bias, single photons/particle gun, dataset.

0.5<=E <=50GeV. &£ _ 15x10*cms™

DUAL COORDINATE SYSTEM

Ground-truth photonentry __.¢@ cell
coordinates _..---""

-
-
' .
:

rel_cell_dist = V(rel_cell_x? + rel_cell_y?)
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NO EDGES. SOFT ATTENTION.

EzzieNet: Node-centric aggregation GarNet with Attention

RTA

™

UzzieNet Layer

FIG. 6 — Full UzzieNet model with two layers.
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Initial Results

UZZIENET BEATS GNN-MP:

AVERAGE AND VARIANCE OF
BATCH INFERENCE TIME.

l. J. Umana Chacon - C. U. Perez - CHEP 2026

pRIS w RESULTS - SPEEDUP
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Fig. 7— UzzieNet vs. GNN-MP benchmark. (Ixplus CPU times (Xeon Silver 4216),

DDP-gloo with 4 processes). C. U. Perez, ACAT (2025) 12/ 22
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RESULTS - RESOLUTION

EzzieNet vs. GNNMP: Energy Resolution
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Fig. 8 — Energy resolution for UzzieNet and GNNMP] - single photon

with minbias. C. U. Perez, ACAT (2025)
l. J. Umana Chacon - C. U. Perez - CHEP 2026

UzzieNet outperforms GNNMP across all E_bins (1-5 GeV).

Node-centric aggregation captures the relevant cluster
structure without explicit edge features, enabling the 8x

speed-up without resolution cost.

KEY FINDING
Superior energy resolution over GNNMP, despite removing all

edge features from the graph representation.
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COMPRESSION WITHOUT SACRIFICING PERFORMANCE

inowledge distillation: Motivation and Strategy

UzzieNet is fast, but graph construction still costs at inference, limiting the most latency-constrained pipelines.
Knowledge distillation (KD): train a smaller student to mimic a larger teacher.

Two strategies explored:

A. UzzieNet teacher — compact UzzieNet student (~40 % fewer parameters; still graph-based).

B. UzzieNet teacher — MLP student (graph-free at inference ) — Graph-to-MLP (G2M).

l. J. Umana Chacon - C. U. Perez - CHEP 2026 14
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TWO PAPERS MOTIVATE THE GARNET-TO-MLP PATHWAY

Eraph-to-MLP distillation in the literature

GLNN - ZHANG ET AL., ICLR 2022 SALE-MLP - PAL ET AL., IJCAI 2025
Graph-less Neural Networks Structure-Aware Latent Embeddings
arXiv:.2110.08727 extension of GLNN
Distil a GNN teacher into a pure MLP using logit-based KD. Unsupervised structural losses align MLP latent space to graph topology.
Zero graph dependency at inference; 146-273x faster than the GNN. No graph access required at inference.

Limitation: structurally agnostic; MLP never sees topology. This work follows the SALE-MLP spirit where we use latent embeddings,

not just logits.

IN THIS WORK

The student MLP is trained on the UzzieNet teacher's graph embeddings, inspired by the the structure-aware approach of SALE-MLP and,

applied to a regression task on calorimeter data.

l. J. Umana Chacon - C. U. Perez - CHEP 2026 15



O Es R

PATH A - GARNET TEACHER — GARNET STUDENT

Sompaction: Teacher and Student Model Sizes

PRIS e % RESULTS - COMPACT MODELS

PARAMETERS PARAMETERS

TEACHER UZZIENET STUDENT TEACHER MLP STUDENT

70,849 " 4,351 70,849 T 4,223

9 9 O/ fewer parameters, 9 4 O/ fewer parameters,
° o same task objective ‘ ® O same task objective

Teacher: full-size UzzieNet, trained from scratch.

UzzieNet Student: one UzzieNet layer, 25-dim aggregators.

MLP Student: 3 layer MLP with an output mean, trained on teacher's latent embeddings as soft targets

l. J. Umana Chacon - C. U. Perez - CHEP 2026 16



ARCHITECTURES - UZZIENET STUDENT

PATH A - COMPACT UZZIENET STUDENT

UzzieNet Student: One layer, Two losses (~40 % fewer parameters)

outputs vs teacher's
outputs vs targets
outputs
A A

[ MSE loss for student's } {MSELossScaled for student'SJ

/ UzzieNet Layer \

¥ )
R® 256 __, pj4x64
Input . P "| Attention R¥G4_L.R124| Output | Mean R
Nodes i Aggregators i — O(ANDN ST R 1:;:;
o \_ 4
8 Layer 256 ___, p4x64
R® y R A

& /

FIG. 9 — Single Layer UzzieNet.

l. J. Umana Chacon - C. U. Perez - CHEP 2026 17



ARCHITECTURES - MLP STUDENT
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PATH B - UZZIENET— MLP STUDENT

MLP student: three layers, dual supervision

RTA

(- N\
MSELossScaled: student outputs
p N vs targets
A
o )
Input R8 5 Layer = R14 Layer |3| R2%6 Layer 3| R , Output R
Nodes 1|2 2 || E 3 | Mean
3 ) Total Loss = A*MSELossScaled +
(A-1)*KL-Divergence, A=0.5
. 4
FIG. 10 — MLP Student Model.
. J

KL-Divergence Loss: student's second
layer features vs. attention features from

teacher's last UzzieNet layer

l. J. Umana Chacon - C. U. Perez - CHEP 2026 18
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PATH B - GRAPH(GARNET) — MLP

Inference Comparison

- Inference Time Distributions

B UzzieNet - Teacher

—

o
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I

103 . B UzzieNet - Student
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0 4
105z “ L (11 I |
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RESULTS - MAIN RESULT

MLP student: graph-free at inference.

Latent embeddings carry structural information

beyond targe-only training.

MLP limitations: fixed-input size requires

adaptation to process variable number of nodes.

MODEL MEAN (MS)  SD (MS)
UzzieNet-Teacher 0.1859 0.0029
UzzieNet-Student-40% 0.1021 0.0014
MLP-Student 0.0330 0.0019

FIG. 11 — Inference Time Distribution - UzzieNet-Teacher - UzzieNet-Student-40% - MLP-Student

l. J. Umana Chacon - C. U. Perez - CHEP 2026
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PRIS e w - RESULTS - RESOLUTION
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FIG. 12 — Energy Resolution for the UzzieNet-Teacher, UzzieNet-Student and MLP Student models
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IN SUMMARY

UzzieNet node-centric aggregation achieves an speed-up over standard

message-passing with equivalent energy resolution.

Knowledge distillation yields an MLP student that is ~2-6x faster than

full UzzieNet, but uses 93-94 % fewer parameters, and matches or

exceeds teacher resolution.

Graph-free inference makes the student a strong candidate for FPGA

deployment via hls4ml in the Upgrade |l Level-1 trigger.

Next steps — GPU implementation - Variable size input evaluation for the Student MLP

model.
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GarNet Layer

i her: 70,849 parameters
R256__, \dx64 70,849 parameters

Nodes Layer —L. = -
| Attention | g#x64___p124
N
Aggregators Fasl BNAR) _

Layer

outputs vs teacher's

outputs

Student GarNet Model (1 layer, 25 dim):
[ outputs vs targets

MSE loss for student's } [ MSELossScaled for student's ]

\_\

GarNet Layer \

teacher's outputs vs
targets

Nodes Layer ( Global

| Attention 1[964)(64_.&124 Output Mean

. ANT N La er ) Pool
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GarNet Layer

RZSG o Ndxﬁd

Nodes Layer _—L.
| Attention | p4x64_| Output
| o(ANT)N Layer
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Total Loss = B*MSELossScaled + A*MSE Loss, =0.3, A = 0.7
Student learns from this output ofalLoss =P OSCEeE et

Benchmark: CPU - MacOS M3 chip, using torch.utils.benchmark.Timer with single thread
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