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Motivation

• LHCb Upgrade II increases data rate and reconstruction pressure

• ECAL reconstruction is part of the real-time PID

• Cluster (particle) reconstruction

• Luminosity increasing the data rate up 200 Tb/s (5x more than now)

• Different granularity to cope with non-uniform particle occupancy

• System triggers: HTL1 (GPUs/Allen framework) and HLT2 (CPU-based cluster)
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Occupancy Maps, ECAL to PicoCal [CERN-LHCC-2023-005, LHCB-TDR-024] [7th Workshop on LHCb Upgrade II]

PicoCal



Problem definition
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• Luminosity increase

• Granularity and Non-uniform data

• Real-time reconstruction

High Data Rate

5x

• Computing scalability

• Inference time

Computational bottleneck

Reduce inference time to increase the throughput 

(reconstructed clusters)

Theoretical target about 10µs

Target



Algorithms

• Graph Clustering (Eur. Phys. J. C 83, 179 (2023))
– Current algorithm (HLT2)

• Linearithmic: 𝑂(𝑁 ∙ 𝑙𝑜𝑔(𝑁))

• GarNet-Attn with attention mechanisms (Perez et 
al., ACAT 2025, Umana et al., CHEP 2026)
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Graph Clustering GarNet

[Eur. Phys. J. C 83, 179 (2023)]

linearithmic



GarNet-Attn Architecture
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Node-based model 

operating on feature-

only inputs (no edges) 

Each node is 

transformed through 

multiple latent 

projections

Uses an attention 

mechanism to combine 

latent representations

Softmax operation 

computes attention 

weights and global 

mean pooling predicts 

final energy

Nodes features only

X ∈ ℝn×8

No Edge Information

GarNet Layer 1

4 learnable aggregators

Self-Attention:

𝛼𝑖𝑗 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑓𝑎𝑖 ∙ 𝑓𝑛𝑗)

Node-Node Attention

Output: ℝn×64

GarNet Layer 2

4 learnable aggregators

Self-Attention:

𝛼𝑖𝑗 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑓𝑎𝑖 ∙ 𝑓𝑛𝑗)

Node-Node Attention

Output: ℝn×64

Global mean pool

Graph → Scalar



Size of model

• Parameters per layer:

• Params𝑙𝑎𝑦𝑒𝑟 = 2 ⋅ 𝑑𝑖𝑛 ⋅ 𝐾𝐻 + 𝐾𝐻 + 𝐾𝐻 ⋅ 𝑑𝑜𝑢𝑡 + 𝑑𝑜𝑢𝑡
• Where:

• 𝐾= number of aggregators = 4
• 𝐻= number of hidden dimensions = 64
• 𝑑𝑖𝑛 = Total features per node = 9
• 𝑑𝑜𝑢𝑡 = output dimension of layer = 64 for the first layer and 1 for the second layer

𝑡𝑜𝑡𝑎𝑙𝑝𝑎𝑟𝑎𝑚𝑠 = ෍

layers

Params𝑙𝑎𝑦𝑒𝑟 = 𝟕𝟎𝟖𝟒𝟗 (𝟐𝟕𝟎𝑲𝑩)
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Computational Complexity

• Ignoring bias and softmax because small computation cost, the 
theorical inference per layer:

𝑂𝑝𝑠𝑙𝑎𝑦𝑒𝑟 ≈ 2𝑑𝑖𝑛𝑁𝐾𝐻 + 2𝑁𝐾2𝐻 + 𝑁𝐾𝐻𝑑𝑜𝑢𝑡

𝑂𝑝𝑠𝑙𝑎𝑦𝑒𝑟 ≈ 𝑁𝐻 2𝑑𝑖𝑛𝐾 + 2𝐾2 + 𝐾𝐻

𝑂(𝑁𝐻(𝐾2 + 𝐾𝐻 + 𝐾𝑑𝑖𝑛)) → 𝑂(𝑛)
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Learnable Function
Attention mechanism

einsum
Output transformation

First layer:

𝑑𝑜𝑢𝑡 = 𝐻

𝑁: number of graph nodes

𝑑𝑖𝑛: input dimension

𝑑𝑜𝑢𝑡: output dimension

𝐾: number of aggregators 

𝐻: hidden dimension 

𝐿: number of layers



Computational Complexity

• GarNet → 𝑂(𝑁)

• Graph Clustering:

• Sorting algorithm: 𝑂(𝑁 ∙ 𝑙𝑜𝑔(𝑁))

• Current inference of GarNet

• About 0.5ms
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Optimization approach
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2. ONNX EXPORT

Export to ONNX

Model and weights to 
serialized in ONNX format

1. MODEL PREPARATION

PyTorch
Trained Model

PyTorch
ModelWrapper

3. GRAPH OPTIMIZATION

Apply graph-level
optimization

Operator Fusion

Constant folding

Eliminate 
redundant nodes

Memory reuse 
and allocation 
optimization

4. OPTIMIZED BACKENDS

Run optimize model
With backends

ONNX 
Runtime

CUDA 
Runtime

TensorRT

5. BENCHMARKING & 
PROFILING

Inference

Throughput

Memory Usage

Kernel Behavior

Numerical 
Consistency

6. DEPLOYMENT

Real-time Inference Pipeline
Trigger System in heterogeneous hardware

Integration in HLT1 Trigger

Allen
A LHCb Project



Experimental Methodology 

• Controlled comparison
• Same trained model and same input structure from PicoCal MC Simulations
• PyTorch baseline vs. ONNX Runtime execution 

• Evaluation scenarios
• Single-cluster inference 
• Multiple-cluster inference (~3000)

• Metrics reported in this presentation
• FLOPs (Floating-point Operations Per Second)
• Inference latency / throughput 
• Numerical consistency

• ONNX configuration
• Evaluated using default ONNX Runtime optimizations 
• No TensorRT-specific tuning or quantization applied yet
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Hardware:

• CPU: x86, 128 Cores

• GPU: Nvidia A100



FLOPs Results
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• FLOPS: Floating-point Operations Per Second



Inference Results
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• In CPU with only one batch

• Speedup over 4 times

• Low variability

• Minimal numerical difference

PyTorch (ms) ONNX (ms)

Mean 0.47805 0.10158

Median 0.47581 0.09964

Std Dev 0.01368 0.00987

Min 0.46430 0.09796

Max 0.53543 0.18604



Inference Results
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• In GPU with only one batch
• Low speedup

• Low variability

• Minimal numerical difference

• CPU is still better

PyTorch (ms) ONNX (ms)

Mean 0.68381 0.47479

Median 0.67807 0.47209

Std Dev 0.03567 0.01805

Min 0.66245 0.45949

Max 0.98047 0.59790



Scalability Results

25/5/2026 CHEP 2026 14

• Better scalability in GPU



Profiling Results (CPU)

layer calls Mean (us) Total time % Total MB

other 1485 28.50 37.37 0.86

layer_1 770 46.62 31.69 110.35

layer_0 770 43.13 29.32 105.27

final_layer 55 33.25 1.61 1.96
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op_name calls mean_us pct_total_time

Einsum 220 97.9409 19.024

Gemm 385 49.2649 16.7461

Reshape 440 27.3045 10.6073

Concat 385 27.7065 9.418

Shape 330 27.8909 8.1263

Unsqueeze 275 27.7891 6.7472

Softmax 110 56.2091 5.459

Gather 220 27.6591 5.3725

ConstantOfShape 165 27.5515 4.0137

ScatterElements 110 32.1636 3.1237

Slice 110 30.6182 2.9736

Expand 110 28.5818 2.7759

Div 55 29.6727 1.4409

Add 55 28.7273 1.395

ReduceMax 55 28.6182 1.3897

Clip 55 28.5636 1.387

op_name mean_total_size_kb Pct_total mem size

Einsum 297.00 43%

Reshape 216.32 31%

Gemm 151.15 22%

• Runtime-dominant operators: Einsum, Gemm, Reshape

• Memory-dominant operators: Einsum, Gemm, Reshape

Time consumption by kernel Time consumption by layer

Critical-memory kernels



Profiling Results (GPU)
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Name Time (%) Avg (ns) Med (ns) Min (ns) Max (ns) StdDev (ns)

void onnxruntime::cuda::Transpose3DKernel 12.4 2892.6 2784 2655 3264 233.1

void gemmSN_NN_kernel 11.8 4130 4160 3872 4448 200.5

void gemmk1_kernel 11.3 2639.8 2656 2559 2912 54.1

ampere_sgemm_32x32_sliced1x4_tn 10.7 7495.2 7584 6624 7744 310.7

Name Time (%) Total Time (ns) Num Calls Avg (ns) Med (ns) Min (ns) Max (ns) StdDev (ns)

cudaLaunchKernel 74.1 1.01E+08 2476 40758.9 4232.5 3548 56726144 1173041

cuLibraryLoadData 9.2 12468090 4 3117023 3728569 1019043 3991910 1404539

cudaMemcpyAsync 4.9 6655524 990 6722.8 5990.5 2939 113831 4880.1

cuKernelGetFunction 2.8 3757643 110 34160.4 598.5 380 3692841 352042

cudaGetDeviceProperties_v2 2.5 3350549 3 1116850 1071318 1061093 1218138 87867.1

cudaFree 2.1 2890099 15 192673.3 7560 1089 2252524 574203.4

• Runtime-dominant operators: Transpose, Gemm

• Overhead due to Launch Kernel

Time-critical kernels

API Overhead



Conclusions

• Complexity and memory size
• GarNet-inspired architecture shows linear scaling with number of nodes 

• Maintains a compact memory footprint, suitable for resource-constrained environments 

• Inference acceleration with ONNX
• ONNX provides consistent latency improvements over PyTorch, especially at low batch sizes 

• GPU execution improves performance, but ultra-low latency (~10 μ ) remains challenging 

• Scalability and throughput behavior
• Batching is key for throughput optimization 

• GPU shows strong scalability with batch size, outperforming CPU in high-throughput regimes 

• CPU performance saturates at moderate workloads 

• CPU inference is dominated by
• Einsum, Gemm, and Reshape operations, indicating that both computation and memory movement are major performance 

bottlenecks.

• GPU inference is heavily limited by
• kernel launch overhead and tensor-transpose operations, preventing efficient utilization of GPU parallelism.

• Implications for real-time systems
• Combination of node-centric architectures, such as GarNet, with optimized inference backends provides a promising pathway 

toward efficient and scalable reconstruction pipelines.
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Next steps

• Profiling to

• Review the overhead in GPU

• Memory usage

• Kernel optimization

• Implement quantization

• Implement TensorRT optimizations

• Measure the throughput in Allen (Real time framework)
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Thank You
Questions?

Ronald Caravaca-Mora

ronald.Caravaca@cern.ch | ronald.Caravaca@ucr.ac.cr
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Backup



Inference across threads numbers Pytorch
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CPU GPU



Inference across threads numbers ONNX
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CPU GPU



Output energy distribution
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