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- Contemporary research relies heavily on computational resources and storage, with data 
sharing serving as a critical element. Data access remains a central challenge. 

- The Open Science Data Federation (OSDF) project aims to establish a global scientific data 
distribution network by leveraging the Pelican Platform and the National Research Platform 
(NRP)

Introduction



● OSDF is based on the XRootD and Pelican projects.

● The object is to create a set of tests to check how is the performance “now” of the OSDF, to 
create a periodical history of system performance (PerfHist). 

Introduction



Introduction - OSDF cache and origins



Introduction - OSG Sites



- List and check what sites are available in the OSPool;

- Run jobs copying files  1MB, 1GB, 10GB and 100GB:
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- Use the pelican client and HTTP client (e.g. wget);

- Keep a history of the performance - Project PerfHist - https://github.com/biozit/PerfHist

- Track any error or messages;

Methodology



1MB files - OSPool



100MB files - OSPool



1GB files - OSPool



10GB files - OSPool



100GB files - OSPool



* Each OSPool site could already have the closest cache set, which could help accelerate cache 
selection in scenarios with multiple files.

* A cache could be set to “timeout” if performance or load exceeds a threshold.

* The timeout transfer of a file could be the maximum time the job can run.

* Some caches could be optimized to “larger” and “small” files

* If the file is not found, the job should fail, not be put on hold

Recommendations



* The cache selection worked without problem.

* The S3 plugin was tested too, and there are no improvements in speed; access to S3Plugin is still 
~3x slower than a “direct” access.;

* Create a set of tests for speed and functionality before sending a version to production.

* The OSDF is still showing a better performance for larger files.

Conclusion


