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e Introduction
o What are we talking about and why?
e Achitecture & Prototype
o How to design scalable filesystem access?
e Performance, Scalablity & Configuration
o How good is the prototype?
o How can this be scaled?
o How is it configured?
e Summary & Outlook

o  Where are we?
o What is next?

Scalable Architecture for Metadata-Intensive Distributed NFS - Andreas Joachim Peters - CERN IT-SD
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The past, present and future of CERN’s $HOME ...

CERN’s OpenAFS service has been
stable for over 30 years, but is now close
to its scalability limits and already
overloaded under current batch workloads.

Expected HL-LHC compute growth
cannot be supported credibly by the
current AFS architecture without limiting
batch capacity or changing the storage
and/or computing model.

Key unresolved constraints remain,

including  volume-size limits, legacy
cryptography, IPv4-only support, limited
server concurrency, and quota growth
limitations.

fen

/cern
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Running AFS indefinitely could pose an
undesirable long-term risk

One objective is to reduce AFS dependency
and demonstrate a scalable, sustainable
successor - not merely recreate the current
LXPLUS/LXBATCH/shared-filesystem model

A modern architecture should explore
scalable shared file systems while also
considering GRID-style models that reduce
reliance on shared file system scalability.

Scalable Architecture for Metadata-Intensive Distributed NFS - Andreas Joachim Peters - CERN IT-SD
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How to design CERN’s new $HOME /&e!!zm

Goal — build a scalable storage service Benchmark first, compromise later —
without weakening requirements too early requirements can be reiterated based on

measured bottlenecks
e Core assumption — if metadata

performance, throughput, and client count e Required features should remain in scope
scale, upcoming LXBATCH and LXPLUS — strong auth, encryption where needed,
needs can remain in scope quotas, monitoring, overload detection, and

account-level reaction
e Main risk is scalability — the service

must handle many clients, high metadata e Graceful degradation is acceptable —
rates, mixed small-file I/0, and occasional large-file overload should slow down or
large-file misuse throttle, not collapse the service

e Summary — a scalable architecture lets us
preserve the target requirements and

compromise only where evidence requires it
Scalable Architecture for Metadata-Intensive Distributed NFS - Andreas Joachim Peters - CERN IT-SD
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NFS4.1 as AFS replacement

e Standard POSIX access & compatibility
e Stable kernel client-server implementation for decades
e Industry solutions available out of the box

for comparison/evaluation (TCO, performance)
with solutions based on open-source components (e.g. CephFS)

Scalable Architecture for Metadata-Intensive Distributed NFS - Andreas Joachim Peters - CERN IT-SD
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LEAVES
SERVICES / FEATURES
Tightly coupled
components

BRANCHES
SERVICES / FEATURES
All capabilities depend
on the same core

TRUNK
SINGLE POINT
OF DEPENDENCY
All functionality
relies on the same
central system

ROOTS
INFRASTRUCTURE

Single foundation
for everything

\

NOT SCALABLE BY DESIGN

All growth depends on the same core.
High risk, hard to evolve, hard to scale.

We look at nature ...

LEAVES
SERVICES / FEATURES

Independent, scalable
microservices

BRANCHES
SERVICE GROUPS

Related services
working together

TRUNK
CORE DOMAIN LAYERS
Core domains with

clear responsibilities

ROOTS
PLATFORM / FOUNDATION -
Shared capabilities, 2
infrastructure, security,
governance

SCALABLE BY DESIGN

Grow upward. Scale outward. Stay strong at the roots.

Scalable Architecture for Metadata-Intensive Distributed NFS - Andreas Joachim Peters - CERN IT-SD
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LEAVES
SERVICES / FEATURES

Independent, scalable
microservices

BRANCHES
SERVICE GROUPS

Related services
working together

TRUNK
CORE DOMAIN LAYERS
Core domains with

clear responsibilities

ROOTS
PLATFORM / FOUNDATION -

Shared capabilities, 2
infrastructure, security,
governance

)

SCALABLE BY DESIGN

Grow upward. Scale outward. Stay strong at the roots.

And conclude ...

CLIENT

COMPUTERS  * e
Applications and users
accessing the system

Each client connects

to all gateways

GATEWAY 1 GATEWAY 2 GATEWAY4  GATEWAYS GATEWAY6  GATEWAY7  GATEWAYS

8 NETWORK GATEWAYS ——e
Distributed entry points

for clients

Each gateway connects

to.all flesystems

NETWORK PIPE
High-speed, resilient
network backbone

5 CEPHFS FILESYSTEMS o———o

Redundant, scalable
storage foundation

CephFS 1 CephFs 2 CephFs 3 CephFS 4 CephFS 5

SCALABLE BY DESIGN

Every client connects to every gateway.
Every gateway connects to every CephFS filesystem.
Built for high availability, performance, and effortless scale.

Scalable Architecture for Metadata-Intensive Distributed NFS - Andreas Joachim Peters - CERN IT-SD
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NFS Clients

LAYER

R NFS SERVER | _ ..
NFS Server / | J | CEPHES CLENT |

CephFS Clients

| 03 . RADOS

LAYER
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Architecture - Core of Scalability

-

#Clients
<€ >
e Downscale #Client by #GWs
\_ #GWs
A —
/
#FSs/MDS
B VY= @@ e Separate Failure Domains by FSs
: TR ; g’ e Scale MD and DATA independently

AN

)

Scalable Architecture for Metadata-Intensive Distributed NFS - Andreas Joachim Peters - CERN IT-SD
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NFS4.1 Client NFS4.1 Client C
541 Cllent 54.1 Cient SN NFS4.1 C
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Prototype Architecture ' me b

\
-

cern-nfs-stateless.cern.ch % %
|

&

cern-nfs-stateless-[01..08].cern.ch

Letter based Sharding on Ceph filesystems

m m /dhomeoa /dhome@1 /dhome02
= 0l — a h
/dhome[00..04] —t — o
Multiple FS - [ C o <
single MDS for now [ -testdhome0d | — testdhomeol _testdhome02
L3 C: ;
= }dhomeu3 /dhome04
— b Tl
RADOS Pool NVMD/HDD - !
— — m
— _testdhome03 : :
currently triple-replication — v | — _testdhomeo

— X =t 1]



Prototype Flow Implications

DATA + META DATA

The Question
Do we loose independent

The Answer

No we don’t if we don’t saturate the
meta-data / data scalability with this NS network pipe where meta-data/data
design? St flows indistinguishable as RPCs

Clients
@ @ 800 GBit
ceph ceph S _
ETADATA 150 GBit
DATA M Back-end
POOL POOL 13




Prototype Hardware

NFS Front-end
8x ALMA9, 100GE

CephFS Back-end
OSDs: 15x ALMAY9, 10GE, HDDs + NVME Bluestore
MDS: 5x ALMA9

14



Durability Conflguratlon

High latency

async VS. sync

Low latency

no write-back cache
on-close consistency
(DATA)

sync

NFS4.1 Client

using write-back cache
on-close consistency

(DATA)

async

export sync

write-ack with back-end
write ack (MD+DATA)

export async

write-ack when buffered
(MD+DATA)

wsync

MD operations are
flushed sync, increases
visible latency

nowsync

MD operations are
flushed async, this does
not mean they can race

between clients

Durability
Behaviour

POSIX safe
with fsync

POSIX safe
with fsync

POSIX safe
with fsync

15



CHEP 2026 @

Performance, Scalability & Configuration
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e Fully asynchronous configuration of client, GW exports & CephFS back-end

git clone eos

real 0m13.971s
user 0m10.765s VS. 22s sync export
sys 0m3.864s

tar xvf linux.xz (98k files)

real 4m0.054s
user 0m7.978s vs. 28m sync export

sys 0m23.078s 7 Edited

17
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NFS Microtests
. . . . HOWE EIFE2AZLEW
Running a microtest benchmark suite comparing AFS, CephFS & CephFS over NFS4.1

Allows to measure long-term stability and performance fluctuations

v latency for createrepo

Microtest latency

8s
= — — 1
] = el .
e = good with NFS
4s
2s [
Oms
01:00 02:00 03:00 04:00 05:00 06:00 07:00 08:00 09:00 10:00 1:00 12:00
== createrepo:afs createrepo: _kernel = f:
v latency for git_clone
Microtest latency
15s |
10s e .
. ood with NFS
- | g
e — o | S |
5s | |
[ —L
P !
0ms
01:00 02:00 03:00 04:00 05:00 06:00 07:00 08:00 09:00 10:00 1:00 12:00

== git_clone:afs git_clone:cephfs_kernel == git_clone:nfs_stateless

Scalable Architecture for Metadata-Intensive Distributed NFS - Andreas Joachim Peters - CERN IT-SD
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500.000.000 Files untarred in 24h — 5.7 kHz creation/s over 24h stable

clust dhome v fs_name | dhome04 v req_type | create v mds_host Al v fqdn_mds_host || All v share  All v datasource = CephPrometheus v

nfsd rates (delay=1s) rpc / threads

dhome: Namespace and Share counts
read ops/ 3.00 rpc/s:
write ops/s:  1418.3 rpc_err/s:
commit ops/s .00 reply-cach
26219 thread ful
767.6 KiB/s nfsd thread
287.9 MiB/s

120.00 Mil

163 T8
110.00 Mil

150 TiB8 13/05/2028, 15:28:00

100.00 Mil
e =G P— Rd Wr  meta/s  rpc/s
- Flles 101.34 M1 B8 00,00 il

B/s 281.2 MiB/s 22085.8 5332.8
125 TiB == Snaps 0.00 /! .

B/s MiB/s 22188.1
B/s MiB/s 19282.0
B/s MiB/s 17025.6
B/s MiB/s 18873.8
B/s MiB/s 21530.8
B/s MiB/s 20945.4
B/s MiB/s 20862.1
B/s MiB/s 20851.5
B/s MiB/s 20706.1
B/s MiB/s 20790.2
B/s MiB/s 21945.3
B/s MiB/s 22281.5
B/s MiB/s 18342.4
B/s MiB/s 17807.1
255 iB/s MiB/s 21269.9
B/s 18943.9

9 B/s 282.6 x 9

113 T8 80,00 Mil

10078 70.00 Ml
896,00 Gi8 80.00 Mil
768.00 I8 50.00 Mil

840,00 GIB

40.00 Mil
512.00 Gi8

30.00 Mil
384,00 GIB

20.00 Mil

_ GW NFS Monitoring

128.00 GIB 10.00 Mil

0.00

o‘osz?us, 10:00  12/05,1200  12/05,14:00  12/05,15:00  12/05,18:00  12/05,20:00 12/05,22:00  13/05,00:00  13/05,0200  13/05,04:00  13/05,06:00 13/05,08:00  13/05,10:00  13/05,12:00  13/05,14:00
Name Mean Last* Max
== Bytes 732.41GiB 1.55 TiB 155TiB 40.72KiB
== Files (right y-axis) 48.82 Mil  101.34 Ml 101.34 Mil 434K
== Snaps (right y-axis) 000 000 0.00 000

File Growth of one Filesystem during 24h

. 19
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MD Producer Benchmarks

500.000.000 Files untarred in 24h — 5.7 kHz creation/s over 24h stable

clust dhome v fs_name | dhome04 v req_type | create v mds_host Al v fqdn_mds_host || All v share  All v datasource = CephPrometheus v

nfsd rates (delay=ls) rpc / threads
dhome: Namespace and Share counts
read ops/ 3.00 rpc/s:
write ops/s:  1418.3 rpc_err/s:
commit ops/s .00 reply-cach
26219 thread ful
767.6 KiB/s nfsd thread
287.9 MiB/s

120.00 Mil

163TiB
11000 Mi
Histogram of realtime durations
) 13/05/2028, 15:28:00

100.00 Mil
138TiB = Bytes 155 TiB Wr  meta/s  rpc/s
- Files 10134 mi S8 50,00 M

281.2 MiB/s 22085.8 5332.8
125 TiB == Snaps 0.00 .

MiB/s 22188.1
MiB/s 19282.0
MiB/s 17025.6
MiB/s 18873.8
MiB/s 21530.8
MiB/s 20945.4
MiB/s 20862.1
MiB/s 20851.5
MiB/s 20706.1
MiB/s 20790.2
MiB/s 21945.3
MiB/s 22281.5
MiB/s 18342.4
MiB/s 17807.1
MiB/s 21269.9

18943.9

2 9

113 T8 80,00 Mil

100TIB 70.00 Ml
896,00 Gi8 80.00 Mil

768.00 GiB 50.00 Mil

840,00 GIB
40.00 Mil
512.00 Gi8
30.00 Mil

souscssssesssss

384,00 GIB

3000 40
Realtime (seconds) 20,00 Mil
256,00 GIB

- GW NFS Monitoring

0.00

o‘osz?os, 10:00  12/05,1200  12/05,14:00  12/05,15:00  12/05,18:00  12/05,20:00 12/05,22:00  13/05,00:00  13/05,0200  13/05,04:00  13/05,06:00 13/05,08:00  13/05,10:00  13/05,12:00  13/05,14:00
Name Mean Last* Max
== Bytes 732.41GiB 1.55 TiB 155TiB 40.72KiB
== Files (right y-axis) 48.82 Mil  101.34 Ml 101.34 Mil 434K
== Snaps (right y-axis) 000 000 0.00 000

File Growth of one Filesystem during 24h testing
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MD + Data Producer Coupling Benchmarks
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dhome: CephFS Pool 10
no impact
“ 4k op
n
1.50 GB/s 1260 MB/s 6K ops/s

1.25 GB/s R [ VN E ~ \ 5Kops/s

1GB/s L 4K ops/s|

MB/s s V2 3K ops/si

500 MB/s 2K ops/s;

250 MB/s 315 MB/s 1K ops/s

) e e CE S
16:30

Name A 1 s Max
Data Bps 667 MB/s 1.22 GB/s 1.48 GB/s
Data IOPS 3.43K ops/s 2.34Kops/s 5.37K ops/s
Metadata Bps 16.4 MB/s 10.3 MB/s 25.0 MB/s
Metadata IOPS 3.92Kops/s 271K ops/s 5.97K ops/s

- N6{9G94S |Ob2 (LS A-SXi2) 335K ob2\2  §AIK obe\e 29K obe\2
- N6{999(s Bb2 le't WB\2 103 WB\2 520 WB\2
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Nominal 1575 MB/s but
Data Pool saturated

dhome: CephFS Pool 10

Baseline untar
63 clients

no impact 50% impact 50% impact
> 4K op/s > 2k op/s > 2k op/s

50% impact 50% impact
> 2k op/s

1.50 GB/s 1260 MB/s

1.25 GB/s
945 MB/s
1GB/s

750 MB/s

500 MB/s

250 MB/s 315 MB/s

0 B/s e —_——————
16:20 16:25 16:30 16:35 16:40 16:45
Name Mean Last * Max
== Data Bps 667 MB/s 1.22 GB/s 1.48 GB/s
== Data IOPS (right y-axis) 3.43K ops/s 2.34K ops/s 5.37K ops/s
== Metadata Bps 16.4 MB/s 10.3 MB/s 25.0 MB/s
== Metadata IOPS (right y-axis) 3.92K ops/s 2.71Kops/s 5.97K ops/s

T e Tty for Metadmta.ntensive Distibuted . 3oBsKkobalz §aKOb2\2  29)K ob2\2
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MD Producer + Data Consumer Coupling Benchmarks

dhome: CephFS Pool 10

2 GB/s

1.50 GB/s

1GB/s

500 MB/s

IN’L\J\[LW

0B/s

Name

Data Bps

Data IOPS

Metadata Bps
» Metadata IOPS

WN6£999(s |0b2 (M
Wessgsgs gbe

18:40 18:45 1850 18:55 19:00 19:05 19:10 19115 19:20

Mean
832 MB/s
17.2K ops/s
20.1 MB/s
4.63K ops/s

¥'e3K oba\2

501 WB\2

10K ops/s

0 ops/s
19:25  19:30
Last *
346 MB/s 1.83 GB/s
8.95K ops/s  32.6K ops/s
21.0 MB/s 30.7 MB/s
4.86K ops/s 7.08K ops/s

t¥'8eK obz\2 08K oba\2
310 WB\2 30°) WB\2
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lhome: CephFS Pool 10

2 GB/s

30K ops/s

1.50 GB/s M MA
|
20K ops/s
1GB/s

500 MB/s @ 10K ops/s

= |\ =Y —ally
0B/s 0 ops/s
18:30 18:35 18:40 18:45 1850 1855 19:00 19:05 19:10 19115 19:20 19:25 19:30

Name Mean Last * Max
== Data Bps 832 MB/s 346 MB/s 1.83 GB/s
== Data IOPS (right y-axis) 17.2K ops/s 8.95K ops/s 32.6K ops/s
== |etadata Bps 20.1 MB/s 21.0 MB/s 30.7 MB/s
== Metadata IOPS (right y-axis) 463K ops/s 4.86Kops/s 7.08K ops/s

= NE{9QS(S |Ob2 (181 A-g¥iz) ¥'R3K ob2\2 ¢'geK ob2\z  \'(08K ob2\2
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MD + Data Producer/Consumer Coupling Benchmarks

dhome: CephFS Pool 10

2.50 GB/s 20K ops/s

2 GB/s

A 15K ops/s

1.50 GB/s
10K ops/s
1GB/s

500 MB/s SRCEes

oBgs—m ———/— — ———  ———————————————— —— 0Oops/s
20:20 20:25

Name Mean Last * Max
Data Bps 592 MB/s 1.93 GB/s 2.49 GB/s
Data IOPS (ri - 717K ops/s 151K ops/s 211K ops/s
Metadata Bps 16.6 MB/s 14.4 MB/s 22.3 MB/s
= Metadata IOPS - 3.70K ops/s 3.43Kops/s 5.01K ops/s

W6£3q918 [Ob2 (L8ps A-9xi2) 3\0OK ob2\2  3'¢3K ob2\2 2'0JK obe\2
W6£999¢s Bb2 Jee WB\2 It'¥ AB\2 333 AB\2
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dhome: CephFS Pool 10

2.50 GB/s

20K ops/s
2 GB/s
15K ops/s
1.50 GB/s
10K ops/s
1GB/s
500 MB/s REcpels
0 B/s 0 ops/s
20:00 20:05 20:10 20:15 20:20 20:25
Name Mean Last * Max
== Data Bps 592 MB/s 1.93 GB/s 2.49 GB/s
== Data IOPS (right y-axis) 717K ops/s 151K ops/s 211K ops/s
== NMetadata Bps 16.6 MB/s 14.4 MB/s 22.3 MB/s
== Metadata IOPS (right y-axis) 3.70K ops/s 3.43Kops/s 5.01K ops/s
= INS£39943 |0b2 (1Auf A-9x12) 310K ob2\z  3'¥3K obz\z 20k oba\e
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HA & Configuration / Deployment Model

e GWs are configured stateless
o No locking, no delegation, 1k thread-pool, krb5 enforcement
o fully transparent service operation would require virtual IPs (SDN)
m  GW failure currently recovered client-side with autofs/health timer and application visible
remounting
m alternative deployment option drafted using Kubernetes service

e |Initial architecture had additionally an active/passive GW pair with

delegation,locking support & HA/VIP failover for interactive clients
o  We might not need this!
o If needed, this can be added later to support latency isolation at the NFS layer for interactive
use cases.

27
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NFS Referrals for use-case Isolation

e NFS referrals allow to redirect clients entering certain subtrees transparently
from the default GWs to dedicated isolated high-performance GWs

k) G 2\
nfsbatch.cern.ch nfshpusecases.cern.ch
NFS gateway cluster NFS gateway cluster
mount / access referral to — — —
o o o nfshpusecases.cern.ch o A 5
D /cern/home/h/hpcusercase/
| L NFS referral E L )
! A
| |
e e e e o Sy S e Bop el e e P e )

client referred here
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Summary & Outlook

e \We have designed a scalable architecture e

using standard services allowing

independent scaling of
o  Front-end:
m  MD/Data IOPS
e Scale-out
e Referrals
o Back-end:
m  Meta-Data OPS / subtree
m Meta-Data IO
m DatalO
e \We demonstrated:
o linear scalability using a multi-CephFS
back-end (so far)
o Low metadata/data performance coupling
introduced by NFS GWs as front-end to
CephFS back-ends
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Next Steps:

Benchmarking client scalability
s  MDOPS vs #Clients
m #Clients per GW

Optimize Architecture based on benchmark results
for Run-4 expectations

Evaluate prototype architecture with real use-cases
Will involve experiments for early validation at the
pre-pilot stage in 2026, based on real engineering

and experiment use-cases.

Evolve into (pilot-) service during LS-37?

29
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Thank you! Questions? Comments?
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A Y 7054743
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