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Fast simulation landscape

Number of contributions: 59

- VAE
- GAN
- Flow
m Diffusion
— CFM

ML-based fast calorimeter simulation has moved "
from prototypes to a broad model landscape. 0

The CaloChallenge crystallised the comparison of ’
architectures, datasets and validation metrics. :

dsl photons ~ ds1 pi

CaloChallenge, Rept Prog Phys 88(2025)11 116201
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Fast simulation landscape

Number of contributions: 59

- VAE
m GAN
- Flow
m Diffusion
- CFM

ML-based fast calorimeter simulation has moved
from prototypes to a broad model landscape. 0

The CaloChallenge crystallised the comparison of .
architectures, datasets and validation metrics. :

Implementation within experiments is either in CaloChallenge, Rept Prog Phys.88(2025)11, 116201
production or on the way;

4 sessions dedicated to Fast Simulation at CHEP
2026

The representation is part of the

fast-simulation problem.
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Data representation: voxelisation 100GeV
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Data representation: voxelisation 100 GeV

[Eooo; Eoo1; Eoo2; @]

Voxelised data
Showers treated as \images" (pixels/voxels);
Can be linked to detector cells (or ner);
+ Fixed number of voxels;
- Sparse, lots of empty voxels;
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Data representation: voxelisation 100 GeV
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Available data Voxelised data
often drives the choice, e.g. H norns .
b s, LI, Showers _treated as \images" (pixels/voxels);
OPENDATA ATLAS.8CT0.8CWA, Can be linked to detector cells (or ner);

other data from experiments, ...

+ Fixed number of voxels;
- Sparse, lots of empty voxels;

EP-SFT
Software F

works and Tools



https://zenodo.org/records/6366271
https://zenodo.org/records/17045562
https://opendata.cern.ch/record/93941

Data representation: point cloud 100 GeV
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Data representation: point cloud 100 GeV
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Point cloud data
Simulation provides much richer data;
Can be detector-agnostic;

+ Preserve shower topology;

+ More e cient, only non-empty deposits;

- Variable number of energy deposits;
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Data representation: point cloud
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Point-cloud based models
Point-cloud based models already exist

in fast calorimeter simulation:
CaloClouds, DeepTree, MDMA,
CaloPointFlow, CaloHadronic,
AlIShowers, ...
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Point cloud data

Simulation provides much richer data;
Can be detector-agnostic;
+ Preserve shower topology;
+ More e cient, only non-empty deposits;
- Variable number of energy deposits;
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Raw shower as a point cloud

Geant4 Point cloud Generative
steps model



https://arxiv.org/abs/2010.11929
https://arxiv.org/abs/1706.02413
https://arxiv.org/abs/2212.09748
https://arxiv.org/abs/2112.10752
https://arxiv.org/abs/2509.22340

Raw shower as a point cloud

Photon shower, Open Data Detector: Number of points vs incident energy
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Raw shower as a point cloud

Photon shower, Open Data Detector: Number of points vs incident energy

—e— Geantd steps
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steps Point cloud model )
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Too large! jd
State of the art: outside of HEP 1
Generative models e.g. for image generation depend ‘ ‘ ‘ ‘ ‘ ‘
heavily on dimensionality reduction and operate on ° 100 e et energy o] 00 300
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Raw shower as a point cloud

Geant4 . Generative
steps H Point cloud % model

Too large! Too slow?

State of the art: outside of HEP

Generative models e.g. for image generation depend
heavily on dimensionality reduction and operate on
0(10%) O(104) inputs;

[

ViT
PointNet++ ‘

o
LOM latent I
Geant4 steps ‘ : ‘
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ss log-posterior

Photon shower, Open Data Detector: Number of points vs incident energy
—e— Geant4 steps
@

10%4

<# points>

200 300
Incident energy [GeV]

Pareto front: shower generation time on a GPU vs. multiclass log-posterior, dataset 3
. o —— CaloDiffusion —— iCaloFlow teacher
. —— L2LFlows MAF -+ iCaloFlow student
—e- conv. L2LFlows GEANT4 transformer
MDMA CaloPointFlow
CaloClouds CaloVAE+INN
CalovQ - Calo-vQ(norm)
- CaloScore distilled CaloDREAM
-+ CaloScore single-shot

0:01 1s per batch
with 1s full sim @ 10 GeV
in CaloChallenge
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Voxelised shower as a point cloud

Existing point-cloud models usually obtain input data from initial voxelisation;

Voxelised data translated to a point cloud
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Voxelised shower as a point cloud

Existing point-cloud models usually obtain input data from initial voxelisation;

Voxelised data translated to a point cloud

Voxels may be detector cells or arbitrary
structure.
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Voxelised shower as a point cloud

Existing point-cloud models usually obtain input data from initial voxelisation;

Voxelised data translated to a point cloud

Voxels may be detector cells or arbitrary
structure.

One point per non-empty voxel.

Position follows the chosen voxel grid, not
necessarily the true local deposit structure.

E cient, but the
grid choice is already a modelling assumption.
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Detailed shower clustered before modelling
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Voxelised shower as a point cloud

Existing point-cloud models usually obtain input data from initial voxelisation;
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Voxels may be detector cells or arbitrary
structure.

One point per non-empty voxel.

Position follows the chosen voxel grid, not
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E cient, but the
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Detailed shower clustered before modelling

Can start below readout-cell level.
Needs an explicit clustering strategy.

Dense core and sparse tails should not
necessarily be treated the same way.
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step2point tool

Geant4 . . Generative
[ steps H step2point }—»[ Point cloud ]—»[ model ]
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Goal: optimal point cloud representation

Find the smallest set of points that preserves thehysics of the shower.




step2point tool

Geant4 . . Generative
[ steps H step2point }—»[ Point cloud ]—»[ model ]

Goal: optimal point cloud representation

Find the smallest set of points that preserves thehysics of the shower.

Lightweight tool for clustering detailed
Geant4 simulation steps;

§ Code repository [ Website
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step2point tool

[ GS?:S? H step2point }—»[ Point cloud ]—»[

Generative
model

Goal: optimal point cloud representation

Find the smallest set of points that preserves thehysics of the shower.

Lightweight tool for clustering detailed
Geant4 simulation steps;

§ Code repository [ Website

Input/output formats:

.HDF5
EDM4hep .ROQT as input; output support in progress
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Input shower

step2point
clustering
optimisation

Output shower



step2point tool

Geant4 . . Generative
[ steps H step2point }—»[ Point cloud ]—»[ model ]

Goal: optimal point cloud representation

Find the smallest set of points that preserves thehysics of the shower.

Input shower

Lightweight tool for clustering detailed
Geant4 simulation steps;

optimisation
_ _ / Y
§ Code repository [ Website ' X
\ 1
Input/output formats: “ /
HDF5

step2point

EDM4hep .ROQT as input; output support in progress
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Di erent point cloud representations

7116



Di erent point cloud representations

clustering algorithms

compression of di erent algorithrﬁs
with tunable parameters
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Di erent point cloud representations

clustering algorithms

‘number of points

compression of di erent algorithrﬁs
with tunable parameters

7116



Clustering algorithms: two modes

Respect detector cells:

Merge only steps within same detector
cell;

Intrinsically preserve detector-level
physics performance;

Can still alter the physics performance
especially for low-granularity
calorimeters;

All algorithms can be implemented to
respect detector-cell boundaries:
regular grids (requires detector info)
density-based clustering
greedy agglomerative clustering

8/16
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Clustering algorithms: two modes

Respect detector cells: Allow cross-cell merging:
Merge only steps within same detector Allow for higher reduction of points;
cell; Can be implemented:
Intrinsically preserve detector-level 1. Irrespective of detector structure { risk of
physics performance; forming multi-cell clusters that change

. . performance;

Can still alter the physics performance 2. As post processing to cluster points at the
especially for low-granularity edges of cells; (Work in progress)
calorimeters;
All algorithms can be implemented to —

respect detector-cell boundaries:
regular grids (requires detector info)

density-based clustering
greedy agglomerative clustering Detector dependence

Ultimate choice and parameter optimisatig

is detector speci c;

8/16




Benchmark detector: ODD

Open Data Detector (ODD)

benchmark geometry for testing
clustering algorithms.

Dataset:
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Benchmark detector: ODD

Open Data Detector (ODD)

benchmark geometry for testing
clustering algorithms.

Dataset:

Here only photon showers are shown, 51 51mm?

with the electromagnetic calorimeter: cell
16 barrel modules

48 sampling layers

Square silicon cells:
51 5.1 mm?
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Benchmark detector: ODD

Open Data Detector (ODD)

benchmark geometry for testing
clustering algorithms.

Dataset:

Here only photon showers are shown, P—

with the electromagnetic calorimeter: ]
16 barrel modules

48 sampling layers

Square silicon cells:
5.1 5.1 mm?

Hadron showers are also being studied but
beyond this talk.
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Clustering algorithms: selected for presentation

Out of several tested algorithms, the results are shown for:

1. Regular subgrid { for baseline comparisons of existing technigues;
intrinsically respects cell boundaries;
2. Density based model { for larger compression;

1st mode: clustering only within cell (respecting cell boundaries);
2nd mode: clustering across cell;




Regular subgrid

Used in current data representations;

Divide every cell into a xed regular
square subgrid, e.g. 5 5.

Simple, deterministic and easy to map
back to detector geometry.

But treats dense shower cores and
low-energy tails uniformly.

Regular and deterministic

A regular subgrid changes the number of
candidate points, but does not adapt to the

shower morphology.

9 central cells within 100 GeV  shower
cell size raw steps
T Ll
-~ .
‘ e o ° A [
< 3
HICHN




Regular subgrid
9 central cells within 100 GeV  shower

Used in current data representations; cell size sub-grid centre
/_/%

Divide every cell into a xed regular s g cel
square subgrid, e.g. 5 5. ‘

Simple, deterministic and easy to map
back to detector geometry.

But treats dense shower cores and e
low-energy tails uniformly. v

Regular and deterministic

A regular subgrid changes the number of A
candidate points, but does not adapt to the .
shower morphology.

) darker colour = higher energy
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Regular subgrid

9 central cells within 100 GeV  shower

Used in current data representations; cell size weighted barycentre
e

Divide every cell into a xed regular 5 g celll

square subgrid, e.g. 5 5. ‘ D' . e

Simple, deterministic and easy to map T . T, o )

back to detector geometry. e | " M L

But treats dense shower cores and e Te, ee ce s e

low-energy tails uniformly. . ¢ *e

Regular and deterministic ) - ° C o °
A regular subgrid changes the number of A o o .

candidate points, but does not adapt to the ‘
shower morphology.

' darker colour = higher energy °,
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Density-based clustering inside cells

9 central cells within 100 GeV  shower
Cluster steps using local density, but raw steps
only within the same detector cell.

Dense regions can be represented by
fewer weighted points.

Sparse or isolated deposits can remain
separate, limiting distortion of shower
tails.

Why it goes beyond a subgrid
The number and position of points are

driven by the shower itself, not by a xed
N N subdivision.

Uses HDBSCAN (Hierarchical Density-Based Spatial Clustering of
Applications with Noise), which outperformed DBSCAN and greedy. same colour = same cluster




Density-based clustering inside cells

9 central cells within 100 GeV  shower

Cluster steps using local density, but weighted barycentre
only within the same detector cell.

Dense regions can be represented by
fewer weighted points.

Sparse or isolated deposits can remain ‘ . . 0
separate, limiting distortion of shower e, 7
tails. ’ .« °

Why it goes beyond a subgrid Lo e

The number and position of points are

driven by the shower itself, not by a xed | .
N N subdivision.

Uses HDBSCAN (Hierarchical Density-Based Spatial Clustering of

Applications with Noise), which outperformed DBSCAN and greedy.

' darker colour = higher energy
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Density-based clustering across cells

Cluster steps within a layer (across
cells), or even across layers.

Stronger compression: nearby deposits
across cell boundaries can merge.

—>

This is not automatically safe: it can
change hit-cell multiplicities and
cell-energy spectra.

Requires additional validation after
re-projecting clusters back to the detector

readout.

9 central cells within 100 GeV

shower
raw steps



Density-based clustering across cells

Cluster steps within a layer (across
cells), or even across layers.

Stronger compression: nearby deposits
across cell boundaries can merge.

—>

This is not automatically safe: it can
change hit-cell multiplicities and
cell-energy spectra.

Requires additional validation after
re-projecting clusters back to the detector

readout.

9 central cells within 100 GeV  shower

weighted barycentre




Example results - 100 GeV photon showers

Key shower observables do not change (longitudinal pro les and total energy).
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Example results - 100 GeV photon showers

Final test is model training:
architectures may be more or less

sensitive to compression and point
correlations.

Key shower observables do not change (longitudinal pro_les and total energy).
The largest deviations appear in the radial pro le, especially when energy across cells is merged.
Cell energy changes only if allowed, point spectrum shifts right.
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Results

Number of points decreases with di erent algorithms.

The compression ratio is larger for higher energy.
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Number of points decreases with di erent algorithms.

The compression ratio is larger for higher energy.

Density based compression o ers larger

compression even if merged within cell only;




Results

Number of points decreases with di erent algorithms.

The compression ratio is larger for higher energy.

Density based compression o ers larger
compression even if merged within cell only;

Performance of ML models on this
representation is now under validation;




Summary

A basic set of algorithms is implemented in step2point.
They convert detailed Geant4 steps into compressed point-cloud representations.

The optimisation target is explicit: minimise points while preserving shower
observables.

step2point can be used to study the in uence of data representations on
fast-simulation models.




Summary

A basic set of algorithms is implemented in step2point.
They convert detailed Geant4 steps into compressed point-cloud representations.

The optimisation target is explicit: minimise points while preserving shower
observables.

step2point can be used to study the in uence of data representations on
fast-simulation models.

Next steps
Test the representations with existing point-cloud generative models.

Apply the tool to the full ODD step2point samples and produce benchmark
point-cloud datasets for electromagnetic and hadronic showers.

Facilitate the construction of point clouds for future high-granularity calorimeters.




