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computational reproducibility.

Four ingredients are needed to run a workflow:

reana
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input data and parameters;
analysis code and frameworks;
computing environment (Docker, Singularity);

computational workflow steps to arrive at results
(CWL, Yadage, Serial, Snakemake).

These declarative workflows are then executed on
remote containerised clouds (Kubernetes) or other The architecture of REANA. Researchers can interact with the platform via the web interface

and the command-line client and their execute workflows on supported compute backends.
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supported compute backends (HTCondor, Slurm).

Supporting Dask-based analysis reinterpretations

What is Dask? The solution

Dask is a popular Python package allowing We have extended REANA to allow on-demand creation of Dask clusters based on
to easily scale out data analysis workflows. user workflow hint declarations. REANA brings up dedicated Dask clusters with

desired versions in order to replicate the original computing environments and tear
import dask.bag as db them down after workflow execution.

# Read large datasets in parallel
lines = db.read_text("s3://mybucket/data.*.json") Alice el REANA Server lient
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.map(json.loads)
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df = records.to_dask_dataframe()
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1 command: ["/bin/sh", "-c"]
12 args:
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However, Dask upgrades may break

n launches
re-execution of older workflows due to Kubernetes By
oo Controller R

APl changes and the underlying
DataFrame stack deprecations.

REANA uses Kubernetes Dask operator to spawn ad-hoc Dask
clusters with precise environments as required by the analysts.

Workflow hints Workflow logs Workflow dashboard

Dask dashboard is exposed to users whilst

The analyst can specify one or more Dask scheduler and worker logs are the workflow is running.

workflow hints with desired Dask version captured and exposed back to the user.
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dask )
image: docker.io/coffeateam/coffea-dask-cc7:0.7.22-py3.10-g7f049 warnings.warn(
number_of_workers: 5 2026-05-18 07:55:12,051 - distributed.utils_perf - INFO - full garbage collection released 35.82 MiB from
single_worker_memory: 8Gi .
specification: 98609 reference cycles (threshold: 9.54 MiB)
steps: 2026-05-18 07:55:13,952 - distributed.utils_perf - INFO - full garbage collection released 34.02 MiB from
- name: process _
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- python analysis.py
outputs: 104770 reference cycles (threshold: 9.54 MiB)
file;a ¢ 2026-05-18 @07:55:17,941 - distributed.utils_perf - INFO - full garbage collection released 36.44 MiB from
- histogram.png
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files: 2026-05-18 07:55:20,049 - distributed.utils_perf - INFO - full garbage collection released 37.24 MiB from
tests/log-messages.feature
tests/workspace-files.feature 98606 reference cycles (threshold: 9.54 MiB)

2026-05-18 @07:55:21,910 - distributed.utils_perf - INFO - full garbage collection released 36.34 MiB from
98612 reference cycles (threshold: 9.54 MiB)
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