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LHCb ATLAS

LHC: the proton-proton collider at CERN with an energy of 13.6 TeV

The LHCb experiment



2028 bunches of protons per beam  

1011 protons per bunch 

Beam energy of 7 TeV

Luminosity 1034 cm-2 s-1

 5 - 40 TB/s   

Proton-proton collision
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and ~ 1 MB data from detectors 

The LHCb experiment

We need to select the events to be persisted! 

Crossing rate 40 MHz, i.e. 40 M collisions/s 
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The LHCb upgraded detector (operating since 2023):

New pixel detector

Silicon strips

Scintillator fibers

And a new fully software trigger 
system based on GPUs 

[Com. Softw. for Big Sci. 6, 1 (2022)]
[LHCB-TDR-021]

[JINST 19 (2024) P05065]

The LHCb experiment

https://arxiv.org/abs/2105.04031
https://inspirehep.net/literature/2707802
https://arxiv.org/abs/2305.10515
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Colisions at 40 MHz

Colisions at 40 MHz

Level 1 trigger

(hardware: muons, calo… 
ASIC/FPGA)

High Level Trigger 

High Level Trigger 1 High Level Trigger 2

(fast reconstruction on GPUs) (full reconstruction CPUs)

(full reconstruction
(CPU/GPUs)

100 kHz

few kHz

1 MHz

Trigger schemes:

ATLAS & CMS 

LHCb: In Real Time! (RTA) 

~100 kHz

Parking, scouting, 
Trigger Level Analysis 

(TLA)…  

Turbo, calib… 

The LHCb experiment



Real Time Analysis at LHCb

Tracking, particle identification (RICH, muons) and 
calorimeter systems + magnet

(millions of readout channels)

20m



Exploiting hardware accelerator technologies in event reconstruction:

 Use more than one kind of processor or cores to maximize performance.
 Exploit the high level of parallelism to handle particular tasks.

Graphic Processor Units (GPUs) Field Programmable Gate Arrays (FPGAs) 

- Programmable and flexible devices

- Low latency

- Low power consumption

- Ideal for compute- and data-intensive workloads

- Multicore processors, highly commercial

- High throughput  (# processed events / time)

- Ideal for data –intensive parallelizable applications

Real Time Analysis at LHCb



Real Time Analysis at LHCb
Allen: the LHCb high-level trigger 1 (HLT1) application on GPUs. 

9

[LHCB-TDR-021]
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[Com. Softw Big Sci 4, 7 (2020)]

 Fast detector reconstruction in O(500) Nvidia RTX A5000

 Portable: executed on several architectures: CPU, GPU 
 Modular: design allows various execution sequences 
 Total of approx. 250 algorithms used in data-taking 
 It has to reduce in real time 40 Tbits/s by a factor 50

[Allen project]

https://gitlab.cern.ch/lhcb/Allen
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Tracking algorithms

- Vertex Locator (VELO)

Pixel detector, 52 modules 
Average: 42 hits/module
(Maxim: 200)

Vertical strips detector, 
4 layers 
Average: 350 hits/layer 
(Maxim: 1000)  

Vertical fibers detector, 
4 layers x 3 stations 
Average: 400 hits/layer 
(Maxim: 1500)  

- Upstream Tracker (UT)

- Scintillating Fibres (SciFi)

 Three different tracking detectors to reconstruct the trajectories of charged particles:
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Tracking algorithms

 Long tracks and downstream
tracks are used in most physics
analyses, while the other types
either serve as a component of
another track type or are
mainly used for detector
studies.

- Vertex Locator (VELO);
- Upstream Tracker (UT);
- Scintillating Fibres (SciFi)

 Three different tracking detectors to reconstruct the trajectories of charged particles:
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Tracking algorithms

- Algorithm design  very high throughput

- Fake track suppresion  fast ML approach

 Trackers have very high occupancies:

- The UT detector has 4 layers of strip detectors, and 
each layer may have up to 1000 hits per event.

- A track reconstructed from incorrect hit combinations 
is named fake track (or ghost track).

Challenges:

- The SciFi detector has 3 stations of fibers with an average of 400 hits per layer
(4003 combinations) in each event.  

- Until now it was impossible to reconstruct and select downstream tracks at the first 
level of the trigger (very low efficiency for long-lived particles).
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Algorithm design

- Downstream algorithm:
Only possible thanks to the new trigger
scheme on GPUs and to the ML approach

N
EW

 

[IEEE Access, vol. 12,114198, 2024]

[Comp. and Soft. For big Sci., 2025]

https://ieeexplore.ieee.org/document/10634157
https://arxiv.org/abs/2503.13092
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Algorithm design
Very high impact on physics! 
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Algorithm design

 Throughput: -5 kHz, very fast algorithm!  [RTX A5000 card]
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Algorithm design

 Performance of the Downstream algorithm:

Track momentum resolution: Efficiency:1-2 % ~ 80 % 

 Independent of the physics channel
 Efficiency also flat in other variables such as angular acceptance, track multiplicity, etc.. 
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Fake ghost reduction
-Ghost tracks arise due to detector noise or reconstruction ambiguities, in the first 
version of this algorithm the fake rate was found to be very high (~40%). 

- Standard ML algorithms too slow to be applied at this stage of the sequence 
design of a single hidden (14 nodes) layer Fully Connected Neural Network (FCNN) 
with a ReLu activation function (Ghost-killer).

- Track properties as input; output the probability to be a fake track.

- Training with simulations of physics channels from pp collisions.

- C++/CUDA tricks for acceleration:

STATIC STRUCTURES LOOP UNROLLING

Fixing the number of input
variables and the number
of neurons (compile-time
optimizations, registers vs
global memory).

Expanding for-loops using the 
NVCC-specific #pragma unroll 
directive (replicates the loop 
body multiple times).

FAST MATH FUNCTIONS

Such as _fdividef and 
_expf, to accelerate
floating-point operations.
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Fake ghost reduction

 NN architecture: the optimal number of neurons in the hidden layer is obtained
by studying the ghost rejection rate vs the throughput of the algorithm.

Downstream track state:

14 nodes
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Fake ghost reduction
- A Sigmoid function is used for the NN output to define a ghost probability score.

- The training of the FFNN is performed using 10k Bs → ϕϕ simulated events, and 
the Adam optimisation algorithm with the binary cross-entropy loss function.

- The loss is:

0 = real
1 = ghost

NN score of the i-th sample 

Less than 20% !
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Vertexing two tracks 

 Vertexing two downstream tracks: 

- A Newton-Raphson method is applied to find the 
point of closest approach between two extrapolated 
tracks (secondary vertex, where the particle decays).

- Quick convergence (three iterations max).

- Bias for  decays ~ 1 cm
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 Selection of candidates: 

Similar NN idea to the one used for reconstruction to create HLT1 trigger path selections: 

Vertexing two tracks 

- Very high background rejection  
- Mass resolution: 4 MeV  

- Good efficiency  

NN response ( line)

C
an

d
id

at
es
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Summary

 Track reconstruction and selection at 30 MHz is possible in high-occupancy conditions. 

 Downstream algorithm: optimized design and streamlined NN, very performant.   

 Highly increases the LHCb discovery potential! 

 Same techniques implemented for all track types reconstruction at HLT1 now. 

New scalar boson coming from B or H decays:[Eur.Phys.J.C 84 (2024)6, 608]

https://doi.org/10.48550/arXiv.2503.23087

https://link.springer.com/article/10.1140/epjc/s10052-024-12906-3
https://doi.org/10.48550/arXiv.2503.23087


23

Thanks!



Real Time Analysis at LHCb
Detector response 
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LHCb data 
center at Pit 8

Event builder
& event filter 1

Event filter 2

30 MHz 
(non-empty pp) 

5 TB/s 

1 MHz  
100 GB/s 

10 GB/s 
100 KHz 




