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Motivation
- What is the need for gradients?
Derivatives are often found in problems ranging from physics equations to 
finance applications. In the context of computer computation, they are used 
to simulate our world or optimize Machine Learning training, economical 
models and autonomous agents.
- What is the need for automatic differentiation?
We know the derivatives of some basic math functions, but the problems we 
are currently dealing with are more complex and advanced. These basic 
derivatives only serve as building blocks in the scope of our current 
implementations. Automatic differentiation (AD) facilitates the process of 
computing the derivatives of source functions with minimal to no human 
intervention.
- What is the need for GPU gradients?
With the rise of AI, General-Purpose GPU programming has gained 
popularity among the scientific community. The parallel architecture of the 
GPUs offer great opportunities for work parallelization that accelerate 
computations and reduce execution times. 

Background
- What is Automatic Differentiation (AD)?
Automatic Differentiation (AD) is a technique used by computers to compute 
the derivative of a function by breaking it down into elementary steps or 
operations.
- What is Reverse-mode AD?
As the name suggests, reverse-mode AD is the process of automatically 
computing the derivative of a function, but performing the operations in 
reverse order while also swapping the left and right hand-side expressions 
of these operations. This type of AD is used when we’re interested in the 
derivative with respect to many inputs of the function.
- What is Clad?
Clad is a clang plugin for automatic differentiation that performs 
source-to-source transformation and produces a function capable of 
computing the derivatives of a given function at compile time.
- What is CUDA?
CUDA is an API used to program NVIDIA GPUs.
- What is a CUDA kernel?
A CUDA kernel is a global void function run by CUDA on a GPU. They are 
launched by the host (CPU) with a certain grid configuration.
- How can non-global device functions be accessed? 
Device (GPU) functions can only be called inside kernels. They cannot be 
launched similarly to kernels in order to create a new grid configuration for 
them, rather, each thread running the kernel will execute the device function 
as many times as it’s called.

Implementation and Demo
GPU architecture and its interaction with the CPU introduce new problems 
that need to be addressed:
● Memory hierarchy of GPU (global and device memories)
● Parallel execution of computations leading to race conditions
● Communication between CPU and GPU only achieved through CUDA’s API

● Optimize tape operations as access to GPU memory is slow
● Enable support of shared memory
● Handle synchronization functions, like __syncthreads() and 

cudaDeviceSynchronize()
● Extend support of CUDA math and host functions
● Extend benchmark and application support

Benchmarks

Future Work

1. Gradient computation of GPU functions:

2. Gradient computation of CPU functions containing CUDA kernel launches 
and CUDA host function calls (NVIDIA’s Black-Scholes demo):

void launch(float* h_CallResultCPU, float* h_CallResultGPU,float* h_PutResultCPU, 

float* h_PutResultGPU, float* h_StockPrice, float* h_OptionStrike, float* 

h_OptionYears) {

      // Allocate device memory and copy data from host to device

      float *d_StockPrice = nullptr;

      cudaMalloc((void**)&d_StockPrice, OPT_SZ);

      . . .

   // initialize other data

      cudaMemcpy(d_StockPrice, h_StockPrice, OPT_SZ, cudaMemcpyHostToDevice);

      . . .

      for (i = 0; i < NUM_ITERATIONS; i++) {

        BlackScholesGPU<<<DIV_UP((OPT_N / 2), 128), 128 /*480, 128*/>>>(

        (float2 *)d_CallResult, (float2 *)d_PutResult, (float2 *)d_StockPrice,  

     (float2 *)d_OptionStrike, (float2 *)d_OptionYears, RISKFREE, VOLATILITY, 

     OPT_N);

  }

  // Both call and put is calculated

// Copy the result from device to host

   cudaMemcpy(h_CallResultGPU, d_CallResult, OPT_SZ, cudaMemcpyDeviceToHost);

   cudaMemcpy(h_PutResultGPU, d_PutResult, OPT_SZ, cudaMemcpyDeviceToHost);

// Free device memory

   cudaFree(d_StockPrice);

   . . .

}

auto callGrad = clad::gradient(launch, "h_CallResultGPU, h_StockPrice, 

h_OptionStrike, h_OptionYears");

auto putGrad = clad::gradient(launch, "h_PutResultGPU, h_StockPrice, 

h_OptionStrike, h_OptionYears");

__device__ double device_fn(double *in, double val) {

int index = threadIdx.x + blockIdx.x * blockDim.x;

return in[index] + val;

}

__global__ void kernel(double *out, double *in, double val) {

int index = threadIdx.x;

out[index] = device_fn(in, val);

}
/*-----------------------------------------------------------------------*/

auto grad = clad::gradient(kernel, "out, in");

/*-----------------------------------------------------------------------*/

__attribute__((device)) void device_fn_pullback_0_1_3(double *in, double val, double 

_d_y, double *_d_in, double *_d_val) {

...

atomicAdd(&_d_in[index0], _d_y);

*_d_val += _d_y; // call arg was local to the kernel

}

void kernel_grad_0_1(double *out, double *in, double val, double *_d_out, double 

*_d_in) {

double _d_val = 0.;

...

out[index0] = _t0;

double _r_d0 = _d_out[index0];

_d_out[index0] = 0.;

double _r0 = 0.; // serves as _d_val in the pullback function

device_fn_pullback_0_1_3(in, val, _r_d0, _d_in, &_r0);

_d_val += _r0; // _d_val is local to each thread

}

Option 1:

  grad.execute_kernel(grid, block, x, dx); // shared memory = 0 & stream = nullptr 

// execute_kernel can only be used when clad::gradient was called on a kernel

Option 2:

  cudaStream_t stream;                                        

  cudaStreamCreate(&stream);                                   

  grad.execute_kernel(grid, block, shared_mem, stream, x, dx);  

What have we accomplished?
● Deriving CPU functions containing kernel invocations and typical CUDA 

host functions without extra effort from the user to allocate, initialize, 
copy or deallocate GPU variables

● Users can run both the original function and its gradient with a SINGLE 
call


