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Breaking data records bit by bit
by Harriet Jarle ; J

sl = : ; BN <oRnce CERN swells storage space beyond 1EB for
LHC's latest ion-whacking experiments

1202 A petabyte or more a day of readings? No problem, pal
A Tobias Mann Mon 2 Oct 2023 19:48 UTC
& v f in & In preparation for its latest round of ion-smashing tests, CERN boosted its storage array

for the experiments to more than one million terabytes in total size.

The facility's data store now exceeds an exabyte of raw capacity — with much of it on

hard disk drives and an "increasing fraction of flash drives,” the European super-lab's
team explained in a report.

CERN Courier  April 2018

Software and computing

Time to

Magnetic tapes, retrieved by robotic arms, are used for long-term storage (Image: Julian Ordan/CERN)

This year CERN’s data centre broke its own record, when it collected more data than ever before.

During October 2017, the data centre stored the colossal amount of 12.3 petabytes of data. To put this

in context, one petabyte is equivalent to the storage capacity of around 15,000 64GB smartphones.
Most of this data come from the Large Hadron Collider’s experiments, so this record is a direct result of
the outstanding LHC performance, the rest is made up of data from other experiments and backups.

“For the last ten years, the data volume stored on tape at CERN has been growing at an almost

exponential rate. By the end of June we had already passed a data storage milestone, with a total of 200
It would be impossible for anyone to conceive of carrying out a
particle-physics experiment today without the use of computers and

cnfrwans Qinca tha 10K hinh_anarau nhucinicte haua ninnassad

petabytes of data permanently archived on tape,” explains German Cancio, who leads the tape, archive

PRI B L

& backups storage section in CERN’s IT department.



Open Sourc€omputingat CERN: The Big Picture

ATLAS and CMS
LHC Run 1

ATLAS

EXPERIMENT

ATLAS+CMS a1

ATLAS+CMS yy+4

Data Storage - Data Processing - Event generation - Detector simulation - Event reconstruction - Resource accounting

Distributed computing - Middleware - Workload management - Data management - Monitoring
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From the Hit to the Bit: Data Acquisition

@EAT LAS CMS Experiment at the LHC, CERN

Data recorded: 2015-Sep-28 06:09:43.129280 GMT
XPERIMENT

Run /Event / LS: 257645 / 1610868539 / 1073 g’ .

100 million channels
1+ billion pictures per second
Synchronised signals from all detector parts

Lvent 74374790



From the Hit to the Bit: Event Filtering

L1: 40 million bunch cross per second
Fast, simple information

CALO MUON TRACKING

Bunch crossing rate
%0 Mz

LEVEL1TRIGGER #

<100 kHZ

Hardware trigger in a few micro seconds

L2: 100,000 events per second i &
Fast algorithms in local computer farm — ; ;

Software trigger in <1 second v
Which OS for such task? Q—E—E—E

25 kHz \ >
Data Recording: 10,000 events per second I | I

for offline analysis ‘w .W ﬂ
| |

By each experiment! ~1 kHz i

Data Recording




Heavy lon Run 2025: Peak Data Rates

Last month of data 130 GB/s
taking in the year: 120 GB/s
LHC runs Pb-Pb 110 GB/s
collisions, which 100 GB/s
produce the largest socere
peak I’ateS 80 GB/s
70 GB/s

60 GB/s

50 GB/s

40 GB/s

Name Max Mean

== ATLAS Point1 17.7 GB/s 211 GB/s 30 GB/s
== CMS Point5 46.6 GB/s 5.41GB/s 20 GB/s

== ALICE 02 Point2 €84.5 GB/s) 111 GB/s 10 GB/s
== |HCb Point8 13.2GB/s 175 GB/s

SHLT,
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The CERN Data Centre
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CERN DC: an ordinary week in num

Servers Cores Disks Tape Drives Routers Wifi Points
121« 358.2x) (221.2« 180 302 9.1«
Batch Jobs Running EOS Active Data Transfers File Transfer Throughput
350 K 250 K 250 Gb/s

300K WWMWM‘ 200 K

200 Gbjs
250K J\‘M%MW
M”‘M%W 150 K 150 Gbys
200 K
100 K 100 Gbys
150 K

100 K WWW 50 K 50 Gb/s

50 K 0 0 bfs
09/16 09/17 09/18 09/19 08/20 09/21 09/22 09/16 09/17 09/18 09/19 09/20 09/21 09/22 09/16 09117 0918 09/19 09/20 09/21 09/22
= alice == atlas == cms == |hcb = other = alice == atlas == cms == Ihch == public = |hch == cms == atlas
Cloud Virtual Machines Created Databases Activity LHCOPN and LHCONE Total traffic
500 17.5K 90 K 400 Gb/s
80 K
G 15K 300 Gb/s
70K
125K 200 Gb/s
300 60 K
10K 50 K 100 Gb/s
200
7.50 K &L 0bfs
100 30K
5K t -100 Gb/s
20K
250K -200 Gb/s
09/16 09/17 09/18 09/19 09/20 09/21 09/22 09/16 09/17 09/18 09/19 09/20 09/21 09/22

05/31 06/02 06/04 06/06 06/08
- vms = mysql (tps} == postgresql {tps) == influxdb (pps) == to CERN == from CERN



Largest scientific data repository

Size on tape, weekly delta (©

~70,000

1.40 EB .
Total physics data on Tape © C art r g eS 24.0 PB
130 EB 2.05EB
512PB 22.0PB
1.20 EB a\e‘_ ______
128 PB Log SC _________________
110 EB &L == T 200 PB
@ 32PB e
-
1 EBI — a8 18.0 PB
L e
2P T -
900 PB 16.0 PB
500 TB
3
5 sooPs 14.0 PB
7
]
S 700PB
b 12.0 PB
€
2
2 600PB
< 10.0 PB
500 PB
8.0 PB
400 PB
6.0 PB
300 PB
4.0PB
200 PB
100 PB 2.0 PB
. - : : - e a; H T SO : . 0.0 PB
2009 2010 20M 2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023 2024 2025
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e And an appealing att

A CERN is permanently under cyber attack
A Computer Security is a pillar of the whole IT

I nfrastru Ctu re EBponeiickas opraHusauus no aaepHbIM
nccneaoBaHuaM nop Kypatopctsom CLUA,
.. . . BTOpas Mo pasmepam B M1pe na6oparopus
A Raising awareness at CERN and at partner institutes e b Ll
AEPHbIX UCCNeaoBaHuii. A6bpesuatypa

CERN npowusouwna ot Conseil Européen pour
b u t la Recherche Nucléaire.

A 1ltds not a matter of ni f o,

A Phishing campaigns, role games, presentations about real
cases and mitigation measur es,

A Mandat orlyaditbural Aut henti cat i o
CERN accounts (IT operators already as of 2022)

Bce otnagunu, Bcé paboraert. LIEPH 6e3
06ua, Tbl 6b1n TecToM @~

A Cont i nwhitelhatdo ipenetrati on t est |
collaboration with the wider scientific community R

‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery 10
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The Worldwide LHC Computing Grid W'ZG

A The Worldwide LHC Computing Grid (WLCG)
is a global collaboration of more than 170 (% mm,,m_,o e }
m\“ﬂ/(zﬂmwn«m ~1:11
A The CERN data centre (Tier-0) distributes the ) s
LHC data worldwide to the other WLCG sites , “%

data centres around the world, in 42 countries
(Tier-1 and Tier-2) e CSw

25-10GBs™!

A WLCG provides global computing resources Ter2 <> <D > >
to store, distribute and analyse the LHC data _— -25-10GBs”
A CERN = only 15% of CPU resources Trs .......,.’__ OO
A Distributed funding DiFRINE:
AfSociological o real ™ 1 9.9 ! Granada, 16 My 2018

Work stations

‘ @ G. Lo Prestiltalian Teacher®rogramme2025- Discovery 1



Data Distribution in WLCG

A Global transfer rates
regularly exceeding
80 GB/s

A 1+ EB and 1.1B files
transferred yearly in Run 3

A Main challenge is to
have the useful
data close to available X
computing resources N
=> match storage/compute/networ

Running jobs: 365644
Active CPU cores: 807139 ‘ T
Transfer rate: 21.54 GiB/sec



Which devices for so much data?

A The demand for storage keeps increasing
A The AAl eraodo boosts demand mor e

» Reduces mechanical power dissipated in air shear

A Manufacturers forced + Alows platersto b placed closer together enabling more capaciy
to try new tanS to Disk Rotation | '
Increase bit density

A Starting from

N N ',vog-pn « 4 C cooler ﬁf
_ :“w = 49% reduction in Wan® TB
q ‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery 13




Which devices for so much data?

A And moving to more sophistications:
From Conventional to Shingled Magnetic Recording

A But this does not come f or freeé

MB/s - SMR == SMR CMR
250
TN T w Y
| IETIRES) ; ‘
RIS 180 “’ﬁ BTRFS 26 TB
D) DR "&.\
I EITIEEN BTRFS 20 TB
Conventional HDD - + all three have similar degradation profile to ~50%
Data in discrete Data in zones of + XFS has better strategy to run with full devices

tracks overlapped tracks "

HDD volume 18 20 26

G. Lo Prestiltalian Teacher®rogramme2025- Discovery 14



Heat-Assisted Magnetic Recording Enables Continued Capacity
Growth for Hard Drives

Media Technology

High coercivity material enables
smaller, thermally stable grains

Glass substrate enables required
sputter temperatures

Areal Density Media Challenge:

E -

Hold #Grains
/ Bit constant

Higher areal density
requires smaller grains

Head Technology

------ Laser-Sourced Light

Focused heat provides local
reduction in coercivity

Write pole sets magnetic bit

Heats and cools in less than 2
nanoseconds

Near-Field
5,6nm HAMR Med?a Transducer

3 e - ¢
a



https://indico.cern.ch/event/1377701/contributions/5896847

What about throughput?

A Most Hard Drives on the market: up to 250 MB/s

A SMR and HAMR/MAMR do not bring any improvement!
A A 4 TB drive used to take 4.5h to read/write fully
A A 30 TB drive takes 1.5 days!

A Possible solution:
double actuator for the head

A But thatos not e

‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery
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Tapes vs Disks/SSDs

A Tape technology has a larger growth
A A tape has 1 km of magnetic media

Jag7 Tape
26.1 Gb/in?
540 nm x 45.8 nm

LTO9 Tape

1150 nm x 46.6 nm

SrFe Demo
317 Gb/in?
56.2 nm x 36.2 nm

‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery
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Flash (3 bits)
2150 Gb/in?
17.3nm x 17.3 nm

HDD
1260 Gbfin? =
~49 nm x ~10 nm

17



Disk vs Tape Areal Density Scaling

HDD demos 2008-15 HDD Prod. 2009-18 HDD Prod. 2018-23
16%/year * 7.6%/year 2.6%/year
100000 1 HDD demos /P_ 317 Gb/in2
2000-08 |
3%l vear | IBM Demo:
100.00 - | ! [ | : . 580 TB tape
HDD demos | ] | I {
—_ 1999 [ l [ Tape 1
< 199%/year | 000 Demos /)l g 2019-2029 .
= . . 39%/year | 34%year | /I' INSIC Tape Upcomlng on the
§ 1000 | "DDdemes | ¢ e S — /gﬁﬁ = "™ _market: G=P® tape
E: 39%/year A R 4 I | ] | ~
2 — HDDProducts || gy - | i o n30yB® tape
[
g / it | In 2025-2026
g 1.00 . 5 /

HDD Products
1991-1998
55%/year

=)

Tape Products
1994-2018
110 4
0.10 34%/year
0.01

1989
1991
1993
1995
1997 -
1999
2001
2003
2005
2007
2009
2011
2013
2015
2017
2019
2021
2023
2025
2027
2029

@ CTA Workshop 2024
_,) m Year 18

© 2024 I1BM Corporation


https://indico.cern.ch/event/1353243

Take-away #1

A LHC data rates range from the PB/sec at the detector to the GB/sec
after filtering

A Scientific data towards Exabyte scale

o

Data centres run on commodity hardware and open-source OSes

A Hyperscalers are (much) larger
A They drive the market, including the manufacturers
A CERN remains the world-largest scientific repository

Aéls this really nABig Datao?

‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery
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Digital Watermaz

ve invisible watermarks in ¢
on tools can easily identify |

.-
% Start a post, try writing with Al

&) Media I_,6 Contribute expertise E Write article

Pricing Copilot, 22:48
You're now approved! You can use Bing in Skype, Bing.com,

$5 /100 credits
Edge, or Bing Mabile.

Average Cost and Time

Basic Deepfake (10,000 lterations) - §15 .
High-Quality Deepfake (50,000 terations) - $60 Ask me to check weather, write you a poem, or find that

movie title you forgot. My responses are Al-generated, so be

to check the facts.
Create a Deepfake Video SUre o check e facts
rlu Business

Scientific Background to the Nobel Prize in Physics 2024

“FOR FOUNDATIONAL DISCOVERIES ANDINVENTIONS
THAT ENABLE MACHINE LEARNING
WITH ARTIFICIAL NEURAL NETWORKS”

The Nobel Committee for Physics

Mathesis
Societa italiana di scienze
matematiche e fisiche
fondata nel 1895

dellINTELLIGENZ@RTIFICIALE

V'impatto dell'lA sui processi educativi e formativi

About Us  Hire our Students ContactUs Give m

areer Services v  Faculty & Research»  News & Events v Giving v

Programs Directory International Students « Financial Aid More «

al intelligence in the

narket: how did it
1?

Eur~

e
Sport Culture  Lifestyle e Gllﬂl‘dlal]

ment Science Global development Football Tech Business Obituaries
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The power of data: data-driven modeling

A Neural Networksar e wel | Kknown since the
with very large and easily accessible data sets that they become
effective!

_Weights -

A They are al/l based =0 npl.e nun

such as the perceptron [Rosenblatt, 1958] " ep panction

A The weights w; can be iteratively @ 0 .
estimated (the learning phase) npute

by imposing the outputs for several
given inputs (backpropagation)

A We may also have unsupervised learning, o YU OO
where the learning phase is partly automated

‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery 21



Diving Deeper: Machine Learning

A Perceptrons may be connected in multiple layers

input layer
hidden layer 1 hidden layer 2

A Software frameworks are readily available to implement
many configurations for Deep Machine Learning

% . / PYTHRCH

— Deep Learning with PyTorch
TensorFlow

‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery 22



How Deep?

A Example: image tagging via convolutional networks
A Thousands of layers, millions of parameters

A Facebook: a billion pictures per day goes through such a
network, which delivers its result within ~2 seconds

= 0 0 = W WVw=s &= &N
9 o mO‘.-u.-.o...,..o&ou: x
&3;§gﬁ§g“~‘~g_mmg_mmg_gg 8
@ 21 2> &1 < O | RO & |l sll's £
VGG eliellxt 2l 2] x1 2] 21 x1 | 2] 2] x 2 2 x Y9 9 &£
E §6§8 §E 58 €8 E&88 88 oot
of(cl E] S| Sl El O] S]El SISIE] S]S]El] *|=ffa

e i H B s B
. ; i o \of Al g A TN A T\
: . BN il m A B
- n BB e SRRy B B
HHHEEHHEG G e e ST wme me
i i BB AH-E A SOH-B A BT gt r
oe ne g WH . e
tia R 18 ww. .
‘ @ G. Lo Prestiltalian Teacher®rogramme2025- Discovery
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How Deep?

A Example: natural language generation

A Use of Generative Pre-trained Transformers
to speed up the training phase

A Transformers were proposed by Google in 2017

A Heavily used since then: demonstrator recently published for training purposes

A 2023: ChatGPT-40 estimated at a trillion parameters!

A Large Language Models (LLMs) for encapsulating
domain-specific knowledge

A S eve ral p rototyp eS at C E R N TRANSFORMER Expmwenh ‘ ...,,.“ : Oata vaushzaton empcmers users to roate

A More generally: Foundation models

@ VO e o
‘ w G. Lo Prestiltalian Teacher®rogramme g b

Qutput
Probabilities

r
Add & Norm

Add & Norm

sl dim Multi-Head
Feed Attention
Forward Nx
Nx Add & Norm
Add & Norm Masked
Multi-Head Multi-Head
Attention Attention
A ) ¥ 7
\ J )
Positional Positional
Encoding Encoding
Input Qutput
Embedding Embedding
Inputs Outputs

(shifted right)

Figure 1: The Transformer - model architecture.

..... $ 24


https://arxiv.org/pdf/1706.03762.pdf
https://arxiv.org/abs/2408.04619

New frontiers: Heterogeneous Computing

A (Deep) Machine Learning is so crucial that industry
has long invested into hardware acceleration
A GPUs (Graphical Processing Units),

designed for videogames, now heavily
used for faster matrix computations

A TPUs (Tensor Processing Units),
developed by Google, are offered
In the Google Cloud Platform

N, - )
- .," o
‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery 25




New frontiers: Heterogeneous Computing

A A potential game changer: Quantum Computing

A Quantum Computers canonlyexecuteavery | i mited set
but with exponential parallelism (on paper)

A Quantum Machine Learning is being demonstrated
I also at CERN 1 as one of those programs,
which can be executed by such hardware

Qubits on chip -“” “W l”” ""ll
= »mmvnm w

3
Courtesy M. Grossi |}
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Hi-Lumi LHC: a computing challenge

LARGE HADADN DOLLIDER

Presented at Computing for High Energy

HiLumi ’

~10% of the dataset ~90% of the dataset
LHC
Pile-up 0-35 Pile-up 55 Pile-up 140-200
7— 8 - 13 TeV 13.6 TeV 13.6-14 TeV
ALICE/LHCb HL-LHC Installation 3000 fb-*
190 -1 )
_ Upgrade m o Atlas/CMS HL Upgrade
nominal lumi 2x nominal lumi 5 to 7 .5x nominal lumi
YT TR TR BT
ECIR-- . RECCERRREE AT

Physics (CHEP), October 2024

SHLT,

Today Start Hi-Lumi

G. Lo Prestiltalian Teacher®rogramme2025- Discovery 27


https://indico.cern.ch/event/1338689

CMS simulated event at HL-LHC
. \ Y Trigger is expected to run at 64 Thps




HL-LHC and Friends

A High Luminosity LHC is not alone in the current arena of large
SC|ent|f|c collaborations i espeC|aIIy If we look |nto Astronomy

s Squa?‘éKllometer Array (SKA) T 1EB/year
E . § Emsteln T__e‘lAeSCOpel 10&PB--year Y

A Opportunltyfor new synergles arund ML technlques

A LIGO/Virgo: automatic GW signal detection
and alerting in extremely low SNR regime MRJINVIRGD

‘ m G. Lo Prestiltalian Teacher®rogramme2025- Discovery 30



From t he | at est Eucl 1

A 26M galaxies, out of
1.5B for the entire
mission
A ML-based classification!

A Here you have the
so-called Einstein Rings
identified in this dataset

https://www.esa.int/Science Exploration/Space Science/Euclid/Euclid

il

opens _data treasure trove offers glimpse of deep fields
@‘ ‘ @ G. Lo Prestiltalian Teacher®rogramme2025- Discovery 31


https://www.esa.int/Science_Exploration/Space_Science/Euclid/Euclid_opens_data_treasure_trove_offers_glimpse_of_deep_fields

Happy?

This was quoted at the

L ooKk

CERN Academic Training on

Machi ne

Sl

Learni nge

https://xkcd.com/1838, May 2017

Out

THIS 15 YOUR MACHINE (EARNING SYSTEM?

YOP! YOU POUR THE DATA INTO THIS BIG
PILE OF LINEAR ALGEBRA, THEN COLLECT
THE ANSLERS ON THE CTHER SIDE.

WHAT IF THE ANSWERS ARE WRONG? )

JUST STIR THE PILE DNTIL
THEY START LOOKING RIGHT.

G. Lo Prestiltalian Teacher®rogramme2025- Discovery
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https://xkcd.com/1838

e And GPT Trap

Similarly, Transformers may make mistakes
when brought outside of
zoneo.

And worse, they are designed to always
answer: they very rarel)

Some LLMs provide a confidence value
of their answer

Trivialad-hoc qQquestions are u

https://arxiv.org/abs/2406.02061, July 2024
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