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Motivation

o It's cool and we want to write Julia everywhere
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 Avoid Host memory (RAM) <= Device memory (VRAM) movements, e.g.:
» when the upstream simulation or data processing is already on GPU
» when the downstream task (statistical analysis) will be done on GPU



Histogramming 101

Input (all are arrays):
 input data
- weights, same size as input

« bin edges

Output (array):
 bin counts, an array of size equals to number of bin edges - 1

All of the following benchmarks are done with weights.



Histogramming on CPU

Making histograms on the CPU is easier to understand, so let’s breakdown the the
algorithm:

1. Initialize an array for bin counts to zero (bincounts)
2. For each (input, weight) pair:

1. Compute the bin_index

2. Increment bincounts[bin index] by weight



Question: How to parallelize this?



Question: How to parallelize this?

On CPU, there’s an effectively strategy that works for problem of any size:

1. Partition the data into /N chunks
2. Make N histograms
3. Merge histograms

Scales to memory-bound limit easily.



Question: How to parallelize this?

On CPU, there’s an effectively strategy that works for problem of any size:

1. Partition the data into /N chunks
2. Make N histograms
3. Merge histograms

Scales to memory-bound limit easily.

This approach does not work on GPU:
« We don’t want to launch N kernels
o Unclear what should be N, thread? block?

We need a new approach



Kernels for Histogramming

Assume the input (data) and output (bincounts) arrays are allocated on VRAM
already.

We can compare two approaches:
1. Naive
. one thread per input element
o directly write to output
2. Shared-memory

o use block-wise shared memory for intermediate histograms



Kernels for Histogramming

Assume the input (data) and output (bincounts) arrays are allocated on VRAM
already.

We can compare two approaches:
1. Naive
. one thread per input element
o directly write to output
2. Shared-memory
o use block-wise shared memory for intermediate histograms

We will compare the performance of the kernels along two dimensions:
1. Length of the input array
2. Number of bins



Naive GPU Kernel
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Expectation: works well when lock
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Naive Kernel Benchmark: Input Length

Naive-algo fixed # of bins = 1000
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70x speedup, but how does this scale with number of bins?



Naive Kernel Benchmark: Bins Length

Naive-algo fixed input size = 2'°
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As expected, Naive Kernel performs poorly when you have only a few bins so more
lock contention.



Shared Memory Kernel

Unlike to the Naive Kernel:

1. Each thread writes to a block-local
intermediate histogram

2. Block-local histograms are atomically
added to the output histogram

3. Each thread writes one bin to the
output histogram
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Shared Memory Kernel

Unlike to the Naive Kernel:
1. Each thread writes to a block-local
intermediate histogram

2. Block-local histograms are atomically

added to the output histogram
3. Each thread writes one bin to the
output histogram

This avoids heavy contention when we
have few bins.
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If Number of Bins larger than blocksize

When M bins > N threads it’s not
possible for each thread to write only
one bin to the output histogram

Solution:

1. Divide the shared histogram up into
size N chunks

2. Have threads write chunks to output
one chunk at a time
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Shared Memory Benchmark: Input Length

ShareMem-algo, # of bins = 1000
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Much faster than Naive Kernel even when there are many bins (1000).



Shared Memory Benchmark: Bins Length

ShareMem-algo fixed input size = 2'°
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Conclusion: Shared Memory Kernel is preferable for almost all regimes®.

'Unless you have so many bins that it doesn’t fit in shared memory



Summary Plot

Uniform 1000 bins, blocksize512
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Summary

« Above ~10k input length, the GPU is faster than a single CPU core.
» If you have extreme number of bins, use Naive kernel due to shared memory
constraints
« The implementation is backend-agnostic (Kernel Abstractions.jl).
» Backend capability varies, e.g. Apple doesn’t have atomic FP add for shared
memory.
» To be integrated into FHist.jl (#151), undecided on type interface: parameter or
a branch new type


https://github.com/Moelf/FHist.jl/issues/151#issuecomment-3033159584

Backup



CPU histogramming is solved

no weights, # of bins = 1000
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Non-uniform Binning

Non-uniform binning, # of bins = 1000
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Effects of per-input weight

Without weights, FHist.j1l can utilize SIMD better. Here, we can see Numpy
doesn’t use SIMD regardless of weights, but FHist.jl slows down when weights are

present:
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10° 5 L R
2107 4 2107 4
o 3 © L
o 8 ] Numpy (CPU, v2
= 10°3 c 10°3
| Func-co‘“E ] = ]
rhead 10° 3 104 3
103q'l ' LENLELE | ' LENLALE | ' LELELE | ' LENLAL | v LI | v 103-'I v LI | v LI | ' LI | ' LENLELE | ' LI |
102 103 104 10° 106 107 102 103 104 10° 106 107

length of input length of input



We can also check NVIDIA’s Nsight profiling tool for more insights:

> GPU Speed Of Light Throughput

High-level overview of the throughput for compute and memory resources of the GPU. For each unit, the throughput report
for each individual sub-metric of Compute and Memory to clearly identify the highest contributor. High-level overview of thg

Compute (SM) Throughput [%] 52.98
Memory Throughput [%)] SELE
L1/TEX Cache Throughput [%] 51.44
L2 Cache Throughput [%] 21.10
DRAM Throughput [%] 50.31

This workload exhibits low compute throughput and memory bandwidth utilization relative to the pea

LagLeiency|[Esue typically indicate latency issues. Look at and for potenti

Figure 12: We're within 50% of theoretical peak throughput.



Warps Per Scheduler

GPU Maximum Warps Per Scheduler

Theoretical Warps Per Scheduler

Figure 13: We’re have almost saturated the Scheduler

Conclusion: while there’s probably room for improvement, we’re already using the
GPU effectively.



Spec

julia> versioninfo()
Julia Version 1.11.5
Commit 760b2e5b739 (2025-04-14 06:53 UTC)
Build Info:
Official https://julialang.org/ release
Platform Info:
0S: Linux (x86 64-linux-gnu)
CPU: 24 x AMD Ryzen 9 3900X 12-Core Processor
WORD SIZE: 64

julia> CUDA.versioninfo()
CUDA runtime 12.9, artifact installation
CUDA driver 12.9



NVIDIA driver 575.57.8

Julia packages:

- CUDA: 5.8.2

- CUDA Driver jll: 0.13.0+0
- CUDA Runtime jll: 0.17.0+0

Toolchain:
- Julia: 1.11.5
- LLVM: 16.0.6

1 device:
O: NVIDIA GeForce RTX 3070 Ti (sm 86, 6.874 GiB / 8.000 GiB
available)



4xRAMs:

# dmidecode 3.6
Getting SMBIOS data from sysfs.
SMBIOS 3.3.0 present.

Handle 0x0012, DMI type 17, 92 bytes
Memory Device

Array Handle: OxQ00A

Error Information Handle: 0x0011

Total Width: 64 bits

Data Width: 64 bits

Size: 16 GB

Form Factor: DIMM

Set: None



Locator: DIMM 0

Bank Locator: PO CHANNEL A

Type: DDR4

Speed: 3200 MT/s

Rank: 2

Configured Memory Speed: 3200 MT/s
Configured Voltage: 1.2 V

Memory Technology: DRAM

Memory Operating Mode Capability: Volatile memory
Firmware Version: Unknown

Module Manufacturer ID: Bank 3, Hex Ox9E
Volatile Size: 16 GB

Cache Size: None

Logical Size: None
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