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Background - Why Surrogate Models?

As machine learning (ML) increasingly serves as a tool for 
addressing real-time challenges in scientific applications, the 
development of advanced tooling has significantly reduced the 
time required to iterate on various designs. These advancements 
have solved major obstacles, but also highlighted remaining 
challenges in the codesign process. For example, processes 
such as model synthesis are now becoming limiting factors in the 
rapid iteration of designs. 

We present updated work and results here that’s been 
completed since it was last presented at this conference. 

Figure 1: Box and whisker plot of the relative 
percentage errors of the Transformer  on the 
test set. The y-axis is set to a symmetric log 
scale.

We introduce two surrogate models, both trained on the same 
dataset, using the same inputs and output features. One is a 
transformer based architecture, shown in Fig. 4, while the other is 
a graph neural network based architecture, shown in Fig 3. We use 
the input neural network model architecture and various hls4ml 
conversion parameters as the inputs to these models, and attempt 
to predict 6 resource and latency features simultaneously, where 
the model is trained against the final synthesized resource and 
latency values. Both models were implemented in PyTorch, and 
trained on Nvidia A Series GPUs on the NRP Hypercluster.

We intend to continue to develop and update the benchmark 
periodically, incorporating new metrics, tracked features, and 
dataset improvements as appropriate.

Our next steps are to continue generating data that further 
rounds out the existing dataset, along with refining the training 
and architectures of the surrogate models. In future work, we 
intend to expand the dataset to include larger neural networks, 
more intricate architectures that include features like skip 
connections, a larger variety of hardware settings like reuse 
factors, and a larger number of samples in the dataset.

 

Figure 2: Box and whisker plot of the relative 
percentage errors of the GNN on the test 
set. The y-axis is set to a symmetric log 
scale

We introduce wa-hls4ml, a 
benchmark for ML accelerator 
resource and latency estimation 
and its corresponding dataset.
The benchmark evaluates the 
performance of resource and 
latency predictors against several 
common ML model architectures, 
primarily originating from scientific 
domains, as exemplar models, as 
well as the average performance 
across a subset of the dataset. 
We report the initial results using 
Relative Percent Error, defined as:
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The dataset is currently 
comprised of 683,176 
samples, all synthesized 
using hls4ml and AMD Vitis. 
We generated the samples 
primarily by randomly 
generating neural network 
architectures within given 
constraints, converting them 
with hls4ml, then 
synthesizing them.

The full dataset is further split 
into two datasets. One 
containing the synthesized 
Vitis project files, the other 
containing architecture, 
synthesis estimates/results, 
and metadata. They can be 
found on huggingface below:

wa-hls4ml Dataset

Figure 3:  the architecture of the GNN Surrogate model
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Figure 4: Architecture of the Transformer Surrogate Model
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