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https://indico.cern.ch/event/1501989/timetable/?view=standard#22-discussion-gnn-traccc-pipel

Introduction

Why GNN+Traccc?

e GNN-based pipeline can be “easily” trained to achieve good track finding performance, while
traccc requires a lot of tuning (as discussed in Rocky’s presentation).
o  GNN tracks are of high efficiency and low fake rate.
e GNN-based pipeline relies on KF or global x2 method to evaluate track quality and extract
track parameters; KF is highly performant in Traccc.

GNN and Traccc are complementary to each other.

There are different options to make them work together.


https://indico.cern.ch/event/1501989/timetable/?view=standard#7-exploring-new-directions-in

ATLAS Inner Tracker (ITk) Upgrade

Goal: the ITk should have the same or better performance as the current detector for HL-LHC
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Pixel subsystem:

Near beam, finer segmentation needed to
separate tracks — drives impact parameter
resolution

Pixel pitch is 50x50 um? (some 25x100
um?)

One spacepoint <—— One cluster

Strip subsystem:

Covers large area, further from the beam
— drives momentum and n resolution
Sensitive silicon sensor elements long and
skinny (75.5 ym x 24.1 or 48.2 mm)
Double-sided sensors with a stereo angle
One spacepoint —— Two clusters


https://doi.org/10.1016/j.nima.2012.06.004

Data flow of CKF
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Data flow of CKF
and GNN

Many data objects and algorithms in
Traccc can be readily used in the
GNN+Traccc pipeline.

e GNN and CKF use similar Spacepoint
information: (r, phi, z, eta) vs (r, phi, z)

e GNN in addition uses cluster positions
(r, phi, z, eta)

e ProtoTrack is a longer version of seeds

e Metric Learning-based GNN is a bit
more complicated.

Needs: define the cluster and space

points in a way that can be dual-used.
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Data flow
Traccc+GNN

Primary inputs to GNNs are space
points; but clusters associated with
space points are also used.

Metric Learning uses 44 variables for
each space points that include
(spacepoint & cluster) @ (position &
shape).
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Data flow [StripclusterJ [P:xelcl;ter]
Traccc+GNN4Pixel
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GNN+Traccc = ML + CUDA Kernels

The key is to keep all objects in the GPU and hide slow memory traffic behind computation.

ML inference tool: OnnxRunTime.

OnnxRuntime is a high-performance inference engine designed to accelerate ML models across various
platforms and hardware, supporting the ONNX (Open Neural Network Exchange) format for
interoperability.

ORT supports different execution providers: CPUs, CUDA GPUs, TensorRT, Intel oneDNN, and more.



ORT: I/O binding

Official doc: https://onnxruntime.ai/docs/performance/tune-performance/iobinding.html

® The key idea is to arrange for inputs to be copied to the device and for outputs to be pre-allocated on the
device prior to calling the inference Run( ).

Ort::Env env; 0
Ort::Session session(env, model_path, session_options);
Ort::IoBinding io_binding{session};
auto input_tensor = Ort::Value::CreateTensor<float>(memory_info, input_tensor_values.data(), in
io_binding.BindInput("inputl", input_tensor);
Ort::MemoryInfo output_mem_info{"Cuda", OrtDeviceAllocator, O,
OrtMemTypeDefault};
// Use this to bind output to a device when the shape is not known in advance. If the shape is

// This internally calls the BindOutputToDevice C API.

io_binding.BindOutput("outputl", output_mem_info);

session.Run(run_options, io_binding);


https://onnxruntime.ai/docs/performance/tune-performance/iobinding.html

Optimize ML+CUDA: async calls

GPU is able to execute compute and PCI memory traffic simultaneously; therefore, it's often best to
hide slow memory traffic behind computation through asynchronous memory copy.

CPU Processing
CPU->GPU PCle Copy
GPU Processing
GPU->CPU PCle Copy

CPU Processing
CPU->GPU PCle Copy
GPU Processing
GPU->CPU PCle Copy

TIME


https://onnxruntime.ai/docs/performance/device-tensor.html#using-device-tensors-in-onnx-runtime

Optimize ML+CUDA

External allocated data can also be wrapped to an ort::value without copying it:

Ort::MemoryInfo memory_info_cuda('Cuda", OrtArenaAllocator, device_id,
OrtMemTypeDefault);
std::array<int64_t, 4> shape{l, 4, 64, 64};
size_t cuda_buffer_size = 4 x 64 x 64 *x sizeof(float);
void xcuda_resource;
CUDA_CHECK(cudaMalloc(&cuda_resource, cuda_buffer_size));
auto ort_value = Ort::Value::CreateTensor(
memory_info_cuda, cuda_resource, cuda_buffer_size,
shape.data(), shape.size(),

ONNX_TENSOR_ELEMENT_DATA_TYPE_FLOAT) ;


https://onnxruntime.ai/docs/performance/device-tensor.html#cuda

Optimize ML+CUDA

These allocated tensors can then be used as I/O Binding to eliminate copy ops on the network and
move the responsibility to the user. With such IO bindings more performance tunings are possible:

- due to the fixed tensor address, a CUDA graph can be captured to reduce CUDA launch latency on
CPU

- due to either having fully asynchronous downloads to pinned memory or eliminating memory

copies by using device local tensor, CUDA can run fully asynchronous via a run option on its given
stream

To set the custom compute stream for CUDA, refer to the V2 option API exposing the
Ort [CUDA|TensorRT]ProviderOptionsv2x opaque struct pointer and the function
Update [CUDA | TensorRT]ProviderOptionsWithValue(options, "user_compute_stream", cuda_stream); to set it's

stream member. More details can be found in each execution provider doc.
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