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Scaling aspects to consider in extrapolation
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Run-3 dataset

Analysis

Dataset size Complexity Compute cost

HL-LHC dataset

Analysis

?

columnflow examples [https://github.com/columnflow/columnflow/wiki]

CPU CPU

CPU CPU

CPU CPU

GPU

[new analysis approach / selection?]
[linear scaling with integrated luminosity?]

GPU

[external services?]
[intermediate data products?]

[heavy ML training / inference?]
[special requirements, e.g. high memory?]

[not to scale]

https://github.com/columnflow/columnflow/wiki
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Scaling to HL-LHC
•  Impact on number of events to analyze

‣  integrated luminosity

‣  analysis design (data-driven background modeling) & preselection (better backgrounds rejection?

‣  triggers

‣  data processing pipeline design (stages of filters) [earlier filter stages more likely I/O bound, linear data scaling]

•  Impact on compute cost per event

‣  analysis approach: use of ML techniques (foundation models?), system reconstruction

‣  pipeline design: what is calculated where, how frequently do stages re-run?

• Special requirements

‣  custom input formats, extensive ML training resources, caches for reliable data access, external services …

‣  other things which would significantly impact your analyses?
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Known & unknown unknowns

4Alexander Held, Oksana Shadura

• How would our physics output change with half the computing resources / twice the resources?

‣ analysis timelines (+ implications on physicists) / number of papers

‣one survey reply: “The analysis flow is designed as an ideal gas, it can expand to match computational resources.”

• How do ML needs / computational cost evolve?

‣ “if ML becomes cheaper and easier to do, people will want to do more of it”

‣ “Could be significant increase in desired resources”

‣  Foundation models: more expensive to train, but more widely applicable

• Which new ideas may people want to pursue in 10 years (e.g. simulation-based inference)

• Unknown unknowns: ?
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• Extrapolation scenario 1:

‣ input size (disk space & event count) scales linearly with integrated luminosity

‣ compute cost per event stays constant

• Extrapolation scenario 2:

‣ [to be defined]

• Extrapolation scenario 3:

‣ [to be defined]

Extrapolation scenarios: discussion item
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Backup
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Distribution of total resource requirements
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frequency

total computational cost

NTUP

PRIM

STAT

what is the slope of this line?
[not captured accurately by 
survey as we don’t track total 
resource usage in detail]

•  How do the total resource requirements distribute across workflow steps?

‣  time-averaged cost: (frequency of step) * (time per single run) * (number of cores)

‣  not obvious earlier steps dominate in the total-cost-until-publication calculation


