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Dark QCD

Soft unclustered energy patterns (SUEPs)
expand to confining theories with large ‘t 
Hooft coupling, beyond QCD-like regime 
→ spherical distribution of low-pT tracks

Semivisible jets (SVJs)
mixture of stable and unstable dark 
hadrons → pT

miss aligned with jets

Emerging jets (EMJs)
dark hadrons decay after some 
lifetime → multiple displaced 
vertices within each jet
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Steps

Simulation
• Background: central
• Signal: private

SVJProduction Ntuples
• Current: TreeMaker
• Future: nanoAOD

Skimming
• Apply cuts
• Drop branches
• Run ML algorithms

Analysis
• Train ML algorithms
• Make histograms
• Statistical fits
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https://github.com/cms-svj/SVJProduction
https://github.com/TreeMaker/TreeMaker


Signal Production
• Generating events from Dark QCD models requires:
o Custom generator versions (Pythia), sometimes patched by hand
o Custom FeynRules to add new particles, interactions to MadGraph
o Downstream handling of new particle content
 Properly treating invisible particles as invisible
 Tracking detailed information (decay trees, etc.)

o Quick turnaround to validate and debug issues
→ private production code is essential

• Innovation: job chains (private implementation similar to CMS StepChain)
 Run all steps (GEN, SIM, DIGI, RECO, miniAOD) in one job

– Cost: reserve max memory for entire job
– Benefit: reduce manual actions → much faster turnaround
 Checkpointing: if step N fails, stage out step N-1 output, leave a note, 

stage back in when job restarts → never have to rerun GEN or SIM if 
remote pileup read fails during DIGI
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TreeMaker
• Ntuples and code shared by numerous Full Run 2 analyses:
o As well as many precursor analyses and several still ongoing
o Code sharing spans from single modules (e.g. added to custom nanoAOD) 

to entire customized versions of TreeMaker
o Started out with hadronic SUSY searches → evolution to dark QCD

SUS-23-001
Stealth w/ ABCDisCoTEC

SUS-20-004
Boosted HH + ET

miss

EXO-19-020
Semivisible jets

SUS-19-006
Jets + HT

miss (RA2/b)

SUS-19-004
Stealth top squarks

SUS-19-010
Hadronic w/ top tagging

SUS-21-006
Disappearing tracks

SUS-19-013
Boosted ZZ + ET

miss

SUS-21-002
EWK WW, WZ, WH

SUS-21-009
photon + ET

miss + (b)jets

B2G-20-008
X → Z(νν) + V(qq)

EXO-22-015
Emerging jets

EXO-23-002
SUEPs (ggH)

EXO-23-003
SUEPs (ZH)

SUS-24-004
pMSSM scan

EXO-24-030
SUEPs (WH)
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https://cds.cern.ch/record/2899862
https://arxiv.org/abs/2201.04206
https://arxiv.org/abs/2112.11125
https://arxiv.org/abs/1908.04722
https://arxiv.org/abs/2102.06976
https://arxiv.org/abs/2103.01290
https://arxiv.org/abs/2309.16823
https://arxiv.org/abs/2008.04422
https://arxiv.org/abs/2205.09597
https://arxiv.org/abs/2307.16216
https://arxiv.org/abs/2109.08268
https://arxiv.org/abs/2403.01556
https://arxiv.org/abs/2403.05311
https://cds.cern.ch/record/2928077
http://cds.cern.ch/record/2906621
https://cds.cern.ch/record/2927983


TreeMaker Details
• Physics features:
o Incorporate latest physics object corrections → usable “out of the box”
o Jet reclustering and substructure
o Jet constituents, track information
o Improved generator-level information handling

• Technical features:
o First multithreaded ntuple framework (ever?)
o Platform to find and cure CPU hot spots (upstreamed when feasible)
o Columnar-friendly format
 Fully split vectors, flattened N-D vectors + offsets, single precision 

storage → similar event size to nanoAOD (few kB/evt; ~7 w/ jet 
constituents, ~20 w/ tracks)

o Dataset-specific arguments: only add branches where needed
o Metadata tracking: cross sections, yields, file lists, etc.
o “Production planning” application to assign jobs to users
o CI via GitHub Actions
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HTCondor Efficient Resubmission and 
Management InfrasTructure: HERMIT

• Core package for batch submission in SVJProduction and TreeMaker
(among others)

• Provides common elements: environment setup, job creation, stageout, 
chains, resubmission
o Failed jobs are held to be diagnosed, modified, relaunched
o Removed jobs can be identified based on missing output

• Pros:
o Flexible (Python + bash, deliberately easy to customize)
o Powerful (incorporates substantial experience w/ efficient handling of job 

failures)
• Cons:
o Limited scope: largely aimed at CMSSW
o Clunky interface (on todo list since 2019 or so…)
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Downstream
• Skimming:
o Originally used ROOT (MakeClass)
o Now using Coffea

• Histogramming: similar story
• Fitting: using Combine (ROOT/RooFit-based)
• ML: primarily PyTorch, plus occasional BDT (scikit-learn, xgboost)
o Always use ROOT input directly via uproot (minimize conversions)
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Resources

• Notes:
o HTCondor used for all batch

submission (grid, CAF)
o LPC EOS used for all storage
o ML training: EAF, NERSC, etc.
o ML inference: Triton server at EAF

Simulation
• CMS Connect (grid)

Ntuples
• CMS Connect (grid)

Skimming
• CMS Connect (grid)
• LPC CAF Analysis

• LPC CAF
• FNAL EAF
• Local machines
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Statistics
• Ntuples: few times/year
o ~10 users running on grid: ~60K cores, 4-threaded jobs
 Bulk finished in ~1 week
 Tails take another ~week (longer to fix corrupted input files)

o 20B Run 2 background MC events processed through TreeMaker
 miniAOD input: ~50 kB/evt → ~1 PB of inputs
 Flat output: ~115 TB → order of magnitude reduction
 (add data: multiply everything by ≲2)

• Signal production: few times/year
o Similar setup to ntuples (~10 users running on grid)
o Produce ~50M signal events in a week
o miniAOD output: ~10 TB for that many events

• Skims: once/month (days); histogramming: once/week (hours); fitting: 
multiple/day (<hour)
o Local farm has ~5K cores
o Skim output: ~0.5–3 TB, 100M events → two OOM reduction

• ML training: full run takes days or even weeks 10



Near Future: Run 3
• Migrate TreeMaker to nanoAOD plugins
o Reduce maintenance burden (object ID, etc.)
o Use common format: benefit from community tools
o Handle metadata separately; easier in Python ecosystem
 Easier to trade analysis algorithms in general: don’t need to build as 

many derived variables and other conveniences into ntuples
• Improve HERMIT interface?
o Coding LLMs can probably take on some of these tasks soon…

• Main concern: storage
o Dark QCD searches using ~350 TB for Run 2
o Run 2+3 combination: need a full PB (?!)
o Tension between growing data, advancing analysis techniques (e.g. ML on 

tracks, hits…), and disk constraints
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Further Future: HL-LHC
• User-level grid access will still be a necessity
o Collaborations have little interest and even less personpower to streamline 

major tasks (signal production, ntuple production)
 Centralization can only go so far: at some point, achieving consensus 

stops being cost-effective
o Really need a solution for users to pool batch priority
 Pinging people on Mattermost every day does not scale very well

• Skimming will also still be necessary for many analyses
o Dark QCD: need to reduce SM QCD by at least 3 OOMs
o Cutting harder to achieve sublinear scaling in processing:
 Only affects downstream steps in current paradigms

– Improves turnaround, but a rounding error in overall resource usage
 Only works if signal acceptance stays high enough

– New, hard-to-find models need high efficiency rather than high purity
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Analysis Facilities
• Downstream steps (skimming, histogramming) now use scientific Python 

ecosystem (coffea etc.)
• Ideal: scale up seamlessly using Dask at analysis facilities
• Reality: messier…
o Ongoing tension between HEP workflows and Dask assumptions
o Analysis facilities still have not realized original promises
 CPU pool has not grown since early Run 2

– Very hard to achieve fast time-to-insight w/ sharing among many users
 Caching is still very primitive

– Goal: keep frequently-used columns in memory
• Unclear how much will be accomplished before Run 4
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Final Thoughts
• How to trade off between disk and CPU in Run 4? One scenario:
o Devote vast majority of disk to common inputs (realistically miniAOD to 

support >50% of analyses)
o Develop analysis on small subset of data
o Final processing of full dataset only stages out final histograms
o Found a bug? Rerun from miniAOD…

• How can we avoid this? Break out of file-based paradigm
o Object stores and databases for everything
 No more data tiers → no more ntuples
 Share individual columns with your friends

• GPU availability for large-scale ML training (hyperparameter scans, 
foundation models, etc.) is still rather poor
o Inference remains overall larger task in HEP… but still need a good ML 

model from which to infer (even better if analyses can share models)
o Increased availability: people will do even more ML (law of demand, 

Jevon’s paradox) 14
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