
H → µµ analysis computation workflow

Norbert Neumeister, Ram Krishna Sharma, Dmitry Kondratyev, Hyeon-Seo Yun

May 15, 2025

1



Higgs to µµ decay measurement

• Our group at Purdue under Prof. Neumeister focuses on Higgs decays to a oppositely charged muon pair

measurement.

• Although the Higgs coupling strength to muons is not strong, the clean signatures of muons in the CMS

detector make this a good measurement target.

• Previously Run2 results published at HIG-19-006 with Rereco campaign.

• We are working on Run2 UL campaign re-analysis and Run3 analysis, and we collaborate with groups

from Peking, Fermilab, KIT, Pisa, INFN, etc.
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https://cms-results.web.cern.ch/cms-results/public-results/publications/HIG-19-006/index.html


Analysis tools

• Our coding environment is Python-based, and hosted on Purdue Analysis Facility.

• Developed an end-to-end analysis framework based on columnar analysis using Coffea 2025 and awkward

arrays.

• For scale-out parallelization, Dask Gateway is used.

• The entire analysis is performed with NanoAOD.

• Our analysis framework is also used for other analyses performed by the Purdue group.
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https://analysis-facility.physics.purdue.edu/en/latest/


Analysis steps

• Our typical analysis workflow:

• In terms of computation, our workflow is straightforward. No complex ML models are used.
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Finding the bottleneck

• While NanoAOD significantly decreases the total files size to read, it’s still quite significant.

• Suppose we pick 2018 UL campaign Run2 as a typical workflow sample, then we have:

• Total storage of NanoAOD read: ≈3 TB (0.8 from data, 2.2 from MC)

• stage1 output: 118 GB

• stage2 output: 11 GB

• stage3 output: 3.1 MB

• MVA training time : < 30 mins

• For us, stage1 is the clear bottleneck
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Stage 1 bottleneck solutions

• Reading NanoAOD + skimming phase (stage1) is the most time and computation consuming.

• Every time we add a change to the skimming method, stage1 needs to be re-run.

• Solving this phase would make our workflow significantly faster.

• Coffea 2025 already alleviates this bottleneck by only reading TBranches that are user-requested with

their delayed-awkward array method.
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Parallelization

• Another solution to the stage1 bottleneck is parallelization with multiple workers using Dask + Coffea

2025. For our scale-out solution we use Dask Gateway.

• Gateway spec:

• Maximum # of workers: 88

• Memory per each worker: 6 GB

• # of threads per worker: 1

• In the above setup, processing stage1 for 2018 UL samples (3TB) took 2 hours. Running full Run2 UL

samples takes about half a day (stage1).

• NOTE: These numbers are a result of small improvements on our side as well as from Coffea 2025

over past months. Your experience may vary if you have used it ≈a year ago.
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https://github.com/dask/dask-gateway/


Parallelization bottleneck

• Our biggest bottleneck during parallelization: memory and IO (read/write).

• We don’t have a clear solution for the memory bottleneck, but IO bottleneck could be solved by using

faster storage hardware.

• Small internal tests showed that reading from solid state drives (SSD) instead of hard disk drive (HDD)

conservatively improved runtime about by 2x for our analysis.

• However, saving all our NanoAOD samples on SSD is expensive.
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CMS ServiceX

• Purdue group’s work-in-progress solution to the IO bottleneck is CMS ServiceX (spearheaded by Dmitry

Kondratyev).

• Many other groups are working on this, but our group’s flavor focuses on the cache and compression

algorithm.

• In our current workflow, there’s some waste that could be improved even before the actual analysis

workflow is executed.
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CMS ServiceX

• Proposed solution:

• Cache: we make custom NanoAOD format that caches only the bare minimal TBranches to fast

storage.

• Compression: we save these custom NanoAOD that’s different from the default LZMA algorithm.

This may increase storage space, but less CPU time is taken decompressing data.

• ServiceX is still work in progress, but preliminary tests show promising signs.
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Growing pains

• Now we would like to note some pain points in our analysis experience.

• Coffea 2025 documentation: great with many working examples. However, incomplete in some areas.

• Working example for pytorch DNN evaluation was missing until we made a pull request.

• Dask scaling: Applying JEC using recommended Coffea JETMET tools limited our parallelization capacity

to about 300 chunks at a time. Dask Gateway crashes if it’s any bigger.

• Moving to a correctionlib-based JEC allows us to process > 1000 chunks at a time, speeding our

workflow.

• Cache stability: Our group has been using Xcache for about a year, and some really like it, but some (me

included) don’t due to lack of stability.

• Reading NanoAOD TBranches sometimes gets stuck, but XRootD protocol can wait for > 10

minutes before crashing, but Xcache crashes after waiting few minutes.

• We don’t have experience using ServiceX yet, but could lead to similar issues.
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https://github.com/scikit-hep/coffea/pull/1236
https://coffea-hep.readthedocs.io/en/stable/notebooks/applying_corrections.html
https://github.com/cms-jet/JECDatabase/blob/4d736bfcc4db71a539f5e31a3b66d014df9add72/scripts/JERC2JSON/minimalDemo.py##L2C31-L2C35


Conclusion

• Due to clean nature of muon reconstruction in the CMS detector, our analysis is relatively straightforward.

• Computation improvements could be made by focusing on ”back to basics” elements such as storage, IO

and parallelization.

• Working & optimizing on Run3 samples would be a good test to prepare for HL-LHC era.

• We would like to note that stability, scalability is priority before performance for our AN.

• But we are optimistic that through continued optimization and introduction of new tools (i.e., ServiceX,

Coffea, Dask, Analysis Facility) solving the HL-LHC computation challenge will be made significantly

easier.
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