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Introduction
● Measurement of jet energy scale and resolution using ttbar lepton+jets events
● Exploit the hadronic W mass lineshape

● Basic analysis strategy
○ Select ttbar events in 1L channel
○ Identify jets from the W boson

■ Simple algorithm that uses jet permutations
○ Change jet pT to reflect scale/resolution differences
○ Get templates for the W mass
○ Fit to data to extract the scale/resolution values

2



Analysis steps
● Process DAOD_PHYS into ntuples (grid)

○ Several PBs inputs
○ Using common ATLAS tools (TopCPToolkit)

■ Provides calibration and and systematic variation to objects
● Including the jet calibration

■ Apply loose selection (needs to pass even after smearing)
■ Produces set of ntuples (flat ROOT TTrees)

● Process ntuples locally into histograms
○ Input ~5 TBs
○ One TTree, many flags/systematic variations
○ Does the smearing and selection
○ Produces ROOT files with histograms ~O(100) MBs

● Run the plotting/fitting
○ Takes ~seconds ⇔ not relevant for this discussion
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Unusual analysis step
● Need to smear reco jets based on matched truth jets

● Changing jet pT ⇔ need to rerun the selection after the smearing
● Also need to rerun the algorithm for identifying jets from W after smearing

○ The algorithm is slow as up to 6 jet permutations are tested!
● In analysis: ~ 100 scale/resolution variations
● This is done only for the nominal calibration
● Need to process systematic uncertainties (~400 variations) for nominal scale and resolution 

parameters
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Custom scale Custom resolution 



Algorithm of the processing
All of this is done in a single loop over events

1. Create smeared sets of jets for every event (~100 sets per event)
2. Check each set if it passes selection
3. Identify the right jets from the W for every set
4. Check the quality of matching
5. Create histograms for each jet set (that passed the selection)

a. Multiple regions
b. Multiple distributions
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Local processing
● Using ATLAS-general processing framework: FastFrames

○ RDataFrame based framework
■ No DASK, but using multithreading (users can set the number of cores used)

○ Can be extended with “a custom class” to allow users to add any new variables (branches)
○ Meant to be general for standard ATLAS ntuples (CP algorithms)
○ C++ code for the custom class
○ YAML configuration file for selection/histogram definition

● Metadata
○ FastFrames allows to aggregate metadata as a preparatory step

■ Luminosities/cross-sections/sum of weights
● Output

○ One ROOT file per “sample” (can be more generated samples combined)
■ One RDataFrame call per sample (allows trivial parallelisation)

○ Each file
■ Folder for each systematic variation
■ Each folder has all defined histograms
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FastFrames introduction
General features of FF:
● YAML config file for steering:

○ Set paths
○ Define “Samples”, “Regions”, etc.
○ Define Histograms, event weights, etc.

● Automatic identification of metadata
○ File paths, sumWeights, luminosity 

scaling/campaign, cross-sections, etc.
● Custom C++ class for more complex use cases

○ ONLY here you need to write some code.
○ Can expose variables to the config file.

● Define everything for nominal only (“NOSYS”)
○ All systematics will be automatically 

created 
○ Systematics can be automatically identified 

if requested
○ Includes selection, histograms, weights, etc.
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https://gitlab.cern.ch/atlas-amglab/fastframes


FastFrames metadata processing
● This step is needed before any processing.
● We pass the path to the folder with the input ntuples

○ FF will recursively check all sub-folders
● FF creates two text files (human readable):

○ 1) File list with the dataset IDs, campaigns, Fast sim 
vs full sim flags

○ 2) Per DSID/campaign sumweights for all 
variations

● Cross-section
○ We read from the central file (cvmfs)

● Luminosity
○ Default values are provided for all Run2 and Run3 

periods
○ But, custom luminosities can be configured per 

campaign via the config file
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FastFrames: systematics
● NTuples contain a histogram with the list of all systematics.

○ They can be used to automatically select all systematics.
○ This can be overridden from the config file.

● Before executing any RDF processing
○ Read the list of all branches.
○ Identify which systematic affects which branch.

■ Can be done due to a predefined format (suffix with the systematic name).
■ Also which branch is affected by which systematic.

● Helper function for the custom analysis code
○ Will call Define() for each systematic variation affecting inputs: systematicDefine.
○ Update the maps of systematics ⇔ branches.
○ User builds only the nominal Define() but this is repeated for all systematics.
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Benchmarks for the histogramming step
● Input ~ 5TBs

○ Each TTree ~5000 branches
● Output ~ O(100) MBs
● Running on 20 CPUs, one machine

○ Memory usage ~10 GBs
● Running time ~48 hours

○ All cores used to ~100% ⇔ more cores would speed up the process
● Significant complication due to the selection applied after smearing
● Produces O(10k) histograms per output file
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How does this scale to HL-LHC
● Crucial question

○ Will we be using plan ntuples at some point?
■ Allows very fast turnaround
■ Trivial interface (flat inputs)
■ Large input size

○ Or produce histograms directly from derivations?
■ Input files stored remotely ⇔ no need to worry about space
■ Large computing resources
■ Would need to interface all the standard tools
■ Possibly “long” turnaround time?

● My observations
○ RDataFrame scales incredibly well

■ Linear scaling with the number of CPUs
● Powerful machine ⇔ highly efficient multithreading

■ Does not need that much RAM
■ Can produce thousands of histograms

○ Input file size can be an issue with flat ntuples
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Interesting observations
● Currently many analyses need to pair inputs

○ E.g. one detector level tree and one truth-level tree
○ Match events e.g. with eventNumber + runNumber
○ Any differential cross-section measurement needs this

● RDataFrame provides support for the matching (“BuildIndex”)
● But

○ It is not as seamless as without the matching
○ Large processing penalty ⇔ non-continuous reading 

■ Factor of x3?
○ The matching of events can be super slow

■ O(1B) events might need to be matched in some cases!
● Should consider this as a very-real analysis need
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BACKUP
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FastFrames metadata 
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filelist.txt

sum_of_weights.txt


