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Overall approach

• Steps towards a set of HL-LHC analysis examples 

‣ survey within ATLAS & CMS experiments [done, remains open] 

- distributed widely: mix of computing/software lists and physics mailing lists in ATLAS/CMS 

- some selection bias unavoidable 

‣ blueprint meeting discussing selected analysis examples [now] 

‣ summary document with benchmark analysis examples
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Survey design
• Survey aims to extract quantitative details regarding computing 

‣ physics contexts, team structure, links 

‣ computational aspects 

- workflow structure 

- dataset sizes (on disk, event count), frequency of steps & runtime 

- storage locations, environment setup, frameworks used 

‣ extrapolation to the future 

- scaling with luminosity 

- free-form field for thoughts about extrapolation 

• Survey remains open 

‣ ATLAS members: https://forms.gle/QxNxQPRz5116Qaqg6  

‣ CMS members: https://forms.gle/2d7wX5HA6rmcVBf1A 
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Not information every 
physicist will have handy! 

Made it simple to skip 
questions as needed, aware 
of possible implications on 
selection bias.

https://forms.gle/QxNxQPRz5116Qaqg6
https://forms.gle/2d7wX5HA6rmcVBf1A


Teams and types of analyses
• Teams have small set of people who actively run analysis pieces 

‣ may have many more people who contribute in other ways 

• Good mix of different physics targets
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Pre-defined analysis steps
• Defined three analysis steps used for several questions 

‣ respondents can indicate “don’t have this step”workflows
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“NTUP”

“POST”

“HISTO”

labels used in subsequent plots



Input format

• Most people use PHYS, less PHYSLITE for now 

‣ likely (hopefully) will look different in the future 

• Many other formats too 

‣ DAOD_MUON1, LLP1, ESD, Higg5D3, HIGG1D2, 

STDM11, event picking from RAW, BPHY18, BPHY12, 

BPHY24, …
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Frequency and input size of steps [ATLAS]
• General trend: event size / count filtering throughout the pipeline, later stages run more frequently 

• Logarithmic axis for input sizes and frequency (!) large variations between analyses 

• Some analyses have no ntuple post-processing step
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Data rate estimates

• Order of magnitude estimates of data rates 

‣ caveats apply! 

‣ resolution / amount of answer options 

‣ does not capture fraction of input data being read 

• Not normalized per resource 

‣ e.g. NTUP stage may use 10k cores, HISTO may use 10 

• Very wide spread 

‣ 4–5 orders of magnitude in variation!
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Event rate estimates

• Order of magnitude estimates of data rates 

‣ similar caveats apply! 

• Larger event rates at NTUP step 

‣ may be due to more resources being used 

• Again: very wide spread 

‣ also 4–5 orders of magnitude in variation!
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Where is data stored

• Wide mix of resources used to store data 

• Cluster-specific disks remain a popular choice throughout 

‣ later stages more often stored in personal space
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Environment setup

• ATLAS environments & cvmfs dominates for NTUP 

• Custom environments more popular in later stages 

‣ very limited use of containers (more in CMS)
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Frameworks, resources
• Computing resources mentioned frequently: grid, local cluster, 

lxplus/lxbatch 

• Histogram on the right shows pre-defined options 

‣ wide mix of software used! 

• More software & frameworks mentioned in free-form answers 

‣ multiple times: Common Analysis Framework (CAF),  

xTauFramework, xAODAnaHelpers 

‣ bbbbarista, UnROOT.jl, MasterShef, TRExFitter, RooFit, BOOM, 

MuonTester, EventLoop, TensorFlow, Jax, dgl, 
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Many free-form answers
• A lot of content in the answers, expect to follow up further within ATLAS 

‣ “Documentation for this framework is also very poor” 

‣ “Uses multithreading from SSD-cached input NTuples. [RDataframe-based analysis]“ 

‣ “I'd like to be using GPUs but I think I'd need to redo my workflow with jupyter […] to get access to them“ 

‣ “The challenge was getting access to HPC with large scale GPU and CPU infrastructure needed for this analysis.“ 

‣ “We have our own framework based on EventLoop. It's wonderful. Please don't make us use something else.“ 

‣ “Personally, I used such notebooks for interactive analysis to e.g. prototype analysis selections. When they are set up with 16 cores 

and 32 GB ram this worked quite well and the time from the draw command to look at the resulting histogram(s) is usually < 30s.“ 

‣ “could have used PHYSLITE instead of PHYS […] but […] some variable was missing in PHYSLITE“ 

‣ “challenge is problematic sites on the grid [...] and sometimes runs for > 1 day but gets stopped by an issue with that particular 

grid site.“ 

‣ “We stopped using /eos/ because it couldn't handle many concurrent reads. The AnalysisBase / EventLoop stuff was not really 

accessible to newcomers (esp. those w/o c++ knowledge).“ 

‣ “Typical situation results in e. g. 50% successful derivation jobs and 50% failing with no obvious reason.“
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Extrapolation to HL-LHC
• Extrapolation of computational cost towards HL-LHC 

• Half of the answers expect scaling linear with integrated luminosity 

‣ no significant difference across analysis types
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Selected analysis examples
• Invited four respondents to present their setup in more detail 

‣ di-Higgs (Sebastien Rettie) 

‣ jet calibration in ttbar (Tomas Dado): 

‣ multi-lepton SUSY (Tina Potter) 

‣ R(K*) measurement (Dvij Mankad) 

• Considerations for selected set include 

‣ mix of physics goals 

‣ variety of input data formats, workflows and software used 

‣ range of total input size / total computational cost 

• We believe these may be representative of a much larger set of physics analyses 

‣ also want to discuss which aspects important to other analyses these may not capture

15Alexander Held, Oksana Shadura



• di-Higgs (Sebastien Rettie): ■ 

• jet calibration in ttbar (Tomas Dado): ● 

• multi-lepton SUSY (Tina Potter): ▲ 

• R(K*) measurement (Dvij Mankad): X

Selected analysis examples
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Data and event rates
• di-Higgs (Sebastien Rettie): ■ 

• jet calibration in ttbar (Tomas Dado): ● 

• multi-lepton SUSY (Tina Potter): ▲ 

• R(K*) measurement (Dvij Mankad): X
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approximate data and event rates per step (denoted by 
color) per selected analysis (denoted by symbol) 
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Backup



Input size & event count
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Frequency and runtime
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Runtime and event count [ATLAS]
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• We aim to minimize time-to-insight and maximize the HL-LHC physics reach 

‣ let physicists spend more time doing physics, less time debugging, bookkeeping, waiting, … 

‣ tighten feedback & support cycles by connecting communities together 

• Physics is the end goal: strive to find ways to overcome computing challenges

physicists

Empowering physicists, today and tomorrow
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software Analysis 
Facilities

training & support, scaling

historically underdeveloped connection

training & support 
feature request, bug reports

IRIS-HEP is active in all these areas
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The Analysis Grand Challenge (AGC)

• The Analysis Grand Challenge (AGC) defines a physics analysis task with Open Data to test HL-LHC workflows 

‣ columnar data extraction from large datasets & data processing into histograms 

‣ statistical model construction and statistical inference, relevant visualizations 

‣ ML training & inference 

• Focused on workflow & interfaces, not computational cost: 1.8 TB inputs, 1 B events
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The IRIS-HEP AGC reference implementation
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The IRIS-HEP reference implementation employs 
the Scikit-HEP/ PyHEP ecosystem  

and serves as ideal environment to test our latest R&D. 

find it all on GitHub and https://agc.readthedocs.io/ 

https://github.com/iris-hep/analysis-grand-challenge/
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Defining the 200 Gbps Challenge
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We identified a 200 Gbps data rate as relevant target in 2024 and pursued this goal: 

see https://arxiv.org/abs/2503.15464 

CMS NanoAOD example 

With 2 kB / event, this means 

‣ 90 B events, 

‣ 50 MHz event rate, 

or 1k cores with 50 kHz and 25 MB/s each.

ATLAS PHYSLITE example 

With 10 kB / event, this means 

‣ 18 B events, 

‣ 10 MHz event rate, 

or 2k cores with 5 kHz and 12.5 MB/s each.

25% of file content 30 minutes

200 Gbps

180 TB dataset

https://arxiv.org/abs/2503.15464


200 Gbps example measurements
• Successful 200 Gbps Challenge project to showcase technology readiness as checkpoint towards HL-LHC 

‣ extremely valuable to generate feedback and identify potential bottlenecks 

‣ planned extensions for more realism, other facilities interested in also running this setup
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200 Gbps

more details: 
‣ 40 B events, 64k files 
‣ 1304 workers 
‣ 32 MHz event rate 
‣ data processed (compressed): 30 TB 
‣ data processed (uncompressed): 71 TB

more details: 
‣ 32 B events, 190 TB data, 218k files 
‣ 1739 workers peak 
‣ 15 MHz event rate, 5–20 kHz per core 
‣ 200 Gbps throughput sustained 
‣ data processed (compressed): 32 TB 
‣ data processed (uncompressed): 80 TB

200 Gbps

Coffea-casa at Nebraska UChicago AF


