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The Particle Tracking Challenge at the HL-LHC

The HL-LHC environment

Now (Run 3) HL-LHC

Collisions / crossing ∼55 ∼200

Particle tracks / event ∼2,000 ∼10,000

Detector hits / event — ∼100,000

Turning this sea of hits into particle tracks leads to

a combinatorial explosion of possibilities.

Current methods

• Kalman filters: reliable, but the work

grows like the square of the number of

collisions — slow at HL-LHC scale

• Graph neural networks (GNNs): very

promising, but need large networks and

a lot of computing to keep up

This study: we explore whether quantum circuits, used as layers inside a GNN, can

help —

and we report what we get when we try.
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From Detector Hits to Graphs

Natural graph representation

• Node = one detector hit

• Edge = a candidate connection between two

hits

Goal: classify each edge

Do these two hits come from the

same particle?

Yes (track segment) or No (random pair)

Edges are built with metric learning: an MLP maps hits

into an embedding space, and nearby hits are connected

(GNN4ITk / ACORN pipeline).

h1
h2

h3 h4

h5

same particle

random pair

∼40,000 edges per event.

Only about 1 in 10 is a real match.
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Baseline: Classical Graph Neural Network

Framework: ACORN (developed by the GNN4ITk team) — an interaction network that

classifies edges as true or false.

Input

graph
Encoders

Interaction

network ×4
Decoder

Edge

scores

How it works

• Nodes and edges exchange information

(“message passing”), repeated 4 times

• Each update step is a small classical MLP

• A final sigmoid gives a yes/no score per

edge

Track record

• Well suited to ATLAS ITk and

TrackML-style graphs

• Proven in tracking benchmarks

• But parameter-heavy and

computationally expensive
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Why Quantum in Particle Tracking?

The quantum promise

• Naturally represents complex correlations

• Access to very large feature spaces with

relatively few qubits

• Potential for parameter-efficient models

Our approach: hybrid

• Quantum circuits as specialised layers inside

the existing GNN pipeline

• Not a replacement — quantum augments

classical tracking

The question of this study

With the same small network, how

does a GNN with quantum layers

compare to the fully classical version?

We study the behaviour — accuracy,

parameter count, cost — and report what we

get. We make no quantum-advantage claim.
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Quantum Circuits in Brief

• Qubits can be in multiple states at once

(superposition) and linked together

(entanglement)

• A variational quantum circuit (VQC)

applies rotation gates with trainable angles,

plus entangling gates (CNOT, CRZ) between

neighbours

• Measurement of each qubit gives a number

between −1 and +1

• The angles are trained together with the

classical network weights, by ordinary

backpropagation

|0⟩

|0⟩

|0⟩

RY (θ) RZ (θ)

RY (θ) RZ (θ)

RY (θ) RZ (θ)

⟨Z⟩

⟨Z⟩

⟨Z⟩

rotations (trainable) → entangling gates → measure

Output of the circuit:

a handful of trained numbers in [−1, 1].
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The Quantum Layer: Circuit → Weight Table → Whole Event

In three steps

1. The circuit holds only trainable

angles — no event data enters it.

2. Its measured outputs form a small

weight table W.

3. W multiplies the whole event’s

features in one GPU multiply (up to

∼40,000 edges).

Cost

Event data never enters the circuit: one

evaluation per pass, any event size. Per-edge

encoding needed ∼40,000 (Tüysüz et al. 2021).

Step 1
Quantum circuit

trainable angles in → a few numbers out

Step 2 Small weight table W

measure

Step 3
All node & edge features

(up to ∼40,000 edges)

one GPU multiply

event data

(never enters

the circuit)

updated features → edge scores
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Hybrid Quantum-Classical GNN Model

We take the classical GNN and swap the middle of each building block for the quantum layer

— everything else stays the same.

Classical block:

Linear ReLU

Hybrid block:

tanh
quantum

layer

• 5 such blocks in the network (violet on the right)

• All 5 blocks share one circuit — very few

quantum parameters

Read the hits

Read the edges

×4

Update edges

Combine

Update hits

Score each edge

Yes/no per edge

Violet = block with a quantum layer
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Implementation

Dataset

• OpenML tt̄ events, no pileup

• 800 train / 100 val / 100 test events

• ∼50,000 edges per event, ∼11% real

matches

Frameworks

• ACORN + PyTorch (graphs, message

passing)

• PennyLane (quantum circuits,

GPU-simulated)

Models compared

• Same architecture for all: hidden size 16,

4 message-passing steps

• Classical: ordinary MLP blocks

• Quantum: 2, 4, 8, or 16 qubits in the

quantum layer

Training

• Quantum + classical parameters trained

together, end to end (Adam, BCE loss)

• NVIDIA A100 GPU, circuit simulated with

cuStateVec
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Results: Classical vs Quantum, Same Small Network

What we get

• Quantum models are comparable to the

classical baseline

• With 4 qubits: same scores, 3× fewer

parameters

• With 8 and 16 qubits: higher scores on

every metric

16 qubits vs Classical

AUC: 0.964 vs 0.909
Finds 84.5% of real edges vs 71.2%

4 qubits ties Classical

with 3× fewer parameters

Same test events for all models

Model Found AUC Params Q-params

Classical 0.712 0.909 3,585 0

2 qubits 0.708 0.906 655 18

4 qubits 0.742 0.918 1,245 36

8 qubits 0.802 0.950 2,425 72

16 qubits 0.845 0.964 4,785 144

• “Found” = share of real edges found; “Q-params”

= circuit parameters (shared across the 5 blocks)

• Physics goal is finding ≥ 95% — no model reaches

it at this small network size (details: backup)
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ROC and Precision-Recall Curves

ROC curves

How well each model separates real edges from

random pairs; the area under the curve is the AUC

in the table.

Precision-recall curves

The stricter test here: with only ∼1 in 10 real

edges, these curves show whether high scores are

genuine. The ordering matches the table.
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Scores Improve Consistently with More Qubits

2 4 8 16
0.4

0.6

0.8

1

Number of qubits

S
co
re

AUC Avg. precision Found

F1 Classical AUC (baseline)

What we see

• 2 qubits: weight table too small —

slightly below classical

• 4 qubits: ties classical, 3× fewer

parameters

• 8 and 16 qubits: ahead of classical

on every score

• Trend is consistent across all

metrics

Training time: the 16-qubit model takes

∼1.7× longer than classical; the 4-qubit

model adds almost no extra time.
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Analysis

Observations

• Quantum layers integrate cleanly into the

GNN and train stably, end to end

• In this setup, the quantum models are

parameter-efficient: 8 qubits reaches higher

scores than the classical baseline with fewer

parameters (2,425 vs 3,585)

• One circuit evaluation per pass keeps the

quantum cost flat as events grow

Scope of this study

• These are observations at one small

architecture on one dataset — not a

quantum-advantage claim

• Model kept small on purpose for a

controlled comparison — scaling up is the

next step

• Single training run per model (repeat runs

for error bars underway)

• No overlapping collisions in the test data

yet

At small parameter budgets, quantum-generated weight tables are competitive with

classical layers — a parameter-efficient behaviour worth studying further.
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Conclusions

✓ Built a hybrid quantum-classical GNN for particle tracking, with the quantum layer as a

drop-in replacement inside the MLP blocks.

✓ It runs at full event size: one circuit evaluation per pass, for ∼40,000 edges.

✓ Results: comparable or better accuracy than the classical baseline at the same small

network size, often with fewer parameters — parameter-efficient, though larger classical

models still score higher.

$ Next — scale up the model: larger hidden size, deeper blocks, and more qubits, to close

the gap to the ≥95% physics goal.

$ And beyond: repeat runs with error bars, noise-aware training, tests on real quantum

hardware, and busy (pileup) events.

Thank you!
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B1 — How the Weight Table Is Built

In plain words: the circuit’s few outputs are multiplied with each other to fill the whole table.

The construction

The circuit outputs nqubits measured values

e = (⟨Z0⟩, . . . , ⟨Znqubits−1⟩) ∈ [−1, 1]nqubits . The weight

table is their outer product, plus the values on the

diagonal:

W = 1
nqubits

(
e e⊤ + diag(e)

)
Entry (i , j) is essentially eiej .

Why this is different from a normal layer

A normal layer has n2
qubits independent weights; here

n2
qubits entries come from nqubits correlated circuit

outputs — far more constrained.

Normal layer (4× 4)

16 independent numbers

vs.

Quantum table (4× 4)

16 entries from 4 circuit outputs
every entry linked

to every other
no links

between entries

Open question: does this linked structure help for

edge classification?



B2 — Parameter Efficiency View

In plain words: plotting score against model size shows the quantum models sit at or above the classical

baseline while using the same or fewer parameters.

0 1,000 2,000 3,000 4,000 5,000

0.9

0.92

0.94

0.96

Classical

2 qb

4 qb

8 qb 16 qb

Total parameters

A
U
C

Reading the plot

• Up = better score, left = smaller model

• 8 qubits sits up-and-left of Classical:

higher AUC with ∼30% fewer parameters

• 4 qubits matches classical at 3× fewer

parameters

Scope

Observation at this small scale, single runs —

not a general quantum-advantage claim.

Larger classical networks reach higher AUC

than any model shown here.



B3 — Performance vs Track Momentum (pT )

In plain words: how well each model does for slow versus fast particles.

Share of real edges found Share of accepted edges that are real

The 16-qubit model keeps a steady lead over classical across the whole momentum range. All models do

better at high pT : slow particles curl in the magnetic field and create more confusing random pairs — a

harder problem for any classifier.



B4 — How Confident the Models Are

In plain words: a good model gives real edges scores near 1 and random pairs scores near 0, with a clear gap

between the two groups.

The 16-qubit model shows the clearest separation between the two groups. All results use a fixed cut at 0.5;

tuning that cut per model would improve the found/purity numbers further.



B5 — Dataset Details

In plain words: simulated top-quark events, turned into graphs with the standard GNN4ITk pipeline.

Source and construction

• OpenML tt̄ sample, no pileup (ttbar pu0)

• Coordinates converted to cylindrical (r , φ, z)

• Edges built by nearest-neighbour search in a

learned embedding space

Per-event numbers

Edges / event ∼49,820

Real matches ∼5,598 (11.2%)

Train / Val / Test 800 / 100 / 100 events

Features per node and edge

Node (one hit):

x = (r/1000, φ/π, z/1000, η)

Edge (a hit pair), computed on the fly:

e = (∆r , ∆φ, ∆z , ∆η)

No-pileup caveat

HL-LHC events with 200 overlapping collisions

have ∼106 edges. The quantum cost stays one

evaluation; only the (fast) GPU multiply grows

with event size.



B6 — Training Configuration

In plain words: the exact settings, identical for the classical and quantum models except the blocks themselves.

Optimisation

Loss BCE (pos weight = 15)

Optimiser Adam, η = 5× 10−4

Schedule Warmup (5 ep) + cosine

Max epochs 100

Early stop patience 50 on val AUC

Grad clip 1.0

Hardware

GPU NVIDIA A100-SXM4-80GB

QNode lightning.gpu (cuStateVec)

Diff. adjoint

Framework PennyLane + PyTorch Lightning

Architecture (all models)

Hidden size 16

Message passing 4 iterations

Encoder layers 1

Edge/Node net 1 layer each

Decoder layers 1

Concat skip conns ✓

Undirected MP ✓

Gradient ckpt ✓

Quantum scan

2, 4, 8, or 16 qubits; 2 variational layers. Identical

architecture — only the MLP blocks are swapped.



B7 — The Hybrid Block in Detail

In plain words: what exactly sits inside each violet block, and how many parameters each model has.

Linear

din → nqubits

tanh

[−1, 1]

quantum

1 eval.

Linear

nqubits → h

classical classical

• tanh keeps values in [−1, 1], matching the circuit’s

output range

• The safety path (residual +x) keeps gradients

flowing — and if the circuit output were lost, the

block still passes its input through

• LayerNorm, not BatchNorm (graphs vary in size)

• One shared circuit for all 5 blocks

Parameter counts

Model Total Quantum

Classical 3 585 0

2 qubits 655 18

4 qubits 1 245 36

8 qubits 2 425 72

16 qubits 4 785 144

“Quantum” = circuit parameters, shared across all 5 blocks



B8 — The Circuit in Detail

In plain words: the exact gate sequence, how many parameters it has, and what it costs to simulate.

Per-qubit block, one variational layer:

RX (αw ) · RZ (βw ) · RY (γw ) · CNOT(w→w+1) · CRZ (δw ; [w ,w+1])

• 2 variational layers → 8nqubits variational parameters

• Plus nqubits trainable encoding angles → 9nqubits

quantum parameters in total, shared across all 5

blocks

• Initialised near zero, so the circuit starts out close to

doing nothing — training turns it on gradually

• Gradients via the adjoint method (memory-efficient)

Simulator

lightning.gpu (cuStateVec), with CPU

fallbacks lightning.qubit / default.qubit.

Cost at 16 qubits

State vector: 216 = 65,536 complex numbers —

easy on an A100.

A noisy (density-matrix) simulation at 16 qubits

would need 416 ≈ 4× 109 — infeasible; noise

studies will use the 4-qubit model.



B9 — One Evaluation vs One-Per-Edge

In plain words: the side-by-side accounting of why this design stays cheap while per-edge encoding does

not.

Per-edge encoding This work

Circuit evaluations / event ∼40,000 1

Event data enters circuit Yes No

Circuit output one edge score the weight table W

All edges at once on GPU No Yes

Error mitigation (ZNE, 3 levels) ∼120,000 evals 3 evals

Real quantum hardware prohibitive tractable

The trade: event data no longer couples directly to the circuit — it enters only through the GPU

multiply. In exchange, the quantum cost is constant for any event size, and running on real hardware

becomes realistic.



B10 — Performance vs Detector Region (|η|)

In plain words: how well each model does in the central versus forward parts of the detector.

Share of real edges found Share of accepted edges that are real

All models get worse in the forward region (high |η|), where tracks are harder to separate. The 16-qubit

model keeps the largest margin over classical in every region.



B11 — Training Convergence

In plain words: validation and test numbers agree, so the models are not overfitting.

Final-epoch validation metrics:

Model Val found Val purity Val AUC

Classical 0.963 0.746 0.907

16 qubits 0.956 0.747 0.964

• Validation numbers are a bit higher than test — expected, since validation events were used for

early stopping

• Test AUC closely matches validation AUC for both models — no sign of overfitting

• The 16-qubit model has slightly lower validation “found” but higher AUC — it separates the two

classes better overall

• Note: single-run results; repeat runs (5 seeds) with error bars are in preparation
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