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Where is your supercomputer?

Greenhouse gas emission intensity of gross electricity generation of EU Countries for 2024
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Data source: https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation



https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation
https://www.eea.europa.eu/en/analysis/indicators/greenhouse-gas-emission-intensity-of-1/greenhouse-gas-emission-intensity-of-electricity-generation

Where is your supercomputer?

Greenhouse gas emission intensity of gross electricity generation of EU Countries for 2024
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Where does power go in the system?
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Where does power go in the GPU?

“GPUs can require over 50x more energy to fetch a FP64 word from HBM
than to compute one FLOP on it”

“off-chip data movement is 3 to 8x more expensive than on-chip”

Memory Level Vector Units Matrix Units
HBM L2 L1 FP64 FP32 FP16 INT32 FP64 FP32 FP16
[pJ/bit] [p]/bit] [p]/bit] | [pJ/FLOP] [pJ/FLOP] [p]J/FLOP] [p]/Op] | [pJ/FLOP] [p]J/FLOP] [pJ/FLOP]
A100| 13.11 4.71 1.59 28.50 10.70 12.97 13.74 13.35 1.24 0.70
GH200| 11.68 4.87 1.45 23.60 8.46 4.86 11.02 6.61 0.68 0.52
MI250X | 13.64 2.82 1.54 15.73 8.35 4.66 10.50 7.36 5.27 1.60
MI300A | 14.72 1.39 2.11 11.47 8.72 4.72 9.68 3.40 3.84 0.46

Source: Antepara et al., SC25, 2025 https://doi.org/10.1145/3712285.3759815
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Questions

1) Using lower precision will impact numerical accuracy
AHow do we optimize this trade-off?

2) Rewriting applications to use less energy may increase execution time
ADoes this actually improve overall energy-to-solution? and at what cost?

3) Using a different supercomputer may require porting to new platforms
AHow important is it (re-)optimize for different hardware?



Mixed-Precision GPU Computing

Idea: use low floating-point formats in parts of the application where high
precision is not needed

ABenefits:
A Lower memory footprint, less energy spent on moving data around
A Better effective bandwidth/cache utilization
ALower register usage, may improve utilization
AFewer compute cycles needed, especially when using half2

ADrawbacks:

ALower is not always better in terms of performance (cast overhead)
Almpacts the numerical accuracy
AGPU Programming for mixed-precision is a nightmare

Heldens & Van Werkhoven, ACM TOMS (2026) https://doi.org/10.1145/3779120
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Programming challenges

ANo type promotion for lower precision

Al T Bmomotedto AT O Aniheh mixing 32-bit and 64-bit data types

A Cannot mix the other types in arithmetic operations
ANeed to pack 2 FP16 values into a half2 vector to get compute speedup
ASome operations require intrinsic function calls

AMBAEOWE OB m & £l ABrmmE YT A BwsES]f OBWmsES] £l AAs &
AMissing operations

ANom i OA 8
AMissing or awkward type conversion

Amml OMAOOMAEI | AOszOAxY mOl mAEDR OY

ANo EDt AT OANoKE AltdA £l | RO L

Heldens & Van Werkhoven, ACM TOMS (2026) https://doi.org/10.1145/3779120
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KEI"TIEI HEIEIJ[: header-only C++ library

ATargets CUDA and HIP

AOffers the data type:
EAOT Al mkAAIAAO
A. elements of type 4
AAuto selects optimal storage format

ASupports all mathematical operations
AAuto selects best intrinsic

AFallback to single precision for missing
operations

AMakes it easy to mix precisions in GPU
kernels and experiment

ogithub.com/KernelTuner/kernel float

0 J o s W NP

o

10
11
12
13
14

#include "kernel float.h"

namespace kf = kernel_float;

{

}

global___ void axpy (

kf::vec_ptr<YTYPE, VECTOR_ SIZE> vy,
kf::vec_ptr<const XTYPE, VECTOR_SIZE> x,
ATYPE a,

const int n)

int i = BLOCK_SIZE_X x blockIdx.x + threadIdx.x;
if (i < n/VECTOR_SIZE) {
y[i] += a x x[i];

}

Example of an axpy HIP/CUDA kernel with Kernel Float

Heldens & Van Werkhoven, ACM TOMS (2026) https://doi.org/10.1145/3779120
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Optimizing GPU applications

To maximize GPU performance and/or energy efficiency we need to find the best
combination of:

AGPU core and memory clock frequencies

ADifferent mappings of the problem to threads and thread blocks
ADifferent data layouts in different memories (shared, constant, ...)
ADifferent data types for input/output data and intermediate computations
AThread block dimensions

A Code optimizations that may be applied or not

AWork per thread in each dimension

A Loop unrolling factors

AOverlapping computation and communication

A...

Problem:
. Optimization Techniques for GPU Programming
ACreates a very large design/search space Hijma et al., ACM Computing surveys 2023

https://doi.org/10.1145/3570638
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Manual optimization versus automatic
performance tuning

AOptimizing code manually you iteratively:
AModify the code
ARun a few benchmarks
ARevert or accept the change

AWrite a templated version of your code or a code generator
ABenchmark the performance of all code variants

AWith auto-tuning you: m




Generic auto-tuning frameworks

ASpecify: how to call the code, input/output data, tunable parameters
AAutomate compilation, benchmarking and search

AExamples of open-source tuning frameworks:

/A_T_ﬁ ﬂ“’f #< Kernel Tuner

github.com/atf-tuner/pyATF ogithub.com/HiPerCoRe/KTT github.com/kerneltuner/kernel tuner
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sS Kernel Tuner

A tool for automatic performance tuning of GPU kernels

ADeveloped open source (Apache 2.0)

AFunded by several national and European
projects

AUsed by many universities, research
organizations, and commercial companies

ASupports:
A CUDA, HIP, OpenCL, C++, Fortran, OpenACC
A 20+ search optimization algorithms
A Energy measurement of GPU kernels

A Mixed-precision & accuracy tuning netherlands
. sSciencd -1y
A Many different use cases

W AST(QON |/(K Universitei

M The Netherlands

https://github.com/KernelTuner/kernel_tuner




Auto-tuning as numerical optimization

ACombine all sets of values "Yfor all &€ tunable parameters in search space

~

n Y %Y E Y
ALet "Q® be the execution time of code variant/configuration N N

ATreat the problem as a numerical optimization problem
W A O CE Qw



Performance Accuracy Trade-off

AThe tuner will quickly figure out that

performance can be improved using Newton-Raphson
low precision floating-point data € 6 iz A0 i i
types Lo i '.
> 40 | i
S o : i
S [ '
AHowever, the error that this T 2F ‘l‘
. . @]
introduces might not be what we 5 1 . :
want from the application TS 10 s

Log NRMSE error

Heldens & Van Werkhoven IEEE TPDS (2026) https://doi.org/10.1109/TPDS.2026.3659324
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Constrained optimization

Best configuration found on average over
100 runs of Genetic Algorithm on Nvidia A100

performance, if errory < 7, Bessel Conv2D K-Means MRI-Q
T=—3.5 T=-4.0 T=—30 T=-4.0
penalty(x otherwise. o+ [ 1 f 1T :
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| o, | . [ 1 ==F { ) 110.0 | 7
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Heldens & Van Werkhoven IEEE TPDS (2026) https://doi.org/10.1109/TPDS.2026.3659324
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Unified Tuning

ACan the tuners still find near optimal configurations when we combine
all parameters in one big search space?

AWill unified tuning outperform isolated tuning approaches?

< Bessel Convolution2D
O ' ' ! I ' 4 o ' I ' ! ! ! I ' ! ! ! I
& Perf-then-prec: B GA M BO ] I
5 10 Prec-then-perf: ™ GA EBO
2 Unified (Ours): ™ GA HMBO
g-‘ 5 :_ -------------- ow T
- i
2 ot 0
« High Prec. Medium Prec. Low Prec. High Prec. Medium Prec. Low Prec.
< K-Means MRI-Q
O I 4 ! I ' ! I ' ! T ' I ' ’ I ' ! I
a ] i
LL L
g 4t
o Y [P
el
ERE
S [ More results can be
L] L 4
3 s 0 ‘ I
Z High Prec.  Medium Prec.  Low Prec. High Prec.  Medium Prec.  Low Prec. found in the paper!
Error threshold Error threshold l

Heldens & Van Werkhoven IEEE TPDS (2026) https://doi.org/10.1109/TPDS.2026.3659324
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Auto-tuning as numerical optimization

ACombine all sets of values "Yfor all &€ tunable parameters in search space

~

n %Y %Y E 7Y
ALet Q@ be the execution-time of code variant/configuration N N

ATreat the problem as a numerical optimization problem
W A O CE Qw



How measure GPU Power?

AGPUs come with internal power sensors
ACan be queried through CLI tools (nvidia-smi / amd-smi) or APIs

Four 325ms kernel calls on Nvidia A100

120 A

AHighly available, but Wl T ] e
ALow accuracy 0y
ALow sampling frequency e '

Requires measuring over extended
periods of time to get sufficiently = o;
reliable measurements

] 1 1 1
] 1 1 1
80 - : | i — \§
' I 1 ]
] 1 1 1
] 1

0 200 400 600 800 1000 1200
Time (ms)

Yang et al. SC24 2024 https://doi.org/10.1109/SC41406.2024.00028
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Custom (external) hardware solutions

For example, PowerSensor3:
Alnstantaneous power readings
AVery high sampling rates

AFully open-source hardware and software
ACERN-OHL-P v2 and APACHE 2.0

ASome assembly required ...

& 4 PowerSensor3: A Fast and Accurate Open Source Power Measurement Tool
S.van der Vlugt, et al. ISPASS 2025. https://doi.org/10.1109/ISPASS64960.2025.00028
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PowerSensor3

Power (W)

120

100

Energy measurement of a synthetic workload on a NVIDIA RTX 4000 Ada GPU
B e —— PowerSensor3
o —— NVML instant

. —— NVML average
Kernel execution

https://doi.org/10.1109/ISPASS64960.2025.00028
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Tuning GPU code for energy efficiency

ARace-to-idle: use the device for CEMM Kernel

the shortest duration —

2.0 B race-to-idle+clocks
Bmm global energy-to-solution

ARace-to-idle+clocks:tune for s

shortest duration, then optimize

clock frequency for energy 10

) 0.5

AEnergy-to-solution: use the

fewest Joules to complete the 0.0 - -

operation, tuning everything AL00 rere ) Ad000

together

https://doi.org/10.1109/PMBS56514.2022.00010
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Performance portability

GPU software is mostly developed ; s 5)
and optimized for Nvidia hardware é —_— P

AThanks to toolssuchasE E D E £U %JDA\"
code is portable from Nvidia to AMD ml

‘L
L

ABut what about performance? \
—

HIP




Auto-tuning impact on Nvidia vs AMD
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.E o 6000
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z o I IIIIII III III
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Lurati et al. Euro-Par 2024 https://doi.org/10.1007/978-3-031-69577-3 7
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Performance portability and tuning

If we tune a code for one GPU, how will s GEMM

it perform on another? W6600- 1 | 0.79 0.94
MI250X 0.11 1 0.95 0.96
A4000 JEONIET-SEENINIE]S 1 0.95

ANvidia-tuned kernels typically do not A100 INNYITE 086 081 1

perform well on AMD GPUs

A But AMD to Nvidia typically gives good
performance

AMD - 0.99 0.88 0.82 0.94

NIl 0.032 0.029 1 0.97

All - 0.95 0.85 0.9 0.95

Configuration with maximum
performance portability score for

AMake sure to re-tune existing Nvidia-tuned

| | I |
code for AMD W6600 MI250X A4000 A100

... applied to...

Lurati et al. Euro-Par 2024 https://doi.org/10.1007/978-3-031-69577-3 7
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Example: Atmospheric Radiation

AWidely used radiation solver for atmospheric models: RTE+RRTMGP
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Energy

Reflected Shortwave Incoming Shortwave
LEGIELG Radiation
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-

Absorbed Energy




Example: Tuning RTE+RRTMGP

ACreated tunable versions of the major GPU kernels, tuning:
AData types for different input/output and local variables
AThread block dimensions, vector sizes, loop unroll factors, shared memory use
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Challenges and limitations

ADiminishing returns
AThe optimization process should not cost more than what you save
ASaved carbon emissions go down as carbon intensity lowers
Alncreased energy efficiency may increase total energy use (Jevons Paradox)
Alncreased execution time may increase resources used (embedded carbon)



Challenges and limitations

APower measurement / control
ALack of vendor support for fast and accurate power measurements
AMost HPC systems won’t allow users to control clock frequencies

ASearch space explosion
AAs we add more things to tune, search space sizes grow dramatically

Alncreasingly Al-oriented compute ecosystem
AHardware is increasingly developed mostly for Al
ANew GPU programming languages follow tile-based paradigm



Future directions

AOptimization algorithms:
Aln the absence of external power sensors, using fewer evaluations is key
AMaking the optimization algorithms aware of soft constraints / thresholds
AReusing information from previous runs: transfer/reinforcement learning
Alntegrating true multi-objective tuning into auto-tuning frameworks

ANew programming languages
ASupport for Julia and KernelAbstractions.jl in Kernel Tuner is coming

AMany new Python-embedded DSLs for GPU programming come with limited
support for auto-tuning

A Integration with mature auto-| R

A
A



