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1.

System Overview & Philosophy

What is your workflow engine's core design philosophy?
o Offer a containerised platform allowing researchers to organise and execute
declarative workflows on compute clouds.
Architecture approach (e.g., web-based, microservices, meta-workflow, grid
computing
o Cloud-native micro-service architecture. OpenAPIl, MQ, DB, OpenSearch.
o Offer multiple workflow engines to fit popular habits in the community.
o Add sidecar services to enrich upstream engines. Example: VOMS proxy.
Primary target audience and use case
o Searches for new physics Beyond Standard Model. Analysis reinterpretation.
o Generic workflow-as-a-service execution engine for both data production,
data analysis, and data verification needs.
o Installations exist in related scientific disciplines (e.g. astronomy).
Key design principles (accessibility, scalability, reproducibility, automation)
o Yes:)
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Typical data production and data analysis use cases
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2. Workflow Definition & User Experience

e How do users create and manage workflows?
o Workflows are typically authored in source code repositories which serves as
a single-source-of-truth for user input. An analysis may take 1-2 years.
e Workflow description format (visual editor, YAML, Python, etc.)
o Common Worklfow Language, Dask, Serial, Snakemake, Yadage.
e User interface approach (web GUI, command-line, API)
o Web, CLI (Python, Go), OpenAPI.
e Learning curve and accessibility for different user types
o Faster for people already using declarative workflow concept.
o Slower for people switching mindset from imperative to declarative paradigm.
o Example: It took one week for a CMS physicist working in H—-WW to adapt
his analysis to REANA with zero prior knowledge.
e Example: Show a simple workflow creation process
o Terminal — editor — reana-client — web inspection.
o Browser — click on “Run on REANA” badge — web launcher.
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3. Execution & Scalability

Where and how do workflows run?
o Workflow orchestration runs on Kubernetes, workflow jobs can run hybridly
on Kubernetes/HTCondor/Slurm based on user choice (workflow hints).
Execution environments (local, cluster, cloud, grid)
o Supported: Kubernetes, HTCondor, Slurm, Compute4PUNCH.
o In progress: Remote compute endpoints via MultiKueue (see EOSC).
Scalability model and resource management
o REANA was tested on Kubernetes clusters up to 600 nodes and 5k cores.
o In progress: Multi-cluster setup for further scaling. (Or dispatch to HTConor.)
o Fair-share depending on user load and workflow complexity.
Support for parallel execution and distributed computing
o Core feature.
Container/virtualization support
o Container images are the primary execution mode.
o Alternatives: Apptainer and CVMFS unpacked images on HTCondor, Slurm.
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3. Execution & Scalability :

Final results

Runtime reduced from
14m26s to 3m54s (3.7x
faster) when tested with 48
nodes

Reached 323 peak
concurrent jobs, from initial
102 jobs (3.2x more) when
tested with 48 nodes
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Figure 8. A scalability test submitting 200 workflows every 10 minutes. A cluster with 448 cores (left)
cannot keep up with the load. A cluster with 1072 cores (right) can comfortably hold the incoming
workload.
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4. Data Management & Integration

e How does your system handle data and integrate with other tools?
o Assumes a POSIX file system for hosting user workspaces.
o An option to use Rucio sidecar to stage-in / stage-out data.
o Users often live-stream data via XRootD.
e Data flow and management approach
o Fully defined by individual user workflow definitions.
e Integration with storage systems and databases
o CVMFS, EOS, Rucio.
e Data provenance and versioning
o Separate workflow runs use independent workspaces.
o Workflow restarts iterate on the identical workspace.
e Interoperability with other systems and standards
o User-defined: automated data publishing to HEPData repository.
o Automated connection to GitLab for workflow execution upon code push.
o A possibility to open Jupyter sessions alongside running workflows.
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workflow:
type: serial
specification:
ISEepSH
- name: stageout
environment: "docker.io/reanahub/reana-auth-rucio:1.1.1"

recas t ani d rea na ,m voms',[.)rgxy: true
in the pMSSM scan rucio: true

e Eight analyses run using RECAST - rucio upload --scope myscope --rse EULAKE-1 myresults.png

e 1878 models were processed with RECAST
> 9% of the 21177 models in the scan
e 9561 REANA jobs

> Including many failed tests and re-runs
> Web-page monitoring very useful

An example of data stage-out with Rucio
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Integration with GitLab with a “continuous analysis” flow



5. Reproducibility & Sharing

How do you ensure reproducible science?
o Relying on container technology to encapsulate original compute
environments.
o Instantiate necessary runtime services as needed (database snapshots,
custom Dask versions).
Workflow versioning and dependency management
o Using standard workflow languages with Git integration.
Sharing mechanisms and repositories
o Automated output data publishing to HEPData repository.
FAIR principles support
o REANA acts as an “analysis engine” to accompany digital repository services
such as CERN Open Data, CERN Analysis Preservation, Zenodo.
Long-term preservation capabilities
o Customisable workflow retention mechanisms.
o Recommending data egress to truster long-term digital repositories.
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5. Reproducibility & Sharing

Alice -

reana-client

dask:
coffea:2023
workers: 3

-

worker-1 scheduler
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REANA Server
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generates

launches

monitors
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dashboard-ingress
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REANA
Workflow
Controller

reana-client

Bob

dask:
coffea:2025
workers: 25

apiversion: kuberpetes.dask.org/vl
kind: DaskCluster

Spec
worker.
spec
containers:
- nane: worker
image: registry.cern.ch/docker.io/reanahub/reana-demo-agc-cms-ttbar-coffea:1.0.1 |
L_—n_'lz.ngeﬂu Policy: "ITNotPresent
e

command: ["/bin/sh",
args:
- exec dask-worker --name $(DASK WORKER NAVE) --dashboard --dashboard-address 8788
ports:
- name: http-dashboard
containerPort: 8788
protocol: TCP
resources
Units:

[nenory: 1]

scheduler:

- name: scheduler

image: registry.cern. ch/docker io/reanahub/reana-demo-agc-cms-ttbar-coffea:1.0.1

Data + Code + Environment @ Workflow = Reusable Analyses
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