Getting started with
Perimutter



System Specifications
Perimutter

Ove rVi ew Partition # of nodes CPU

GPU 1536 1x AMD EPYC 7763

256 1x AMD EPYC 7763
CPU 3072 2x AMD EPYC 7763
Login 40 2x AMD EPYC 7713

Strong focus on GPU nodes
® (CPU also available in large amounts!

GPU

4x NVIDIA A100 (40GB)

4x NVIDIA A100 (80GB)

1x NVIDIA A100 (40GB)

NIC

4x HPE Slingshot 11

4x HPE Slingshot 11

1x HPE Slingshot 11

® |[nterconnects (“NIC”) provide connection between nodes and devices on nodes



Perimutter
overview

® Huge group at
LBL devoted to
design,
maintenance,
and
optimization of
environments

L2 Connections

CPU Blade CPU Blade CPU Blade CPU Blade
P P CPU P CPU CPU CPU
Node ode Node Node Node
cas:sini Cas:sini Cas:sini Caélsini
@ Lo L0 L0 L0 |
‘% Rosetta Switch Blade g
£ H
. Q
S Rosetta Switch Blade 5
o~ =
) Lo @
CPU
Node
CPU Blade CPU Blade CPU Blade CPU Blade
Single Chassis
GPU Blade GPU Blade GPU Blade GPU Blade
GPU Node GPU Node GPU Node GPU Node GPU Node GPU Node GPU Node
Cassini Cassini Cassini Cassini
b _)
(—-[ Rosetta Switch Blade E
(—-{ Rosetta Switch Blade ] >
>
(—-{ Rosetta Switch Blade o>
(—{ Rosetta Switch Blade E
GPU Node GPU Node GPU Node GPU Node GPU Node GPU Node GPU Node GPU Node
GPU Blade GPU Blade GPU Blade GPU Blade
Single Chassis

suoposuu0d T



—m 4 -y

& ﬁﬂ'fl'aﬁfaz-hx;sr:!t e :
ALRRE N L I I i B e
R ‘1'-.'; 110

] =

|

|

[

e
1
4

»

Z




Level 0: terminal + installations

Hopefully everyone has used terminal

Mac: Cmd + space, search “terminal”

® PC:
® (Cyagwin
® \Windows subsystem for Linux
® |f you want to use powershell, good luck
o

PC setup can be nontrivial if not already done.

For graphics forwarding: X11 server

Mac: XQuartz
Windows + WSL.: should work natively, see here if there are problems
® To test: “xeyes”



https://www.google.com/url?q=https://www.cygwin.com/&sa=D&source=editors&ust=1750699866593848&usg=AOvVaw2WfiSyca4-roZU2mudqIib
https://www.google.com/url?q=https://learn.microsoft.com/en-us/windows/wsl/install&sa=D&source=editors&ust=1750699866593995&usg=AOvVaw2-M4BvUZt4iFRY6Ir3eiAD
https://www.google.com/url?q=https://en.wikipedia.org/wiki/X_Window_System&sa=D&source=editors&ust=1750699866594111&usg=AOvVaw2-Ut7vhK2NspzTp5RVFZVk
https://www.google.com/url?q=https://www.xquartz.org/&sa=D&source=editors&ust=1750699866594225&usg=AOvVaw0aibuq4N0gmcbIHHIeXAz0
https://www.google.com/url?q=https://stackoverflow.com/questions/61110603/how-to-set-up-working-x11-forwarding-on-wsl2&sa=D&source=editors&ust=1750699866594300&usg=AOvVaw0X856886VAnbcHNeVGXNRv

Level 1: ssh

For those who haven’t logged into ssh:

® [nstructions for nersc
* ssh <username>@perlmutter.nersc.gov
® Will password + MFA code together

Since we will be using frequently: likely worth it to set up sshproxy

24 hour verification by default (don’t have to re-enter MFA)
Go here and copy the link address corresponding to your platform
* wget <link> -0 sshproxy.pkg
* Install the resultant package (in mac: find the executable and click install)

* Once installed you can use it as
sshproxy -u <username>


https://www.google.com/url?q=https://docs.nersc.gov/connect/&sa=D&source=editors&ust=1750699866611768&usg=AOvVaw3OErx2lVQStMIWxEBq0_J6
https://www.google.com/url?q=https://docs.nersc.gov/connect/mfa/%23sshproxy&sa=D&source=editors&ust=1750699866612010&usg=AOvVaw0s08tApknX6dE_98oQ4giE
https://www.google.com/url?q=https://portal.nersc.gov/cfs/mfa/&sa=D&source=editors&ust=1750699866612192&usg=AOvVaw1Npq8ubqMfa4EwGqo7DUTT

Level 2: basic environments

Default “module” loading system exists on perimutter, called Lmod

® To get a basic python environment set up:
module load python

module load tensorflow

From there, the recommended practice is to use conda environments for
customizing local environments

Jupyter lab environment also can be useful, and can load

® |[nstructions for doing this on perimutter
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https://www.google.com/url?q=https://docs.nersc.gov/environment/lmod/&sa=D&source=editors&ust=1750699866628131&usg=AOvVaw0MUhN_L7KkIPf3cOZumMeN
https://www.google.com/url?q=https://docs.nersc.gov/development/languages/python/nersc-python/%23creating-conda-environments&sa=D&source=editors&ust=1750699866628355&usg=AOvVaw0wYEv7LO4WbWCH4tL8QrMT
https://www.google.com/url?q=https://jupyter.nersc.gov/&sa=D&source=editors&ust=1750699866628468&usg=AOvVaw28rHBeZxa4k9KXQl_LdPfc
https://www.google.com/url?q=https://docs.nersc.gov/services/jupyter/how-to-guides/&sa=D&source=editors&ust=1750699866628593&usg=AOvVaw027mzOjcHytsLaIhtAm104

Level 3: jobs

Login nodes:

Contain a single Nvidia A100 GPU
Useful for prototyping neural networks
® Sometimes they are crowded: check GPU status with $ nvidia-smi

Perlmutter uses slurm, and has extensive information on how to submit batch jobs

Qverview
Batch jobs: provide a high-resource environment for running compute intensive
processes

® At perlmutter, this means reserving 1-4 GPUs for private use for a specified time
frame



https://www.google.com/url?q=https://docs.nersc.gov/systems/perlmutter/running-jobs/&sa=D&source=editors&ust=1750699866644525&usg=AOvVaw33mYUUMd6hmDtwjVySaQkW

Other stuff

® Editing on perlmutter: many use Visual Studio Code, which can be setup to run
remotely with perlmutter



https://www.google.com/url?q=https://docs.nersc.gov/connect/vscode/&sa=D&source=editors&ust=1750699866651257&usg=AOvVaw2K4TIZpUMYePxhX1kdPJsQ

