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Introduction
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In a nutshell

Some terminology. . .

▶ Generator ≡ Monte-Carlo computation of matrix elements → parametrized hadronization models

▶ Simulation ≡ Interaction of generated particles with the detector’s active and passive material

▶ Digitization ≡ From simulated energy deposits to simulated electronic signals

▶ Reconstruction ≡ From signals to physically-meaningfull objects

Every step implemented within the Athena framework

▶ Mostly c++ code, with job configuration in python
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https://gitlab.cern.ch/atlas/athena/


Where do these pipeline run?

▶ The amount of data pocuced by ATLAS is
staggering
▶ 2015–2018: 18 billion collision events saved
▶ ×2− 3 more MC-generated events
▶ ≥ 350 PB of disk, 450 PB of tape

▶ Must have enough computing to process those
datasets many times as software evolves

▶ Resources available from many sources:
▶ The Worldwide LHC Computing Grid

(≈ 80 server farms around the world)
▶ Various HPC centers (e.g. NERSC at LBL)
▶ Cloud providers (i.e. Google Cloud)

▶ Basic model: code follows data
▶ Panda: Software that schedules user code to

sites that have the needed input data
▶ Rucio: Software that moves input and output

data between sites/users

4 / 20



Moore’s Law?

▶ Performance of single CPU cores not
signifiantly improving anymore

▶ However:
▶ Transitors per chip still improving
▶ Logical cores per chip still improving

▶ Computing in ATLAS is (mostly)
embarassingly parrallel
▶ When processing a dataset: can safely

parallelize on events
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First solution: Multi-processing

▶ Can’t just launch N independant instance of Athena
▶ This duplicates large items like B-Field maps, geometry description, . . .
▶ . . . RAM quickly becomes a bottleneck!

▶ Instead: Initialize job once, then fork the process N times
▶ Fork: Logically equivalent to starting a new process . . .
▶ . . . under the hood, memory is transparently shared using copy-on-write paradigm
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Can we do better? From multiprocessing to multithreading

▶ Copy-on-write is a very coarse memory sharing mechanism!
▶ AthenaMP does not allow intra-event paralellism!
▶ Solution: AthenaMT

▶ Modify most algorithms to be thread-safe
▶ Implement dependency graph between algorithms
▶ Can then run algorithms as well as events in parallel!

Figure credit: Scott Snyder
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Thread-safe algorithms

From [2106.13593]

▶ In AthenaMT, the State object is standardized across all algorithms:
▶ Run number
▶ Event Number
▶ Intra-event “Slot” number (allows multiple algorithms operating on same event)
▶ Reference to common data store
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https://arxiv.org/abs/2106.13593


Can we do better? From multiprocessing to multithreading

▶ Event loop only: AthenaMP faster than MT !?

▶ Scheduling and Synchronization between
threads introduce inefficiencies
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▶ Total time: AthenaMT faster than MP!?
▶ Each thread writes to single event store: no

merging required
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https://cds.cern.ch/record/2771777


Can we do better? From multiprocessing to multithreading

▶ Significantly better RAM efficiency with
AthenaMT

▶ Can fit more compute on equivalent nodes!

ATL-SOFT-PUB-2021-002
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https://cds.cern.ch/record/2771777


A problem. . .

A problem still remains:
▶ LHC dataset grows bigger over time. Especially at HL-LHC!
▶ MC statistics have to grow at same pace
▶ Our computing needs are projected to grow faster than available resources!
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Simulation

▶ Reminder: Simulation refers to material interaction of generated particles with detector material

▶ Implemented with battle-tested Geant4 software

▶ Issue: This is one of the most resource intensive parts of the whole pipeline!
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A potential solution: Fast Simulation

▶ Geant4: Simulates calorimeter response “from first principles”

▶ FastCaloSimV2: Parametrised model of calorimeter response

▶ FastCaloGAN: Generative ML model for calorimeter response

▶ AtlFast3 = FastCaloSimV2 + FastCaloGAN
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https://arxiv.org/abs/2109.02551


A potential solution: FastSimulation

▶ AF3 is much faster than full G4. . .
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Fast Simulation is already usable for plenty of analyses, but improvements are needed before it
becomes the default ATLAS reconstruction
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The pipeline, revisited

Let’s take a step back and focus on the last part of the pipeline:

▶ Athena produces output files in xAOD format
▶ Short for “eXtended Analysis Object Data”
▶ Object model used to represent collision events with rich semantic information

▶ xAOD samples are then used as input for Derivation step, producing DAOD’s
▶ Primarily useful for reducing size of analysis data
▶ “Slimming/Thinning”: variables/objects not relevant for (most) analysis are removed
▶ “Augmenting”: e.g. Jet reconstruction is performed, and only output jets are saved
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DAODs for Run 3

▶ Run 2 (2015-2018) saw a proliferation of various DAODs for every physics group
▶ This largely negated the data reduction goal
▶ Derivations centralized in Run 3 to save space: PHYS, PHYSLITE

PHYS tt
Rel. 24.0.2
<µ> = 45
40.0 kB/evt

ATLAS Simulation 
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FTAG 5.8%
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MET 6.5%Tracks 8.0%

Trigger 10.2%

Truth 11.0%

EGamma 20.6%

▶ DAOD PHYS: 40 kb/evt

▶ Save inputs necessary to calibrate objects

▶ Size reduction from removing low-pt
tracks not assoc. with jets or leptons

PHYSLITE tt
Rel. 24.0.2
<µ> = 45
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▶ DAOD PHYSLITE: 16 kb/evt

▶ Like PHYS, but don’t save calibration inputs

▶ Instead save calibrated physics objects directly
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Reminder: Disk Space is also an issue!
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=⇒ Space savings from e.g. DAOD PHYSLITE are not just “nice to have”, but vital for the future!
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From DAOD to NTuples/Histograms

▶ DAODs have semantically rich object model → difficult to interface with downstream tooling
▶ Most machine mearning frameworks expect “columnar” data
▶ Most LHC statistical analysis frameworks expect histogram data (or very simple ROOT TTree’s)

▶ Many frameworks for this step in ATLAS: CxAOD, EasyJet, TopCPTools, SUSYTools, . . .
▶ Future direction: Framework for “end-to-end” columnar workflow?

Source
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https://indico.cern.ch/event/1338689/papers/6015915/files/14779-ATL-SOFT-PROC-2025-025.pdf


One last idea for the future: Differentiable Analysis

▶ If can propagate gradient between all steps from event selection to significance: can use gradient
descent to automatically optimize your analysis!

▶ This might seem crazy, but there exists working proof of concepts! E.g. [2203.05570]

Credit: Mohamed Aly & Lino Gerlach
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https://arxiv.org/abs/2203.05570
https://indico.cern.ch/event/1481852/contributions/6464860/


Conclusion

▶ As we saw today: typical LHC computational pipelines are complicated!

▶ Large amount of computing resources needed to process collision & MC data!

▶ Data, techniques, and resources change over time: these pipelines are constantly evolving!

Further reading: [2404.06335] “Software and computing for Run 3 of the ATLAS experiment at the LHC”

Any questions?
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https://arxiv.org/abs/2404.06335


BACKUP SLIDES



[ITA] Collision data workflow

Is working with collision data simpler than generating/simulating/digitizing MC events? Not really . . .

Figure credit: Heather Gray
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[ITA] Collision data workflow

Is working with collision data simpler than generating/simulating/digitizing MC events? Not really . . .
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FastCaloGAN
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https://arxiv.org/abs/2109.02551


One last idea for the future: Differentiable Analysis

▶ Issue: How to propagate gradient through a histogram?

▶ A solution: Use a “Binned Kernel Density Estimator” (bKDE) instead

▶ Build a smooth probability density using a sum of kernel functions (e.g. gaussian)

▶ Project that onto a set of bins (the N. of bins & width become hyperparameters)

[2203.05570]
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https://arxiv.org/abs/2203.05570
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