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Introduction
Natural language processing has been a fast developing field in machine learning

• Large Language Models (LLMs) are the core technology for autonomous and agentic artificial 
intelligence systems

The introduction of ChatGPT makes the broader science and technology communities realize the 
great potential of LLMs have on our way of work, and it excites the general public

• from industry to academia, many developments are made to take advantage of the 
capabilities of LLMs

• some attempts are made in particle physics (e.g. chatLAS)
– The most ambitious proposal Dr. Sai by IHEP (at this point, mostly a vision)

This talk will offer a brief overview and quick thoughts on applying AI agents to particle 
physics

https://indico.cern.ch/event/1291157/contributions/5889603/attachments/2900964/5087268/Dr.Sai-ZZD-v9.pdf


What can we do with LLMs for particle physics?

• Large Language Models (LLMs) improves productivity and efficiency
– Language Models are capable of processing natural and programming language
– The underlying process of human cognition, from interpreting sensory input, reasoning, to determining 

actions, is structured in language
– LMs can be configured into agents for humans to execute complex tasks because of its language processing 

capabilities
– They lead to enhanced efficiency and productivity

• Enhanced efficiency and productivity enable discoveries
– directly: execute large number of computational research projects ( e.g., search and measurement analyses 

at the LHC)
– indirectly: free scientists from repetitive and technical tasks, allow them to focus on creative solutions to 

complex scientific challenges



Outline

• Overview
– LLM 
– agentic workflow

• Examples in other domains
– Large language models
– “Small” language models

• I will entertain with three types of tasks to be automated by agents 
– Analysis workflow automation, analysis strategization, foundation model building and deployment
– Statement of problem, solution, and expected outcome and long-term impact



Overview of LLMs

Natural language 
processing models are 
based on transformers
- large neural networks with 
attention mechanism

- process and generate 
sequences of tokens

- models are pretrained with 
large diverse datasets 
(foundation model)

- users don’t train from scratch; 
but may fine-tune

- e.g. GPT ⇔ Generative 
Pretrained Transformer

Foundation models vs 
AI systems
- GPT-4, Dall-E, Codex, etc. 
are foundation models ⇐ 
pretrained, capable of doing 
diverse tasks

ChatGPT is a wrapper that 
uses LLMs to call different 
foundation models

- an intelligent AI system

- not a single foundation 
model

  LMs are commoditized
• open-sourced:

– models with pretrained weights 
can be downloaded

– make inference, fine-tune, even 
train from scratch, etc.

– many cloud providers host 
open-sourced models and allow 
users to use via API calls

– host models locally
• close-sourced:

– GPT-4
– can be used via web/app 

interface, APIs 
• LBL IT division provides APIs

– locally hosted and closed 
sourced

LLMs vs SLMs
• Model size characterized 

by # par.
• Large model requires 

more memory, generally 
demanding for hardware

• Small LLM model may be 
deployed on consumer 
grade hardware and faster 
to run

• GPT-4 ~ 1.8 T # par.
• TinyLlama-1.1B ~ 1.1 B # 

par
• Model size vs precision

– FP32 ⇔ 4 bytes
– FP16, INT8, INT4 fewer 

bytes

https://arxiv.org/abs/1706.03762
https://openai.com/index/dall-e-3/
https://cborg.lbl.gov/
https://medium.com/@baicenxiao/some-basic-knowledge-of-llm-parameters-and-memory-estimation-b25c713c3bd8


Agentic workflow

The progress in NLP enabled the construction of agentic 
workflow

• User Input → AI receives a task (e.g., "Schedule a meeting")

• Planning → AI breaks it into steps & selects tools.

• Execution → AI calls APIs, processes data, and performs 
actions.

• Self-Correction → AI detects errors & adapts.

• Completion → AI delivers results (e.g., "Meeting scheduled").

LLM-based AI agent orchestrates these tasks through its processing 
and generation of text (natural language, programming language, 
customarily formatted data)



Examples



LLM-based app for multibody hamiltonian  2403.03154

Large 
LM-based 
applications 
are about 
prompt 
engineering

The Hartree-Fock method: approximate the Hamiltonian of a multibody system using single fermion Hamiltonians in 
effective mean field

• LLM-based application, using GPT-4
• The solution can be carried in multiple steps
• Initial step takes a template prompt, and its 

output will be integrated to a template prompt for 
the next step. This process iterate until the end

•

• LLMs are also used to extract information from 
paper and judge the correctness of calculations

https://arxiv.org/pdf/2403.03154


Problem: user specifies a task, and a SLM agent 
define and execute the task, e.g. “create a calendar 
invite”

• Running at the edge, e.g., on a MacBook

Solution:
Small language models: TinyLlama-1.1B, Wizard-2.7B 
(#pars for GPT-4 ~ 1.7 T)

SLM generates a sequence of tasks (function calls)

• represented as Directed Acyclic Graphs (DAGs)
• out-of-box performance not great ⇒ fine-tuning

– need labeled dataset with correct and 
wrong DAGs

– synthesize dataset with LLM (GPT-4-turbo) 
– score 1: correct order and correct functions
– score 0: wrong order or wrong functions

SLMs require fewer resources: 
• great candidates to be incorporated to standalone 

software or workflows that execute routine tasks

Fine-tuning is often needed ⇒
generation of training dataset is the key

SLM example: TinyAgent 2409.00608

https://arxiv.org/pdf/2409.00608


Use case 1: agent-based AI model creation and configuration

Problem: ML models in HEP are constructed using complex, manually 
configured files. These files contain unintuitive technical information, 
formatted in a customary way. They are not descriptive and lack a clear 
connection to the conceptual statement of a physics objective.

Solution: Agent translates conceptual language to technical 
configuration

• LLM/SLM parses conceptual description and generates 
configuration

• context window/few-shots, RAG, etc.

• Agent configuration for GNN event classifier, transformer based 
calorimeter calibration, etc.

Goal
• create a GPT-like interface that uses LLM-agent to configure AI 

model based on conceptual description

Conceptual 
description

Model 
configuration

Conceptual description: 
“construct a Graph 
Neural Network model 
with collision events, 
treat particles as nodes, 
make graph fully 
connected”

Model configuration 
file

https://arxiv.org/abs/2412.10665
https://cds.cern.ch/record/2917265
https://cds.cern.ch/record/2917265


Use case 2: Agent-based analysis planning

Problem: In data analysis, signal and control regions are informed 
by the signature and topology of the target physics process. Can AI 
agents define signal and control regions based given a physics target? 
If so, this could enable the automation of a large number of analysis 
projects. 

Solution: 
• facterize the analysis design to a chain of decision-making 

steps
• at each step, use LLM with detailed instruction to create 

decisions based on output from previous steps and additional 
instructions

• “referee” models supervise the process 
– LHC publications can be used to guide referees

• design high-profile LHC analyses, e.g., di-Higgs, ttH

Goal:
• an agent that can design HEP data analysis, specifically, signal 

and control samples, at a level comparable to human scientists 

Physics process Selected signal and 
control samples



Use case 3: Agent-based auto execution of analysis workflow

Problem: once a HEP analysis is designed, its 
implementation relies on the execution of a chain of software 
developed by experiments. LM agents can automate this 
execution and therefore enable large-scale searches at HEP 
experiments

Solution: 
• Agent identifies the software pipeline in response to an 

analysis plan
• Agent configures individual components of the pipeline 

and execute the program
• Supervisor agent cross-checks outcomes at 

intermediate stages

Goal:
• agent builds and executes an analysis software pipeline 

for a HEP analysis project based on user input
• H → γγ a perfect testing ground?

data 
selection

Likelihood 
model 

construction

Hypothesis 
Testing



Common challenges

• Reliability and robustness
– Multi-agent cross verification

• Cost optimization vs computational efficiency
– Open-source models vs closed source model
– Locally hosted vs remote model
– Context window (one-shot, few-shot capabilities) vs RAG vs fine-tuning

• Understanding the limitations of LM-agents is a research question in its own right

• Integration to current and future experiments



Concluding remarks
Language model based application is a different type of machine learning application in particle 
physics than conventional ML for HEP applications

• A nascent area that holds the promise to change how we work as particle physicists, 
potentially enabling science discovery

Conventional Machine Learning applications in 
particle physics:

– Classification: separate signal from background, 
BDT to NNs

– Regression: estimate of properties, e.g., energy 
calibration (GNN for egamma)

– Generation: surrogate for detector simulation, event 
generator, physics modeling, unfolding, etc. based on 
diffusion models, VAEs, normalizing flows, GANs

Conventional ML applications replace existing but 
less performant tools and methods

Language model based applications
– Coding assistant: write, debug, and optimize code

– Research assistant: literature review, summary, 
retrieval of existing literatures (Gemini deep research, 
ChatGPT deep research etc.), preparing documentation

– Agent: LMs can be configured and arranged to 
automate tasks ⇒ agent for humans

Language model based applications replace or 
augment human effort in repetitive or voluminous 
tasks
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