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Foundation Models — Part 2: Practical
Applications

Overview of This Session

+ This session is a technical session following up to the conceptual discussion in Part
1.

+ Focus is on hands-on examples and practical usage of foundation models.

+ Topics include:

- Calling LLM APIs in Python

- Prompt engineering and parameter tuning

- Simple Retrieval-Augmented Generation (RAG) pipeline

- Using LLMs to interpret structured data (e.g., ROOT trees)

Goal: Equip you with tools to use foundation models effectively in scientific and
technical workflows.

Refer to Part 1 of the talk for theoretical background and model architecture.
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LLM API Call: Key Components

Example Code Snippet

import os

client = openai.OpenAI(
api_key=os.environ.get ('CBORG_API_KEY'),
base_url="https://api.cborg.1lbl.gov"

response = client.chat.completions.create(
model="1bl/cborg-chat:latest",
messages=[{"role": "user", "content": "What letter comes after A?7"}],
temperature=0.0

)

print (response.choices[-1] .message.content)

+ api_key — Loaded securely from environment variable

* base_url — LBL-hosted inference server endpoint

+ model — Specifies the LLM to use (here, cborg-chat)

+ messages — A list of chat messages; supports roles: user, system, assistant
* temperature — Controls randomness; 0.0 = deterministic
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Context limit

The context limit of an LLM refers to the maximum number of tokens (including both
input and output) that the model can handle in a single interaction. If the total token
count exceeds this limit, the input must be truncated or split, or the model will return
an error.

Model Context Length

gpt-4o, gpt—-4o-mini 128k tokens

gpt-4-turbo 128k tokens

gpt-3.5-turbo 16k tokens (default), 4k (legacy)

claude-3-opus 200k tokens

claude-3-sonnet 200k tokens

gemini-1.5-pro 1 million tokens

mistral-7b-instruct 32k tokens

1llama-3-70b 8k tokens (base), up to 32k (some hosted versions)

Table 1: Approximate context length limits for major LLMs (as of mid-2025).
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LLM API Calls Are Stateless

Key Concept: Each API call is independent — the model does not remember previous
calls unless you include the full message history.

Stateless Call
# Only current message — model has mo memory of earlier turns
messages = [{"role": "user", "content": "What's the capital of France?"}]

Include Conversation History
messages = [

{"role": "user", "content": "Hi"},
{"role": "assistant", "content": "Hello! How can I help you?"},
{"role": "user", "content": "What's the capital of France?"}

]

response = client.chat.completions.create(
model="gpt-40",
messages=messages

The following models are allowed for use: Ibl/cborg-chat:latest, Ibl/cborg-coder:latest,
Ibl/cborg-deepthought:latest, Ibl/nomic-embed-text, on CBORG
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Word and Token

Question:

How many words and tokens are in the provided excerpt from the Declaration of
Independence?

Answer:

*+ The excerpt contains 1,457 words.

» Estimated token count (based on GPT tokenization): 2,040 tokens.

* GPT models (e.g., GPT-3.5, GPT-4) typically use 1.3-1.5 tokens per word.

+ Exact token count can be determined using OpenAl's tiktoken library.
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Why Are There More Tokens Than Words?

Question:
Why does a text have more tokens than words, and isn't a token sometimes multiple
words?

Answer:

« Atoken is not the same as a word — it's a unit of text (e.g., a word, part of a word,
or a short phrase).

* GPT models use subword tokenization (e.g., Byte Pair Encoding).

+ Examples:

- ““dog'' — 1token
- "“unhappiness'' — 2tokens(*"un'' + "“happiness'')
- ""I'm''—1token

+ On average, English prose has 1.3-1.5 tokens per word.

+ So, a 1,457-word passage may have ~2,040 tokens.
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Controlling Output: Temperature

Temperature controls how random or creative the model’s responses are.

The model samples words based on their probabilities—temperature scales this
distribution:

- temperature 0.0: always picks the most likely token (deterministic)
- temperature = 0.7: mixes high-probability tokens with some variability

- temperature = 1.5: allows much more randomness (can become incoherent)

+ Think of it as a knob from robotic precision to creative storytelling.

For advanced use: parameters like top_p, frequency_penalty, and
presence_penalty offer more nuanced control.
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Autoregressive Inference in LLMs

Step-by-step token generation loop:

1. Prompt: "The mass of the Higgs boson is approximately" [ token
IDs: [1543, 88, 9, 3456, 47, 4210]

2. Forward pass: LLM computes a probability distribution over the ~50k vocabulary
tokens for the next token only.

3. Sampling strategy (choose 1 token):

- Greedy: pick the most likely token (argmax)
- Temperature: scale logits to adjust randomness
- Top-k/ Top-p: sample from the top-k or top-p probability mass

4. Loop: Append sampled token to prompt and repeat from step 2 until
end-of-sequence.

This is how LLMs generate one token at a time: one forward pass — one sample — repeat.
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Key OpenAl GPT API Parameters

Parameter Description Typical Range / Notes
model Which model to use (e.g., "gpt-40", "gpt-3.5-turbo") Required

messages List of input messages for chat models [role, content] pairs
temperature Controls randomness: higher = more creative or diverse outputs 0.0 to 2.0 (default = 1.0)
top_p Nucleus sampling: sample from top-p cumulative probability 0.1 to 1.0 (default = 1.0)

max_tokens

Maximum tokens to generate in response

Integer (e.g., 512 or 2048)

stop

Sequence(s) that trigger early stopping

String or list of strings

presence_penalty

Penalizes reused concepts to promote novelty

-2.0t0 2.0

frequency_penalty

Penalizes repeated tokens to reduce redundancy

-2.0t0 2.0

logit_bias

Force or ban specific tokens by modifying their logits

Dict: {token_id: bias}

seed

Fix random seed for reproducible output (GPT-40+)

Integer
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Retrieval-Augmented Generation (RAG)?

RAG = Retrieval + Generation
* Goal: Improve LLM responses by supplying relevant external documents.

+ Step 1: Retrieval

- Embed documents and the user query into vector space.
- Compute similarity (e.g., cosine) to select top relevant chunks.

+ Step 2: Generation
- Feed the selected document(s) as part of the prompt to the LLM.
+ Benefit: Enables up-to-date, domain-specific, or large-context reasoning without
retraining the model.
Used in applications like question answering, search-augmented chat, and
knowledge-grounded agents.
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What is an Embedding?

Embeddings are numerical vector representations of text (or other data) that capture
its meaning.

+ Text like "photon" or a paragraph is mapped to a point in high-dimensional space
(e.g., R1024),

+ Similar meanings are placed close together in that space.

* Enables:

- Semantic search (find related content)
- Clustering and classification
- Context selection for RAG

Example:
"photon” — [0.13, —0.47,...,0.91] € R1%4

Embedding models learn to preserve semantic relationships — "electron” and "proton” are
closer than "apple”.
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RAG: Embedding and Context Selection

Key Steps in embed_and_select_context.py

# Embed documents (cached using file hash)
dl = get_embedding(docl, file_hash(filel))
d2 = get_embedding(doc2, file_hash(file2))

# Embed the question

response = openai.embeddings.create(
model="1bl/nomic-embed-text",
input=question

)

q = response.data[0].embedding

# Compute cosine similarity and select the closest document
sims = cosine_similarity([ql, [d1, d2])[0]

context = docl if sims[0] >= sims[1] else doc2

Outcome: The most relevant document is selected and passed to the LLM as context.

Berkeley

UNIVERSITY OF CALIFORNIA



Practical Information

* LLM API Key: Thank LBNL's IT division (Andrew Schmeder, et al) for providing a
temporary AP| Key to CBorg, a LBNL Al platform, for this summer school!

- Expires at 2 PM, Saturday, June 28
- Retrieve from: Google Doc

* Hands-on Repository:
- github.com/haichenwangberkeley/Demo

+ Execution Environment:
- Practice scripts can be run on Perlmutter or participant laptops
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https://docs.google.com/document/d/1R2lkYP4fBBdbcUYzCQmJrLdbsPwiWl1RdoUVpYyidlU/edit?usp=sharing
https://github.com/haichenwangberkeley/Demo

Demo 1: Basic API Usage and
Preprocessing

Overview:

« Demonstrates a simple API call to an LLM

+ The model is hosted by the LBNL IT division

+ Based on a fine-tuned variant of the LLaMA model

Additional Features:
* Includes helper scripts to:

- Convert PDF files to plain text
- Tokenize text for LLM input
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Demo 2: Retrieval-Augmented Generation
(RAG)

Goal: Show how a simple RAG system can be implemented
Workflow:

+ Two documents are embedded into vector space

+ Auser question is also embedded

+ Cosine similarity is computed between the question and each document

* The more similar document is used as context for the LLM prompt

Result:
+ Enables context-aware question answering using document retrieval
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Demon 3: Agent for Flexible Photon
Analysis

Problem:
* ROOT samples vary in TTree structure and naming
+ Photon variables may be:

- Scalars (e.g., photonl_pt)
- Vectors (e.g., photon_pt [0])

+ Users must manually update code/configs for each new sample

Solution:
+ Use an LLM-based agent to:

- Interpret branch structure
- Generate a compatible analysis script dynamically

+ Enables automated, human-free adaptation across samples
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Where to Get LLM API Access

Options for Obtaining API Keys or Running Models
1. Cloud Providers (Paid Access)
- Set up an account with: Microsoft Azure, AWS, Google Cloud, OpenAl, Perplexity, etc.
- Typically offers usage-based pricing with access to powerful hosted models.
2. Free or Trial APIs (Limited Use)
- Some services (e.g., OpenRouter.ai, Ollama) offer limited free-tier access or open routing
to multiple models.
- Useful for small-scale experiments or demonstrations.
3. Local Deployment

- Download models (e.g., Meta LLaMA, Mistral, Gemma) from Hugging Face.
- Run inference locally using frameworks like transformers, 11ama. cpp, or vLLM.

Choose based on your budget, privacy needs, and compute resources.
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