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▪ Building your readout on PCIe was a great choice 10 years ago
▪ LHCb, ALICE and ATLAS all came to the same conclusion ☺

▪ But a PCIe readout board is not standalone and will always need a server
▪ Cooling limitations
▪ Mechanical, I/O limitations
▪ Software incompatibility

▪ Lots of effort to qualify compatible servers
▪ And once a qualified model goes out of production, we must redo it all over again

▪ This hardware will only exist so long as FHFL PCIe GPUs exist in datacenters
▪ That is still true today, but will not be the case in LS4
▪ PCIe form factor is power-limited, and after the AI explosion GPUs have shot past these limits
▪ PCIe shoreline bandwidth is “low”, and GPU vendors prefer faster proprietary protocols

▪ Ethernet was already a very competitive interconnect in LS2
▪ LHCb went for InfiniBand HDR as the technology was more mature
▪ InfiniBand cannot be used natively on FPGA, PCIe can, but so can Ethernet

▪ U2 is the opportunity to build a self-contained, FPGA readout based on Ethernet

Readout for the next decade
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U1 vs. U2 Readout architecture
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GPU server



NetFLX mechanical concept
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Each self-contained unit hosts 2 independent readout FPGAs (to increase density
and reduce costs), as well as one shared “timing hub” FPGA (for better timing performance).



FLX155 transceivers
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GTYP x16

Total GTYP channels 68

PCIe-only 16

TTC (B04) 4

Data (x4 Y12) 48

Total GTM channels 20

Ethernet (B04) 4

Not connected 16

All transceivers are 25G NRZ capable. Only GTYP support TX phase control.
GTM supports 112G PAM4 by “merging” pairs of transceivers into one driver.

Small board revision possible to breakout extra GTM channels
on additional Novaray connector (112G PAM4 capable).



NetFLX concept diagram
lpGBT option Photonics option
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NetFLX lpGBT vs. SiPho
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Samtec ECUO – FireFly (fiber)

Samtec ECUE – FireFly (copper) 

FQSFP flyover for CWDM

R12 & T12 modules
for VTRX+

Common socket system



NetFLX 400GbE
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▪ Xilinx demonstrated 112G PAM4 on Versal Premium (VPK180 kit, version 112)

▪ Uses SAMTEC Flyover Novaray interconnect to simplify routing and placement

▪ 112G is desirable for best match with switching ASIC line rate
▪ 56G possible (and compatible with same QSFP cages) but less cost-effective

▪ Up to 50% oversubscription with 60 lpGBT uplinks (and worse at 25G)
▪ Assumption that links are underutilized



2025 2026 2027 2028 2029 2030 2031

Run3 LS3 Run4

PCIe40

PCIe400

FLX155

NetFLX

ECS roadmap
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▪ lpGBTServer on x86 via lhcb PCIe
▪ lpgbt-sc is already compatible with Agilex (via Colibri), new lpgbt-fpga required for PCIe400
▪ Same PCIe driver as PCIe40

▪ lpGBTServer on x86 via flx PCIe
▪ lpgbt-sc FPGA core is already compatible with Versal (via Colibri)
▪ Small compatibility library required to replace libpcie40_ecs.so with Felix equivalent

▪ lpGBTServer on ARM via umem
▪ Same lpgbt-sc FPGA core
▪ Interface between SoC PS and PL to use unified memory driver (can be developed on FLX155)

lpGBTServer is the software interface between 
lpGBT readout hardware and LHCb control system



Register map modeling
▪ During U1 it has been challenging to 
keep register definitions consistent 
between firmware, software and 
control system

▪ After a successful pilot last year, we 
propose to use SystemRDL as a common 
register definition language

▪ PeakRDL compiler (python), together 
with custom LHCb plugins, to generate
▪ VHDL code

▪ WinCC hwtool XML

▪ Python modules

▪ C headers

▪ Documentation

▪ …

 From a single source of truth (.rdl files)

SystemRDL example, describing some of the lpGBT
reset registers:

regfile {
name = "Reset Manager RW Registers";
reg {

name = "Reset Components";
<% for ($i = 2; $i >= 0; $i--) { %>
field {

desc = "Resets channel <%=$i%> I2C master. 
One should generate a pulse on this bit (0->1->0)";

} RSTi2cm<%=$i%>;
<% } %>
field {

desc = "Resets the TXphy of serial 
configuration interface";

} RSTtxLogic;
field {

desc = "Resets the RXphy of serial 
configuration interface";

} RSTrxLogic;
field {

desc = "Resets the configuration block";
} RSTconfig;
field {

desc = "Resets the e-fuses control logic";
} RSTfuses;
field {

desc = "Resets the PLL control logic";
} RSTpllDigital;

} RST0;
...

} reset_manager @0x3c;
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▪ Memory
▪ NetFLX will (like FLX155) have one DDR4 mini-UDIMM slot, supports up to 16GB modules

▪ Could be used to preload frontend configuration close to FPGA

▪ lpGBT-SC (slow-control) component implements following sub-protocols
▪ IC, EC (untested), I2C, any more needed?

▪ Performance
▪ Current unoptimized results: avg 1byte I2C write: 2ms, avg 16byte I2C block write: 4ms

ECS requirements
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TFC roadmap
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2025 2026 2027 2028 2029 2030 2031

Run3 LS3 Run4

PCIe40

PCIe400

FLX155

NetFLX

▪ Ongoing tests to improve PCIe40 TX phase stability

▪ Ongoing R&D on PCIe400 TX phase control, but not yet validated at scale

▪ If PCIe40 TX sufficient, use SOL40 in RUN4, if not, begin migration to FLX155
▪ For FastRICH only, decision by end of 2025 at the latest

▪ NetFLX will reuse as much as possible from ATLAS architecture (CTP+LTI+FLX)

▪ Parallel R&D on integrating a WhiteRabbit End Node on NetFLX



NetFLX “timing hub”
▪ Reference clock can be distributed to 
NetFLX in different ways
▪ Direct fanout

▪ CDR from dedicated data stream

▪ White Rabbit

▪ At picosecond resolutions, the last two 
options require extreme control over 
FPGA logic routing
▪ Cross talk within FPGA fabric

▪ Placement variability across designs and 
across recompilations

▪ On solution is to have most of the 
timing sensitive logic on a small 
dedicated FPGA, separate from the rest 
of the readout logic

 18th HPTD meeting
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Two async clocks routes sharing adjacent rows
induce enough crosstalk to destroy delay-jitter!

(~1.6ps to ~4.0ps)

https://indico.cern.ch/event/1529662


DAQ roadmap
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2025 2026 2027 2028 2029 2030 2031

Run3 LS3 Run4

PCIe40

PCIe400

FLX155

NetFLX

▪ PCIe40 DAQ interface (PCIe Gen3) unchanged (small updates for 2025 test beams)

▪ PCIe400 DAQ interface (PCIe Gen4) is already backwards compatible and twice as fast

▪ PCIe400 DAQ interface (PCIe Gen5) will require refactoring of FPGA dataflow

▪ FLX155 hardware supports 100GbE output (dedicated 25Gx4 FireFly)
▪ No current requirement to integrate Felix PCIe readout with LHCb Run4 Event Builder

▪ 400GbE is the major design challenge of NetFLX
▪ 112G@PAM4 x 4 preferred but unproven, alternatively 56G@PAM4 x 8 possible



DAQ bypass modes
▪ Run3 firmware framework provided 
static bypass modes for debugging
▪ Can be used even if decoding or data 

processing are not yet implemented

▪ Limited to one single input

▪ Streaming output (no data boundaries)

▪ If data processing implementation was 
late, you were limited to this bypass 
mode for testbeams and even 
commissioning

▪ Starting in Run4, we plan to add more 
flexible dynamic bypass modes
▪ Can still be used even if decoding or data 

processing are not yet implemented

▪ Dynamically selects inputs based on 
activity

▪ Packetized output (pseudo-MFP format)

lpGBT decoding

Error recovery

Frontend decoding

BCID alignment

TFC processing

Data processing

Event ID

MFP building
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lpGBT
bypass

decoding
bypass



▪ The Run3 FPGA readout architecture has proven its worth and will stay for the 
foreseeable future
▪ Frontends are encouraged to adhere to current LHCb readout guidelines

▪ VELO U1 was the only exception requiring its own firmware architecture
▪ Custom LLI (GWT)

▪ No alignment step between decoding and processing (unsorted BXIDs)

▪ Custom data processing (VELO router)

▪ Custom TFC processing (after sorting, wrt after alignment in default implementation)

▪ In U2, there will be many more exceptions (VELO, MP, UP, FastRICH, …) that are 
already known to be incompatible with current FPGA dataflow

▪ Firmware readout architecture will have to adapt to support this evolution
▪ Minimize subdetector specific developments and centralize support

▪ Starting with FastRICH (Run4) a generic data processing is being implemented that can 
accommodate sparse BXIDs and unsorted BXIDs

DAQ data processing
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https://cds.cern.ch/record/1462250


DAQ emulation mode
▪ In Run3, not all subdetectors support 
internal data generators
▪ Difficult to run end-to-end tests of the 

readout system outside of stable beams 
or during TS or YETS

▪ In Run4 and Run5 we require all new 
subdetectors to provide an emulation 
model that can be instantiated in FPGA
▪ Emulators can produce either encoded 

data or already decoded data

▪ Emulators must answer to TFC commands 
like a real frontend (for synchronization)

▪ Emulators can generate data internally or 
load pre-generated patterns from internal 
memory (so long as memory is available)
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lpGBT decoding

Error recovery

Frontend decoding

BCID alignment

TFC processing

Data processing

Event ID

MFP building

Encoded emul.

Decoded emul.



▪ The “officially blessed” protocols to interface with the Online system in U2 are
▪ lpGBT

▪ Ethernet
▪ So long as your frontend can remain sufficiently rad-hard

▪ Ethernet data format to be defined closely with EP-LBC

▪ NetFLX is being designed to also allow QSFP28/CWDM inputs, as an option

▪ SPRINT comes with its own “lpGBT like” protocol
▪ We need confirmation that it can be implemented on VP1552 @ 25G

▪ IGNITE uses yet another custom protocol on top of Versatile Link Phy
▪ 8b10b encoding like MightyPix2, might justify a common 8b10b decoder in Colibri

▪ We currently also have a cross-platform implementation of Aurora in Colibri
▪ Successfully tested with first FastRICH silicon

▪ We discourage encapsulating multiple redundant transport protocols inside each 
other (e.g. Aurora inside lpGBT, 8b10b inside lpGBT)

▪ We encourage keeping the number of firmware variants to a minimum

“Special” DAQ protocols
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(Mini)DAQ requirements
▪ Current MiniDAQ is based on PCIe40
▪ Supports lpGBT for DAQ

▪ Supports lpGBT for ECS (WIP)

▪ ~200ps TX phase variability (WIP)

▪ For U2 we are planning MiniDAQs 
based on FLX155 and/or NetFLX 
depending on availability and demand

▪ When do you need MiniDAQs?

▪ How many?

▪ What features?
(FPGA, timing, bandwidth, protocols…)

▪ Note: from now on, MiniDAQs will be 
leased (for a recurring fee), not sold
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Readout firmware testing
▪ VELO was the first subdetector to adopt 
structured unit tests via UVVM

▪ Starting in Run4, we write unit tests and 
use test frameworks in all new firmware 
code (and even formal verification where 
possible)
▪ VUNIT

▪ UVVM

▪ OSVVM

▪ We encourage (and will support) 
subdetector-specific firmware developers 
to do the same for U2

▪ Tests can only be as good as the inputs 
that they are supplied with
▪ Data derived from Montecarlo simulations

▪ Realistic constraints for constrained random 
testing
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Conclusions
▪ There is a shared desire to converge around a 
common readout board
▪ That reuses already validated designs and technologies 

as much as possible

▪ That is self-contained, future-proof, and can be 
supported over the long term

▪ At the same time flexible enough to accommodate 
emerging technologies like Silicon Photonics

▪ That fosters collaboration with existing communities 
and between experiments

▪ CERN EP-ESE is collecting requirements and wishes 
from potential users
▪ But this won’t be a CERN project

▪ Current interest from LHCb, ALICE, SHiP

▪ Several institutes willing to participate
▪ CERN, BNL, IN2P3 (CPPM, LAPP, IJCLAB, LPNHE), NIKHEF

▪ We need your input to shape the future NetFLX
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LHCb readout arch. in Run3
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LHCb readout arch. in Run4
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TFC system in Run3
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LHC clock distribution in Run4



TFC architecture in Run4

D1



Possible TFC evolution for U2

D1



Run3 backend dataflow

TELL40 DATAFLOW

28LHCB UPGRADE ELECTRONICS MINI-WORKSHOP04/06/2025



Dynamic Derandomizing Buffer
▪ Split every orbit in fixed intervals of 2T BXIDs

▪ Split the inputs in groups of 2S sources

▪ Write incoming data in buffer L or H depending 
on lowest T bits of BXID

▪ A separate memory or 2(T+S) entries stores 
memory pointer and size for each incoming 
packet

▪ A separate memory of 2T entries stores the 
cumulative size of all data for each BXID

▪ After a given time (or when the L buffer fills), 
drain and reset L buffer, swap L and H buffers

▪ Read FSM can repack data more efficiently, at 
the cost of more logic or more latency

▪ Multiple DDBs can be cascaded in a tree to 
improve fMAX and aggregate bandwidth

L buffer

H buffer

Pointers (2(T+S) cells)

Sizes (2T cells)

Write 
arbiter

Read
FSM

2S Sources 1 Output

2930/04/2025 U2 DATA PROCESSING BRAINSTORM



▪ Library of 57 components (and growing) for DAQ applications, inspired by the 
PCIe40 and U2 gateware developments

▪ Unit tests for all components, formal verification for selected components

▪ Portable subset of VHDL 2008 supported by multiple vendors

▪ Open source

https://gitlab.cern.ch/colibri/colibri

Colibri
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https://gitlab.cern.ch/colibri/colibri


LHC long term schedule
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